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Nonnegative matrix factorization (NMF) and its extension
known as nonnegative tensor factorization (NTF) are emerging techniques that have been proposed recently. The goal of
NMF/NTF is to decompose a nonnegative data matrix into a
product of lower-rank nonnegative matrices or tensors (i.e.,
multiway arrays). An NMF approach similar to independent
component analysis (ICA) or sparse component analysis
(SCA) is very useful and promising for decomposing highdimensional datasets into a lower-dimensional space. A
great deal of interest has been given very recently to NMF
models and techniques due to their capability of providing
new insights and relevant information on the complex
latent relationships in experimental datasets, and due to
providing meaningful components with physical or physiological interpretations. For example, in bioinformatics, NMF
and its extensions have been successfully applied to gene
expression, sequence analysis, functional characterization
of genes, clustering, and text mining. The main diﬀerence
between NMF and other classical factorizations such as
PCA, SCA, or ICA methods relies on the nonnegativity,
and usually also additional constraints such as sparseness,
smoothness, and/or orthogonality imposed on the models.
These constraints tend to lead to a parts-based representation
of the data, because they allow only additive, not subtractive,
combinations of data items. In this way, the nonnegative
components or factors produced by this approach can be
interpreted as parts of the data. In other words, NMF
yields nonnegative factors, which can be advantageous
from the point of view of interpretability of the estimated
components. Furthermore, in many real applications, data

have a multiway (multiway array or tensor) structure.
Exemplary data are video stream (rows, columns, RGB
color coordinates, time), EEG in neuroscience (channels,
frequency, time, samples, conditions, subjects), bibliographic
text data (keywords, papers, authors, journals), and so on.
Conventional methods preprocess multiway data, arranging
them into a matrix. Recently, there has been a great deal of
research on multiway analysis which conserves the original
multiway structure of the data. The techniques have been
shown to be very useful in a number of applications,
such as signal separation, feature extraction, audio coding,
speech classification, image compression, spectral clustering,
neuroscience, and biomedical signal analysis.
This special issue focuses on the most recent advances
in NMF/NTF methods, with emphasis on the eﬀorts made
particularly by the researchers from the signal processing
and neuroscience area. It reports novel theoretical results,
eﬃcient algorithms, and their applications. It also provides
insight into current challenging areas, and identifies future
research directions.
This issue includes several important contributions
which cover a wide range of approaches and techniques for
NMF/NTF and their applications. These contributions are
summarized as follows.
The first paper, entitled “Probabilistic latent variable
models as nonnegative factorizations” by M. Shashanka et
al., presents a family of probabilistic latent variable models
that can be used for analysis of nonnegative data. The
paper shows that there are strong ties between NMF and
this family, and provides some straightforward extensions
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which can help in dealing with shift invariances, higher-order
decompositions, and sparsity constraints. Furthermore, it
argues through these extensions that the use of this approach
allows for rapid development of complex statistical models
for analyzing nonnegative data.
The second paper, entitled “Fast nonnegative matrix
factorization algorithms using projected gradient approaches
for large-scale problems” by R. Zdunek and A. Cichocki,
investigates the applicability of projected gradient (PG)
methods to NMF, based on the observation that the PG
methods have high eﬃciency in solving large-scale convex
minimization problems subject to linear constraints, since
the minimization problems underlying NMF of large matrices well match this class of minimization problems. In particular, the paper has investigated several modified and adopted
methods, including projected Landweber method, BarzilaiBorwein gradient projection, projected sequential subspace
optimization, interior-point Newton algorithm, and sequential coordinatewise minimization algorithm, and compared
their performance in terms of signal-to-interference ratio
and elapsed time, using a simple benchmark of mixed
partially dependent nonnegative signals.
The third paper, entitled “Theorems on positive data: on
the uniqueness of NMF” by H. Laurberg et al., investigates
the conditions for which NMF is unique, and introduces several theorems which can determine whether the decomposition is in fact unique or not. Several examples are provided
to show the use of the theorems and their limitations. The
paper also shows that corruption of a unique NMF matrix
by additive noise leads to a noisy estimation of the noise-free
unique solution. Moreover, it uses a stochastic view of NMF
to analyze which characterization of the underlying model
will result in an NMF with small estimation errors.
The fourth paper, entitled “Nonnegative matrix factorization with Gaussian process priors” by M. N. Schmidt
and H. Laurberg, presents a general method for including
prior knowledge in NMF, based on Gaussian process priors.
It assumes that the nonnegative factors in the NMF are
linked by a strictly increasing function to an underlying
Gaussian process specified by its covariance function. The
NMF decompositions are found to be in agreement with the
prior knowledge of the distribution of the factors, such as
sparseness, smoothness, and symmetries.
The fifth paper, entitled “Extended nonnegative tensor
factorisation models for musical sound source separation” by
D. FitzGerald et al., presents a new additive synthesis-based
NTF approach which allows the use of linear-frequency spectrograms as well as imposing strict harmonic constraints,
resulting in an improved model as compared with some
existing shift-invariant tensor factorization algorithms in
which the use of log-frequency spectrograms to allow shift
invariance in frequency causes problems when attempting to
resynthesize the separated sources. The paper further studies
the addition of a source filter model to the factorization
framework, and presents an extended model which is capable
of separating mixtures of pitched and percussive instruments
simultaneously.
The sixth paper, entitled “Gene tree labeling using
nonnegative matrix factorization on biomedical literature”
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by K. E. Heinrich et al., addresses a challenging problem
for biological applications, that is, identifying functional
groups of genes. It examines the NMF technique for labeling
hierarchical trees. It proposes a generic labeling algorithm as
well as an evaluation technique, and discusses the eﬀects of
diﬀerent NMF parameters with regard to convergence and
labeling accuracy. The primary goals of this paper are to
provide a qualitative assessment of the NMF and its various
parameters and initialization, to provide an automated way
to classify biomedical data, and to provide a method for
evaluating labeled data assuming a static input tree. This
paper also proposes a method for generating gold standard
trees.
The seventh paper, entitled “Single-trial decoding of
bistable perception based on sparse nonnegative tensor
decomposition” by Z. Wang et al., presents a sparse NTFbased method to extract features from the local field potential
(LFP), collected from the middle temporal visual cortex
in a macaque monkey, for decoding its bistable structurefrom-motion perception. The advantages of the sparse NTFbased feature-extraction approach lie in its capability to yield
components common across the space, time, and frequency
domains, yet discriminative across diﬀerent conditions without prior knowledge of the discriminating frequency bands
and temporal windows for a specific subject. The results
suggest that imposing the sparseness constraints on the
NTF improves extraction of the gamma band feature which
carries the most discriminative information for bistable
perception.
The eighth paper, entitled “Pattern expression nonnegative matrix factorization: algorithm and applications
to blind source separation” by J. Zhang et al., presents
a pattern expression NMF (PE-NMF) approach from the
view point of using basis vectors most eﬀectively to express
patterns. Two regularization or penalty terms are introduced
to be added to the original loss function of a standard
NMF for eﬀective expression of patterns with basis vectors
in the PE-NMF. A learning algorithm is presented, and
the convergence of the algorithm is proved theoretically.
Three illustrative examples for blind source separation
including heterogeneity correction for gene microarray data
indicate that the sources can be successfully recovered
with the proposed PE-NMF when the two parameters can
be suitably chosen from prior knowledge of the problem.
The last paper, entitled “Robust object recognition
under partial occlusions using NMF” by D. Soukup and
I. Bajla, studies NMF methods for recognition tasks with
occluded objects. The paper analyzes the influence of
sparseness on recognition rates for various dimensions
of subspaces generated for two image databases, ORL
face database, and USPS handwritten digit database. It
also studies the behavior of four types of distances
between a projected unknown image object and feature
vectors in NMF subspaces generated for training data.
In the recognition phase, partial occlusions in the test
images have been modeled by putting two randomly
large, randomly positioned black rectangles into each test
image.
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1. Introduction
Techniques to analyze nonnegative data are required in
several applications such as analysis of images, text corpora
and audio spectra to name a few. A variety of techniques
have been proposed for the analysis of such data, such as
nonnegative PCA [1], nonnegative ICA [2], nonnegative
matrix factorization (NMF) [3], and so on. The goal of
all of these techniques is to explain the given nonnegative
data as a guaranteed nonnegative linear combination of a
set of nonnegative “bases” that represents realistic “building
blocks” for the data. Of these, probably the most developed
is non-negative matrix factorization, with much recent
research devoted to the topic [4–6]. All of these approaches
view each data vector as a point in an N-dimensional space
and attempt to identify the bases that best explain the
distribution of the data within this space. For the sake of
clarity, we will refer to data that represent vectors in any space
as point data.
A somewhat related, but separate topic that has garnered
much research over the years is the analysis of histograms
of multivariate data. Histogram data represent the counts
of occurrences of a set of events in a given data set. The
aim here is to identify the statistical factors that aﬀect the

occurrence of data through the analysis of these counts
and appropriate modeling of the distributions underlying
them. Such analysis is often required in the analysis of text,
behavioral patterns, and so on. A variety of techniques, such
as probabilistic latent semantic analysis [7], latent Dirichlet
allocation [8], and so on and their derivatives have lately
become quite popular. Most, if not all of them, can be
related to a class of probabilistic models, known in the
behavioral sciences community as latent class models [9–11],
that attempt to explain the observed histograms as having
been drawn from a set of latent classes, each with its own
distribution. For clarity, we will refer to histograms and
collections of histograms as histogram data.
In this paper, we argue that techniques meant for analysis
of histogram data can be equally eﬀectively employed
for decomposition of nonnegative point data as well, by
interpreting the latter as scaled histograms rather than
vectors. Specifically, we show that the algorithms used
for estimating the parameters of a latent class model are
numerically equivalent to the update rules for one form
of NMF. We also propose alternate latent variable models
for histogram decomposition that are similar to those
commonly employed in the analysis of text, to decompose
point data and show that these too are identical to the
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update rules for NMF. We will generically refer to the
application of histogram-decomposition techniques to point
data as probabilistic decompositions. (This must not be
confused with approaches that model the distribution of the
set of vectors. In our approach, the vectors themselves are
histograms, or, alternately, scaled probability distributions.)
Beyond simple equivalences to NMF, the probabilistic
decomposition approach has several advantages, as we
explain. Nonnegative PCA/ICA and NMF are primarily
intended for matrix-like two-dimensional characterizations
of data—the analysis is obtained for matrices that are formed
by laying data vectors side-by-side. They do not naturally
extend to higher-dimensional tensorial representations, this
has been often accomplished by implicit unwrapping the
tensors into a matrix. However, the probabilistic decomposition naturally extends from matrices to tensors of arbitrary
dimensions.
It is often desired to control the form or structure of
the learned bases and their projections. Since the procedure
for learning the bases that represent the data is statistical,
probabilistic decomposition aﬀords control over the form
of the learned bases through the imposition of a priori
probabilities, as we will show. Constraints such as sparsity
can also be incorporated through these priors.
We also describe extensions to the basic probabilistic
decomposition framework that permits shift invariance
along one or more of the dimensions (of the data tensor) that
can abstract convolutively combined bases from the data.
The rest of the paper is organized as follows. Since, the
probabilistic decomposition approach we promote in this
paper is most analogous to nonnegative matrix factorization
(NMF) among all techniques that analyze nonnegative point
data, we begin with a brief discussion of NMF. We present
the family of latent variable models in Section 3 that we will
employ for probabilistic decompositions. We present tensor
generalizations in Section 4.1 and convolutive factorizations
in Section 4.2. In Section 4.3, we discuss extensions such
as incorporation of sparsity and in Section 4.4, we present
aspects of geometric interpretation of these decompositions.

2. Nonnegative Matrix Factorization
Nonnegative matrix factorization was introduced by [3] to
find nonnegative parts-based representation of data. Given
an M × N matrix V, where each column corresponds to a data
vector, NMF approximates it as a product of nonnegative
matrices W and H, that is, V ≈ WH, where W is an M × K
matrix and H is a K × N matrix. The above approximation
can be written column by column as vn ≈ Whn , where vn
and hn are the nth columns of V and H, respectively. In
other words, each data vector vn is approximated by a linear
combination of the columns of W, weighted by the entries of
hn . The columns of W can be thought of as basis vectors that,
when combined with appropriate mixture weights (entries of
the columns of H), provide a linear approximation of V.
The optimal choice of matrices W and H are defined by
those nonnegative matrices that minimize the reconstruction
error between V and WH. Diﬀerent error functions have
been proposed which lead to diﬀerent update rules (e.g.,
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[3, 12]). Shown below are multiplicative update rules derived
by [3] using an error measure similar to the Kullback-Leibler
divergence:
Wmk ←− Wmk


n

Wmk

Vmn
Hkn ,
(WH)mn

Wmk
←− 
,
m Wmk

Hkn ←− Hkn



Wmk

m

(1)
Vmn
,
(WH)mn

where Ai j represents the value at ith row and the jth column
of matrix A.

3. Latent Variable Models
In its simplest form, NMF expresses an M × N data matrix V
as the product of non-negative matrices W and H. The idea is
to express the data vectors (columns of V) as a combination
of a set of basis components or latent factors (columns of
W). Below, we show that a class of probabilistic models
employing latent variables, known in the field of social and
behavioral sciences as latent class models (e.g., [9, 11, 13]), is
equivalent to NMF.
Let us represent the two dimensions of the matrix V by x1
and x2 , respectively. We can consider the nonnegative entries
Vx1 x2 as having been generated by an underlying probability
distribution P(x1 , x2 ). Variables x1 and x2 are multinomial
random variables, where x1 can take one out of a set of M
values in a given draw and x2 can take one out of a set of N
values in a given draw. In other words, one can model Vmn ,
the entry in row m and column n, as the number of times
features x1 = m and x2 = n were picked in a set of repeated
draws from the distribution P(x1 , x2 ). Unlike NMF which
tries to characterize the observed data directly, latent class
models characterize the underlying distribution P(x1 , x2 ).
This subtle diﬀerence of interpretation preserves all the
advantages of NMF, while overcoming some of its limitations
by providing a framework that is easy to generalize, extend,
and interpret.
There are two ways of modeling P(x1 , x2 ) and we consider
them separately below.

3.1. Symmetric Factorization
Latent class models enable one to attribute the observations as being due to hidden or latent factors. The main
characteristic of these models is conditional independence—
multivariate data are modeled as belonging to latent classes
such that the random variables within a latent class are
independent of one another. The model expresses a multivariate distribution such as P(x1 , x2 ) as a mixture where each
component of the mixture is a product of one-dimensional
marginal distributions. In the case of two dimensional data
such as V, the model can be written mathematically as




P x1 , x2 =





 



P(z)P x1 |z P x2 |z .

z∈{1,2,...,K }

(2)
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In (2), z is a latent variable that indexes the hidden
components and takes values from the set {1, . . . , K }. This
equation assumes the principle of local independence, whereby
the latent variable z renders the observed variables x1 and
x2 independent. This model was presented independently as
probabilistic latent component analysis (PLCA) by [14]. The
aim of the model is to characterize the distribution underlying the data as shown above by learning the parameters so
that hidden structure present in the data becomes explicit.
The model can be expressed as a matrix factorization.
Representing the parameters P(x1 |z), P(x2 |z), and P(z) as
entries of matrices W, G, and S, respectively, where
(i) W is a M × K matrix such that Wmk corresponds to
the probability P(x1 = m|z = k);
(ii) G is a K × N matrix such that Gkn corresponds to the
probability P(x2 = n|z = k); and
(iii) S is a K ×K diagonal matrix such that Skk corresponds
to the probability P(z = k);
one can write the model of (2) in matrix form as
P = WSG, or equivalently,
P = WH,

(3)

P(x1 , x2 , z) P(x1 |z)
P(x1 , x2 )

=

P(z)

=

P(x2 |z)

Figure 1: Latent variable model of (2) as matrix factorization.

P(x1 |x2 )

=

P(z|x2 )

P(x1 |z)

Figure 2: Latent variable model of (6) as matrix factorization.

distribution P(x1 , x2 ) is expressed as a mixture of twodimensional latent factors where each factor is a product of
one-dimensional marginal distributions. Now, consider the
following factorization of P(x1 , x2 ):








  



P x 1 , x 2 = P x i P x j |x i ,
P x j |x i =

 

 



(6)

P x j |z P z |x i ,

z

where the entries of matrix P correspond to P(x1 , x2 ) and
H = SG. Figure 1 illustrates the model schematically.
Parameters can be estimated using EM algorithm. The
update equations for the parameters can be written as


 





P(z)P x1 |z P x2 |z

 
,
P z |x 1 , x 2 = 
z P(z)P x1 |z P x2 |z




P x i |z =







z |x 1 , x 2

 ,

V
P
z
|
x
1 , x2
x1 ,x2 x1 x2

j ∈{1,2}, j =
/ i Vx1 x2 P





(4)



Vx1 x2 P z|x1 , x2

.
z,x1 ,x2 Vx1 x2 P z |x1 , x2

x ,x
P(z) =  1 2

Writing the above update equations in matrix form using
W and H from (3), we obtain
Wmk ←− Wmk


n

Hkn ←− Hkn



Vmn
Hkn ,
(WH)mn

Wmk

m

Vmn
,
(WH)mn

Wmk

Wmk
←− 
,
m Wmk
Hkn
.
k,n Hkn

where i, j ∈ {1, 2}, i=
/ j and z is a latent variable. This version
of the model with asymmetric factorization is popularly
known as probabilistic latent semantic analysis (PLSA) in the
topic-modeling literature [7].
Without loss of generality, let j = 1 and i = 2. We can
write the above model in matrix form as qn = Wgn , where
qn is a column vector indicating P(x1 |x2 ), gn is a column
vector indicating P(z|x2 ), and W is a matrix with the (m, k)th
element corresponding to P(x1 = m|z = k). If z takes K
values, W is a M × K matrix. Concatenating all column
vectors qn and gn as matrices Q and G, respectively, one can
write the model as
Q = WG, or equivalently

(7)

V = WGS = WH,
(5)

Hkn ←− 

The above equations are identical to the NMF update
equations of (1) upto a scaling factor in H. This is due to
the fact that the probabilistic model decomposes P which is
equivalent to a normalized version of the data V. Reference
[14] presents detailed derivation of the update algorithms
and comparison with NMF update equations. This model
has been used in analyzing image and audio data among
other applications (e.g., [14–16]).

where S is a N × N diagonal matrix whose nth diagonal
element is the sum of the entries of vn (the nth column of V ),
and H = GS. Figure 2 provides a schematic illustration of the
model.
Given data matrix V, parameters P(x1 |z) and P(z|x2 ) are
estimated by iterations of equations derived using the EM
algorithm:


 





P z |x 2 P x 1 |z
 
,
P z |x 1 , x 2 =  
z P z |x 2 P x 1 |z














3.2. Asymmetric Factorization

z |x 1 , x 2
,
P x 1 |z = 
V
P
z |x 1 , x 2
x1 ,x2 x1 x2

The latent class model of (2) considers each dimension symmetrically for factorization. The two dimensional

P z |x 2 =

x2 Vx1 x2 P



x1 Vx1 x2 P







z |x 1 , x 2

x1 Vx1 x2



.

(8)
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Writing the above equations in matrix form using W and H
from (7), we obtain
Wmk ←− Wmk


n

Wmk

Vmn
Hkn ,
(WH)mn

Wmk
←− 
,
m Wmk

Hkn ←− Hkn



Wmk

m

distribution as a mixture, where each K-dimensional component of the mixture is a product of one-dimensional marginal
distributions. Mathematically, it can be written as
P(x) =



The above set of equations is exactly identical to the NMF
update equations of (1). See [17, 18] for detailed derivation
of the update equations. The equivalence between NMF and
PLSA has also been pointed out by [19]. The model has been
used for the analysis of audio spectra (e.g., [20]), images (e.g.,
[17, 21]), and text corpora (e.g., [7]).

4.1. Tensorial Factorization
NMF was introduced to analyze two-dimensional data.
However, there are several domains with nonnegative multidimensional data where a multidimensional correlate of
NMF could be very useful. This problem has been termed as
nonnegative tensor factorization (NTF). Several extensions
of NMF have been proposed to handle multi-dimensional
data (e.g., [4–6, 22]). Typically, these methods flatten the
tensor into a matrix representation and proceed further
with analysis. Conceptually, NTF is a natural generalization
of NMF, but the estimation algorithms for learning the
parameters, however, do not lend themselves to extensions
easily. Several issues contribute to this diﬃculty. We do not
present the reasons here due to lack of space but a detailed
discussion can be found in [6].
Now, consider the symmetric factorization case of the
latent variable model presented in Section 3.1. This model is
naturally suited for generalizations to multiple dimensions.
In its general form, the model expresses a K-dimensional



P x j |z ,

(10)

where P(x) is a K-dimensional distribution of the random
variable x = x1 , x2 , . . . , xK . z is the latent variable indexing
the mixture components and P(x j |z) are one-dimensional
marginal distributions. Parameters are estimated by iterations of equations derived using the EM algorithm and they
are
N





j =1 P x j |z
 N 
,


z P z
j =1 P x j |z

R(x, z) = 
P(z) =

P(z)


j

4. Model Extensions
The popularity of NMF comes mainly from its empirical
success in finding “useful components” from the data.
As pointed out by several researchers, NMF has certain
important limitations despite the success. We have presented
probabilistic models that are numerically closely related to or
identical to one of the widely used NMF update algorithms.
Despite the numerical equivalence, the methodological difference in approaches is important. In this section, we outline
some advantages of using this alternate probabilistic view of
NMF.
The first and most straightforward implication of using
a probabilistic approach is that it provides a theoretical basis
for the technique. And more importantly, the probabilistic
underpinning enables one to utilize all the tools and machinery of statistical inference for estimation. This is crucial for
extensions and generalizations of the method. Beyond these
obvious advantages, below we discuss some specific examples
where utilizing this approach is more useful.
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xi P(x)R(x, z)

P(z)

.

In the two-dimensional case, the update equations
reduce to (4).
To illustrate the kind of output of this algorithm,
consider the following toy example. The input P(x) was
the 3-dimensional distribution shown in the upper left
plot in Figure 3. This distribution can also be seen as a
rank 3 positive tensor. It is clearly composed out of two
components, each being an isotropic Gaussian with means
at μ1 = 11, 11, 9 and μ2 = 14, 14, 16 and variances σ12 = 1
and σ22 = 1/2, respectively. The bottom row of plots shows
the derived sets of P(x j |z) using the estimation procedure we
just described. We can see that each of them is composed out
of a Gaussian at the expected position and with the expected
variance. The approximated P(x) using this mode is shown
in the top right. Other examples of applications on more
complex data and a detailed derivation of the algorithm can
be found in [14, 23].

4.2. Convolutive Decompositions
Given a two-dimensional dataset, NMF finds hidden structure along one dimension (columnwise) that is characteristic
to the entire dataset. Consider a scenario where there is
localized structure present along both dimensions (rows
and columns) that has to be extracted from the data. An
example dataset would be an acoustic spectrogram of human
speech which has structure along both frequency and time.
Traditional NMF is unable to find structure across both
dimensions and several extensions have been proposed to
handle such datasets (e.g., [24, 25]).
The latent variable model can be extended for such
datasets and the parameter estimation still follows a simple
EM algorithm based on the principle of maximum likelihood. The model, known as a shift invariant version of PLCA,
can be mathematically written as [23]
P(x) =


z



 



P(z) P w, τ |z P h − τ |z dτ ,

(12)
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Figure 4: An example of a higher dimensional shift-invariant
positive data decomposition. The original input is shown at the top
left, the approximation by the model in (12) is shown in the top
middle, and the extracted kernels and impulses are shown in the
lower plots.

(e)

Figure 3: An example of a higher dimensional positive data
decomposition. An isosurface of the original input is shown at the
top left, the approximation by the model in (10) is shown in the
top right, and the extracted marginals (or factors) are shown in the
lower plots.

where the kernel distribution P(w, τ |z) = 0, ∀τ ∈
/ R where
R defines a local convex region along the dimensions of
x. Similar to the simple model of (2), the model expresses
P(x) as a mixture of latent components. But instead of
each component being a simple product of one-dimensional
distributions, the components are convolutions between a
multidimensional “kernel distribution” and a multidimensional “impulse distribution”. The update equations for the
parameters are


P(h|z2 )

 



P(z)P w, τ |z P h − τ |z
 

,
R(x, τ, z) =     
P
z
P w, τ  |z P h − τ  |z dτ 
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Figure 5: Example of the eﬀect of the entropic prior on a set of
kernel and impulse distributions. If no constraint is imposed, the
information is evenly distributed among the two distributions (left
column), if sparsity is imposed on the impulse distribution, most
information lies in the kernel distribution (middle column), and
vice verse if we request a sparse kernel distribution (right column).

Detailed derivation of the algorithm can be found in [14].
The above model is able to deal with tensorial data just as well
as matrix data. To illustrate this model, consider the picture
in the top left of Figure 4. This particular image is a rank3 tensor (x, y, color). We wish to discover the underlying
components that make up this image. The components are
the digits 1, 2, 3 and appear in various spatial locations,
thereby necessitating a “shift-invariant” approach. Using the

aforementioned algorithm, we obtain the results shown in
Figure 4. Other examples of such decompositions on more
complex data are shown in [23].
The example above illustrates shift invariance, but it is
conceivable that “components” that form the input might
occur with transformations such as rotations and/or scaling
in addition to translations (shifts). It is possible to extend this
model to incorporate invariance to such transformations.

P(z) =
P(w, τ |z) =
P(h|z) =

R(x, z)dx,
P(x)R(x, τ, z)dh
,
P(z)
P(w, h + τ)R(w, h + τ, τ, z)dw dτ
P(w, h + τ)R(w, h + τ, τ, z)dh dw dτ.
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Figure 6: Illustration of the latent variable model. Panel shows
3-dimensional data distributions as points within the Standard 2Simplex given by {(001), (010), (100)}. The model approximates
data distributions as points lying within the convex hull formed
by the components (basis vectors). Also shown are two data points
(marked by + and ×) and their approximations by the model (resp.,
shown by ♦ and ).

The derivation follows naturally from the approach outlined
above, but we omit further discussion here due to space
constraints.

4.3. Extensions in the Form of Priors
One of the more apparent limitations of NMF is related to
the quality of components that are extracted. Researchers
have pointed out that NMF, as introduced by Lee and Seung,
does not have an explicit way to control the “sparsity”
of the desired components [26]. In fact, the inability to
impose sparsity is just a specific example of a more general
limitation. NMF does not provide a way to impose known or
hypothesized structure about the data during estimation.
To elaborate, let us consider the example of sparsity.
Several extensions have been proposed to NMF to incorporate sparsity (e.g., [26–28]). The general idea in these
methods is to impose a cost function during estimation
that incorporates an additional constraint that quantifies the
sparsity of the obtained factors. While sparsity is usually
specified as the L0 norm of the derived factors [29], the
actual constraints used consider an L1 norm, since the L0
norm is not amenable to optimization within a procedure
that primarily attempts to minimize the L2 norm of the error
between the original data and the approximation given by
the estimated factors. In the probabilistic formulation, the
relationship of the sparsity constraint to the actual objective
function optimized is more direct. We characterize sparsity
through the entropy of the derived factors, as originally
specified in [30]. A sparse code is defined as a set of
basis vectors such that any given data point can be largely
explained by only a few bases from the set, such that the
required contribution of the rest of the bases to the data point
is minimal; that is, the entropy of the mixture weights by
which the bases are combined to explain the data point is low.

A sparse code can now be obtained by imposing the entropic
prior over the mixture weights. For a given distribution θ,
the entropic prior is defined as P(θ) ∝ e−βH(θ), where H (θ)
is the entropy. Imposition of this prior (with a positive β)
on the mixture weights just means that we obtain solutions
where mixture weights with low entropy are more likely to
occur—a low entropy ensures that few entries of the vector
are significant. Sparsity has been imposed in latent variable
models by utilizing the entropic prior and has been shown to
provide a better characterization of the data [17, 18, 23, 31].
Detailed derivation and estimation algorithms can be found
in [17, 18]. Notice that priors can be imposed on any set of
parameters during estimation.
Information theoretically, entropy is a measure of information content. One can consider the entropic prior as
providing an explicit way to control the amount of “information content” desired on the components. We illustrate this
idea using a simple shift-invariance case. Consider an image
which is composed out of scattered plus sign characters.
Upon analysis of that image, we would expect the kernel
distribution to be a “+”, and the impulse distribution to be
a set of delta functions placing it appropriately in space.
However, using the entropic prior we can distribute the
amount of information from the kernel distribution to the
impulse distribution or vice-versa. We show the results from
this analysis in Figure 5 in terms of three cases - where no
entropic prior is used (left panels), where it is used to make
the impulse sparse (mid panels), and where it is used to
make the kernel sparse (right panels). In the left panels,
information about the data is distributed both in the kernel
(top) and in the impulse distribution (bottom). In the other
two cases, we were able to concentrate all the information
either in the kernel or in the impulse distribution by making
use of the entropic prior.
Other prior distributions that have been used in various
contexts include the Dirichlet [8, 32] and log-normal
distributions [33] among others. The ability to utilize
prior distributions during estimation provides a way to
incorporate information known about the problem. More
importantly, the probabilistic framework provides proven
methods of statistical inference techniques that one can
employ for parameter estimation. We point out that these
extensions can work with all the generalizations that were
presented in the previous sections.

4.4. Geometrical Interpretation
We also want to briefly point out that probabilistic models
can sometimes provide insights that are helpful for an
intuitive understanding of the workings of the model.
Consider the asymmetric factorization case of the latent
variable model as given by (6). Let us refer to the normalized
columns of the data matrix V (obtained by scaling the entries
of every column to sum to 1), vn , as data distributions.
It can be shown that learning the model is equivalent to
estimating parameters such that the model P(x1 |x2 ) for any
data distribution vx2 best approximates it. Notice that the
data distributions vx2 , model approximations P(x1 |x2 ), and
components P(x1 |z) are all M-dimensional vectors that sum
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to unity, and hence points in a (M − 1) simplex. The model
expresses P(x1 |x2 ) as points within the convex hull formed
by the components P(x1 |z). Since it is constrained to lie
within this convex hull, P(x1 |x2 ) can model vx2 accurately
only if the latter also lies within the convex hull. Thus the
objective of the model is to estimate P(x1 |z) as corners of
a convex hull such that all the data distributions lie within.
This is illustrated in Figure 6 for a toy dataset of 400 threedimensional data distributions.
Not all probabilistic formulations provide such a clean
geometric interpretation but in certain cases as outlined
above, it can lead to interpretations that are intuitively
helpful.

5. Discussion and Conclusions
In this paper, we presented a family of latent variable models
and shown their utility in the analysis of nonnegative data.
We show that the latent variable models decompositions are
numerically identical to the NMF algorithm that optimizes
a Kullback Leibler metric. Unlike previously reported results
[34], the proof of equivalence requires no assumption about
the distribution of the data, or indeed any assumption about
the data besides nonnegativity. The algorithms presented in
this paper primarily compute a probabilistic factorization of
non-negative data that optimizes the KL distance between
the factored approximation and the actual data. We argue
that the use of this approach presents a much more straightforward way to make easily extensible models. (It is not
clear that the approach can be extended to similarly derive
factorizations that optimize other Bregman divergences such
as the L2 metric—this is a topic for further investigation.)
To demonstrate this, we presented extensions that deal
with tensorial data, shift invariances, and use priors on the
estimation. The purpose of this paper is not to highlight
the use of these approaches nor to present them thoroughly,
but rather demonstrate a methodology which allows easier
experimentation with nonnegative data analysis and opens
up possibilities for more stringent and probabilistic modeling than before. A rich variety of real world applications and
derivations of these and other models can be found in the
references.
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1. Introduction and Problem Statement
Nonnegative matrix factorization (NMF) finds such nonnegative factors (matrices) A = [ai j ] ∈ RI ×J and X = [x jt ] ∈
RJ ×T with a ai j ≥ 0, x jt ≥ 0 that Y ∼
= AX, given the
observation matrix Y = [yit ] ∈ RI ×T , the lower-rank J, and
possibly other statistical information on the observed data or
the factors to be estimated.
This method has found a variety of real-world applications in the areas such as blind separation of images and
nonnegative signals [1–6], spectra recovering [7–10], pattern
recognition and feature extraction [11–16], dimensionality
reduction, segmentation and clustering [17–32], language
modeling, text mining [25, 33], music transcription [34], and
neurobiology (gene separation) [35, 36].
Depending on an application, the estimated factors
may have diﬀerent interpretation. For example, Lee and
Seung [11] introduced NMF as a method for decomposing

an image (face) into parts-based representations (parts
reminiscent of features such as lips, eyes, nose, etc.). In blind
source separation (BSS) [1, 37, 38], the matrix Y represents
the observed mixed (superposed) signals or images, A is a
mixing operator, and X is a matrix of true source signals
or images. Each row of Y or X is a signal or 1D image
representation, where I is a number of observed mixed
signals and J is a number of hidden (source) components.
The index t usually denotes a sample (discrete time instant),
where T is the number of available samples. In BSS, we
usually have T  I ≥ J, and J is known or can be relatively
easily estimated using SVD or PCA.
Our objective is to estimate the mixing matrix A and
sources X subject to nonnegativity constraints of all the
entries, given Y and possibly the knowledge on a statistical
distribution of noisy disturbances.
Obviously, NMF is not unique in general case, and it is
characterized by a scale and permutation indeterminacies.

2
These problems have been addressed recently by many
researchers [39–42], and in this paper, the problems will
not be discussed. However, we have shown by extensive
computer simulations that in practice with overwhelming
probability we are able to achieve a unique nonnegative factorization (neglecting unavoidable scaling and permutation
ambiguities) if data are suﬃciently sparse and a suitable NMF
algorithm is applied [43]. This is consistent with very recent
theoretical results [40].
The noise distribution is strongly application-dependent,
however, in many BSS applications, a Gaussian noise is
expected. Here our considerations are restricted to this
case, however, the alternative NMF algorithms optimized to
diﬀerent distributions of the noise exist and can be found, for
example, in [37, 44, 45].
NMF was proposed by Paatero and Tapper [46, 47] but
Lee and Seung [11, 48] highly popularized this method by
using simple multiplicative algorithms to perform NMF. An
extensive study on convergence of multiplicative algorithms
for NMF can be found in [49]. In general, the multiplicative
algorithms are known to be very slowly convergent for
large-scale problems. Due to this reason, there is a need to
search more eﬃcient and fast algorithms for NMF. Many
approaches have been proposed in the literature to relax these
problems. One of them is to apply projected gradient (PG)
algorithms [50–53] or projected alternating least-squares
(ALS) algorithms [33, 54, 55] instead of multiplicative ones.
Lin [52] suggested applying the Armijo rule to estimate
the learning parameters in projected gradient updates for
NMF. The NMF PG algorithms proposed by us in [53] also
address the issue with selecting such a learning parameter
that is the steepest descent and also keeps some distance
to a boundary of the nonnegative orthant (subspace of
real nonnegative numbers). Another very robust technique
concerns exploiting the information from the second-order
Taylor expansion term of a cost function to speed up the
convergence. This approach was proposed in [45, 56], where
the mixing matrix A is updated with the projected Newton
method, and the sources in X are computed with the
projected least-squares method (the fixed point algorithm).
In this paper, we extend our approach to NMF that we
have initialized in [53]. We have investigated, extended, and
tested several recently proposed PG algorithms such as the
oblique projected Landweber [57], Barzilai-Borwein gradient projection [58], projected sequential subspace optimization [59, 60], interior-point Newton [61], and sequential
coordinate-wise [62]. All the presented algorithms in this
paper are quite eﬃcient for solving large-scale minimization
problems subject to nonnegativity and sparsity constraints.
The main objective of this paper is to develop, extend,
and/or modify some of the most promising PG algorithms to
a standard NMF problem and to find optimal conditions or
parameters for such a class of NMF algorithms. The second
objective is to compare the performance and complexity
of these algorithms for NMF problems, and to discover
or establish the most eﬃcient and promising algorithms.
We would like to emphasize that most of the discussed
algorithms have not been implemented neither used till now
or even tested before for NMF problems, but they have been
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rather considered for solving a standard system of algebraic
equations: Ax(k) = y(k) (for only k = 1) where the matrix
A and the vectors y are known. In this paper, we consider
a much more diﬃcult and complicated problem in which
we have two sets of parameters and additional constraints
of nonnegativity and/or sparsity. So it was not clear till now
whether such algorithms would work eﬃciently for NMF
problems, and if so, what kind of projected algorithms is the
most eﬃcient? To our best knowledge only the Lin-PG NMF
algorithm is widely used and known for NMF problems.
We have demonstrated experimentally that there are several
novel PG gradient algorithms which are much more eﬃcient
and consistent than the Lin-PG algorithm.
In Section 2, we briefly discuss the PG approach to NMF.
Section 3 describes the tested algorithms. The experimental
results are illustrated in Section 4. Finally, some conclusions
are given in Section 5.

2. Projected Gradient Algorithms
In contrast to the multiplicative algorithms, the class of PG
algorithms has additive updates. The algorithms discussed
here approximately solve nonnegative least squares (NNLS)
problems with the basic alternating minimization technique
that is used in NMF:
2

 1
min DF yt ||Axt = yt − Axt 2 , t = 1, . . . , T,
xt ≥0
2
2

 1
min DF yi ||XT ai = yi − XT ai 2 , i = 1, . . . , I
ai ≥0
2

(1)
(2)

or in the equivalent matrix form
1
min DF (Y||AX) = Y − AX2F ,
x jt ≥0
2

(3)

2

 1
min DF YT ||XT AT = YT − XT AT F ,
ai j ≥0
2

(4)

where A = [a1 , . . . , aJ ] ∈ RI ×J , AT = [a1 , . . . , aI ] ∈ RJ ×I ,
X = [x1 , . . . , xT ] ∈ RJ ×T , XT = [x1 , . . . , xJ ] ∈ RT ×J , Y =
[y1 , . . . , yT ] ∈ RI ×T , YT = [y1 , . . . , yI ] ∈ RI ×T , and usually
I ≥ J. The matrix A is assumed to be a full-rank matrix, so
there exists a unique solution X∗ ∈ RJ ×T for any matrix Y
since the NNLS problem is strictly convex (with respect to
one set of variables {X}).
The solution xt∗ to (1) satisfies the Karush-Kuhn-Tucker
(KKT) conditions:


xt∗ ≥ 0,



gX xt∗ ≥ 0,



T



T

gX xt∗

xt∗ = 0,

(5)

or in the matrix notation
X∗ ≥ 0,





GX X∗ ≥ 0,



tr GX X∗



X∗ = 0,
(6)

where gX and GX are the corresponding gradient vector and
gradient matrix:
 









gX xt = ∇xt DF yt ||Axt = AT Axt − yt ,

(7)

GX (X) = ∇X DF (Y||AX) = AT (AX − Y).

(8)
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Similarly, the KKT conditions for the solution a∗ to (2),
and the solution A∗ to (4) are as follows:


a∗i ≥ 0,





gA a∗i ≥ 0,

gA a∗i

T

a∗i = 0,

(9)

Set

A, X, % Initialization
2
η(X)
=
,
j
(AT A1J ) j
k = 1, 2, . . ., % Inner iterations for X
GX = AT (AX − Y), % Gradient with respect to X
X ← PΩ [X − diag{η j }GX ], % Updating

For

or in the matrix notation:


A∗ ≥ 0,





GA A∗ ≥ 0,



tr A∗ GA A∗

T 

= 0,

End

(10)
Algorithm 1: (OPL).

where gA and GA are the gradient vector and gradient matrix
of the objective function:
 









gA at = ∇ai DF yi ||XT ai = XT ai − yi ,




GA (A) = ∇A DF YT ||XT AT = (AX − Y)XT .

(11)

There are many approaches to solve the problems (1) and
(2), or equivalently (3) and (4). In this paper, we discuss
selected projected gradient methods that can be generally
expressed by iterative updates:
X

(k+1)

=

A(k+1) =




PΩ X − ηX(k) P(k)
X ,


PΩ A(k) − ηA(k) P(k)
A ,
(k)

(12)

where PΩ [ξ] is a projection of ξ onto a convex feasible set
Ω = {ξ ∈ R : ξ ≥ 0}, namely, the nonnegative orthant R+
(k)
(the subspace of nonnegative real numbers), P(k)
X and PA are
(k)
(k)
descent directions for X and A, and ηX and ηA are learning
rules, respectively.
The projection PΩ [ξ] can be performed in several ways.
One of the simplest techniques is to replace all negative
entries in ξ by zero-values, or in practical cases, by a small
positive number  to avoid numerical instabilities. Thus,
P[ξ] = max{, ξ }.

where the gradient is given by (8), and the learning rate
η ∈ (0, ηmax ). The updating formula assures an asymptotical
convergence to the minimal-norm least squares solution for
the convergence radius defined by
ηmax =

2
,
λmax AT A


where λmax (AT A) is the maximal eigenvalue of AT A.
Since A is a nonnegative matrix, we have λmax (AT A) ≤
max j [AT A1J ] j , where 1J = [1, . . . , 1]T ∈ RJ . Thus the
modified Landweber iterations can be expressed by the
formula


 



X(k+1) = PΩ X(k) − diag η j G(k)
X ,

2
 .
where η j =  T
A A1J j
(16)

In the obliqueprojected Landweber (OPL) method [57],
which can be regarded as a particular case of the PG
iterative formula (12), the solution obtained with (14) in
each iterative step is projected onto the feasible set. Finally,
we have Algorithm 1 for updating X.

(13)

However, this is not the only way to carry out the projection
PΩ (ξ). It is typically more eﬃcient to choose the learning
rates ηX(k) and ηA(k) so as to preserve nonnegativity of the
solutions. The nonnegativity can be also maintained by solving least-squares problems subject to the constraints (6) and
(10). Here we present the exemplary PG methods that work
for NMF problems quite eﬃciently, and we implemented
them in the Matlab toolboxm, NMFLAB/NTFLAB, for signal
and image processing [43]. For simplicity, we focus our
considerations on updating the matrix X, assuming that the
updates for A can be obtained in a similar way. Note that the
updates for A can be readily obtained solving the transposed
system XT AT = YT , having X fixed (updated in the previous
step).

3.2. Projected Gradient
One of the fundamental PG algorithms for NMF was
proposed by Lin in [52]. This algorithm, which we refer to
as the Lin-PG, uses the Armijo rule along the projection arc
to determine the steplengths ηX(k) and ηA(k) in the iterative
updates (12). For the cost function being the squared
Euclidean distance, PX = (A(k) )T (A(k) X(k) − Y) and PA =
(A(k) X(k+1) − Y)(X(k+1) )T .
For computation of X, such a value of ηX is decided, on
which
ηX(k) = βmk ,

3. Algorithms

(17)

where mk is the first nonnegative integer m that satisfies






DF Y||AX(k+1) − DF Y||AX(k)




T  (k+1)

≤ σ ∇X DF Y||AX(k)
X
− X(k) .

3.1. Oblique Projected Landweber Method
The Landweber method [63] performs gradient-descent
minimization with the following iterative scheme:
X(k+1) = X(k) − ηG(k)
X ,

(15)

(14)

(18)

The parameters β ∈ (0, 1) and σ ∈ (0, 1) decide about a
convergence speed. In this algorithm we set σ = 0.01, β = 0.1
experimentally as default.
The Matlab implementation of the Lin-PG algorithm is
given in [52].
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A, X, αmin , αmax , α(0) ∈ [αmin , αmax ] ∈ RT %
Initialization
For k = 1, 2, . . ., % Inner iterations
Δ(k) = PΩ [X(k) − α(k) ∇X DF (Y||AX(k) )] − X(k) ,
λ(k) = arg minλ(k) ∈[0,1] DF (Y||A(X + Δ(k) diag{λ})),
t
where λ = [λt ] ∈ RT ,
(k+1)
(k)
= X + Δ(k) diag{λ},
X
(k)
γ = diag{(Δ(k) )T AT AΔ(k) },
If γt(k) = 0: α(k+1)
= αmax ,
t
Else α(k+1)
= min{αmax , max{αmin ,
t
[(Δ(k) )T Δ(k) ]tt /γt(k) }},
End
End % Inner iterations

A, xt(0) , p % Initialization
k = 1, 2, . . ., % Inner iterations
(k) − x(0) ,
d(k)
1 =x
g(k) = ∇xt DF (yt ||Axt ),
G(p) =⎧[g(k−1) , g(k−2) , . . . , g(k− p) ] ∈ RJ × p ,
⎨1
if k = 1,

wk = ⎩
1/2 + 1/4 + wk2−1 if k > 1,
w(k) = [wk , wk−1 , . . . , wk− p+1 ]T ∈ R p ,
(p) (k)
d(k)
2 =G w ,
(k) (k)
(k)
(p)
D = [d(k)
1 , d2 , g , G ],
(k)
α∗ = arg minα DF (yt ||A(xt(k) + D(k) α(k) )),
x(k+1) = PΩ [x(k) + D(k) α(k)
∗ ]
End % Inner iterations

Set

Set
For

Algorithm 2: (GPSR-BB).

Algorithm 3: (NMF-PSESOP).

3.3. Barzilai-Borwein Gradient Projection
The Barzilai-Borwein gradient projection method [58, 64] is
motivated by the quasi-Newton approach, that is, the inverse
of the Hessian is replaced with an identity matrix Hk = αk I,
where the scalar αk is selected so that the inverse Hessian has
similar behavior as the true Hessian in the recent iteration.
Thus,










X(k+1) − X(k) ≈ αk ∇X D Y||A(k) X(k+1) −∇X D Y||A(k) X(k) .
(19)
In comparison to, for example, Lin’s method [52], this
method does not ensure that the objective function decreases
at every iteration, but its general convergence has been
proven analytically [58]. The general scheme of the BarzilaiBorwein gradient projection algorithm for updating X is in
Algorithm 2.
Since DF (Y||AX) is a quadratic function, the line search
parameter λ(k) can be derived in the following closed-form
formula:


(k)

λ

= max 0, min 1,

diag Δ(k)

T

∇X DF (Y||AX)
 (k) T
(k) 

diag Δ

AT AΔ



unconstrained optimization is optimal if the optimization
is performed over a subspace which includes the current
(k) − x(0) , and the linear
gradient g(x), the directions d(k)
1 =x
k−1
combination of the previous gradients d(k)
2 =
n=0 wn g(xn )
with the coeﬃcients wn , n = 0, . . . , k − 1. The directions
should be orthogonal to the current gradient. Narkiss and
Zibulevsky [59] also suggested to include another direction:
p(k) = x(k) − x(k−1) , which is motivated by a natural extension
of the conjugate gradient (CG) method to a nonquadratic
case. However, our practical observations showed that this
direction does not have a strong impact on the NMF
components, thus we neglected it in our NMF-PSESOP
algorithm. Finally, we have Algorithm 3 for updating xt
which is a single column vector of X.
The parameter p denotes the number of previous iterates
that are taken into account to determine the current update.
The line search vector α(k)
∗ derived in a closed form for
the objective function DF (yt ||Axt ) is as follows:


(k)
α(k)
∗ =− D

T

AT AD(k) + λI

−1 

D(k)

T



∇xt DF yt ||Axt .

(21)
.
(20)

The Matlab implementation of the GPSR-BB algorithm,
which solves the system AX = Y of multiple measurement
vectors subject to nonnegativity constraints, is given in
Algorithm 4 (see also NMFLAB).

3.4. Projected Sequential Subspace
Optimization
The projected sequential subspace optimization (PSESOP)
method [59, 60] carries out a projected minimization of
a smooth objective function over a subspace spanned by
several directions which include the current gradient and
gradient from the previous iterations, and the Nemirovski
directions. Nemirovski [65] suggested that convex smooth

The regularization parameter can be set as a very small
constant to avoid instabilities in inverting a rank-deficient
matrix in case that D(k) has zero-value or dependent
columns.

3.5. Interior Point Newton Algorithm
The interior point Newton (IPN) algorithm [61] solves the
NNLS problem (1) by searching the solution satisfying the
KKT conditions (5) which equivalently can be expressed by
the nonlinear equations
   

D xt g xt = 0,

(22)

where D(xt ) = diag{d1 (xt ), . . . , dJ (xt )}, xt ≥ 0, and
 

⎧
⎨x jt

d j xt = ⎩
1

 

if g j xt ≥ 0,
otherwise.

(23)
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% Barzilai-Borwein gradient projection (GPSR-BB) algorithm
%
function [X] = nmf gpsr bb(A,Y,X,no iter)
%
% [X] = nmf gpsr bb(A,Y,X,no iter) finds such matrix X that solves
% the equation AX = Y subject to nonnegativity constraints.
%
% INPUTS:
% A - system matrix of dimension [I by J]
% Y - matrix of observations [I by T]
% X - matrix of initial guess [J by T]
% no iter - maximum number of iterations
%
% OUTPUTS:
% X - matrix of estimated sources [J by T]
%
% #########################################################################
% Parameters
alpha min = 1E-8; alpha max = 1;
alpha = .1∗ones(1,size(Y,2));
B = A’∗A; Yt = A’∗Y;
for k=1:no iter
G = B∗X - Yt;
delta = max(eps, X - repmat(alpha,size(G,1),1).∗G) - X;
deltaB = B∗delta;
lambda = max(0, min(1, -sum(delta.∗G,1)./(sum(delta.∗deltaB,1) + eps)));
X = max(eps,X + delta.∗repmat(lambda,size(delta,1),1));
gamma = sum(delta.∗deltaB,1) + eps;
if gamma
alpha = min(alpha max, max(alpha min, sum(delta.2,1)./gamma ));
else
alpha = alpha max;
end
end
Algorithm 4

Applying the Newton method to (22), we have in the kth
iterative step


 

 

   

Dk xt AT A + Ek xt pk = −Dk xt gk xt ,

where

 

  

 

 

e j xt =

g j xt
1

if 0 ≤ g j xt <
otherwise,

γ
x jt ,

  γ

or g j xt

> x jt ,
(26)

for 1 < γ ≤ 2.
If the solution is degenerate, that is, t = 1, . . . , T, ∃ j :
x∗jt = 0, and g jt = 0, the matrix Dk (xt )AT A + Ek (xt ) may be
singular. To avoid such a case, the system of equations has
been rescaled to the following form:
 

 

 

 

   

Wk xt Dk xt Mk xt pk = −Wk xt Dk xt gk xt

(27)

 −1

 



 

Ek xt ,

 

 

Wk xt = diag w1 xt , . . . , wJ xt ,
 

  

 −1

w j xt = d j xt + e j xt

(25)

In [61], the entries of the matrix Ek (xt ) are defined by
 

 

Mk xt = AT A + Dk xt

(24)

Ek xt = diag e1 xt , . . . , eJ xt .
  

with

(28)

,

for xt > 0. In [61], the system (27) is solved by the inexact
Newton method, which leads to the following updates:
 

 

 

 

   

 

Wk xt Dk xt Mk xt pk = −Wk xt Dk xt gk xt + rk xt ,
(29)








 







(k)
(k)
(k)
(k)
p
 k = max σ, 1 − PΩ xt +pk − xt 2 PΩ xt +pk − xt ,
(30)

k ,
xt(k+1) = xt(k) + p

(31)

where σ ∈ (0, 1), rk (xt ) = AT (Axt − yt ), and PΩ [·] is a
projection onto a feasible set Ω.
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The transformation of the normal matrix AT A by the
matrix Wk (xt )Dk (xt ) in (27) means the system matrix
Wk (xt )Dk (xt )Mk (xt ) is no longer symmetric and positivedefinite. There are many methods for handling such systems of linear equations, like QMR [66], BiCG [67, 68],
BiCGSTAB [69], or GMRES-like methods [70], however,
they are more complicated and computationally demanding
than, for example, the basic CG algorithm [71]. To apply the
CG algorithm the system matrix in (27) must be converted
to a positive-definite symmetric matrix, which can be easily
done with normal equations. The methods like CGLS [72]
or LSQR [73] are therefore suitable for such tasks. The
transformed system has the form
 

   

 

 k = −Sk xt gk xt + rk xt ,
Zk xt p
 



 

(32)

 

Sk xt = Wk xt Dk xt ,
 

 

 
 
   
= Sk xt AT ASk xt + Wk xt Ek xt ,

(34)

 k = Sk−1 (xt )pk and rk = Sk−1 (xt )rk (xt ).
with p
Since our cost function is quadratic, its minimization
in a single step is performed with combining the projected
Newton step with the constrained scaled Cauchy step that is
given in the form

τk > 0.

(35)

Assuming xt(k) + p(C)
> 0, τk is chosen as being either
k
the unconstrained minimizer of the quadratic function
ψk (−τk Dk (xt )gk (xt )) or a scalar proportional to the distance
to the boundary along −Dk (xt )gk (xt ), where
 
 
1
ψk (p) = pT Mk xt p + pT gk xt
2
   
 (k)

1 
= pT AT A+Dk−1 xt Ek xt p+pT AT Axt − yt .
2
(36)

(C)
with t ∈ [0, 1), p
 k and pk are given by (30) and (35), respectively, and t is the smaller square root (laying in (0, 1)) of
the quadratic equation:





    
⎪
⎪
τ2 = θ min      : Dk xt gk xt j >0
⎪
⎪
j
⎪
D
x
g
x
k t k t j
⎪
⎪
⎪
⎩

otherwise,
(37)

where ψk (−τk Dk (xt )gk (xt )) = (gk (xt ))T Dk (xt )gk (xt )/(Dk ×
(xt )gk (xt ))T Mk (xt)Dk (xt)gk (xt ) with θ ∈ (0, 1). For ψk (p(C)
k ) <
0, the global convergence is achieved if red(xt(k+1) − xt(k) ) ≥ β,
β ∈ (0, 1) with
.
ψk p(C)
k



(40)

The NNLS problem (1) can be expressed in terms of the
following quadratic problem (QP) [62]:
 

(t = 1, . . . , T),

min Ψ xt ,
xt ≥0

(38)

(41)

where
  1
Ψ xt = xtT Hxt + cTt xt ,
2

(42)

with H = AT A and ct = −AT yt .
The sequential coordinate-wise algorithm (SCWA) proposed first by Franc et al. [62] solves the QP problem given
by (41) updating only single variable x jt in one iterative step.
It should be noted that the sequential updates can be easily
done, if the function Ψ(xt ) is equivalently rewritten as
 

Ψ xt =
=

 



1 
x pt xrt AT A pr +
x pt AT yt pt
2 p∈I r ∈I
p∈I


1 2 T 
x jt A A j j + x jt AT yt jt
2


+ x jt



x pt AT A

=



pj

+





x pt AT yt

p∈I\{ j }


pt




1 
x pt xrt AT A pr
2 p∈I\{ j } r ∈I\{ j }

+

x(k)
jt





The Matlab code of the IPN algorithm, which solves the
system Axt = yt subject to nonnegativity constraints, is given
in Algorithm 5. To solve the transformed system (32), we use
the LSQR method implemented in Matlab 7.0.

⎧

   
⎪
τ1 = arg min ψk − τk Dk xt gk xt
⎪
⎪
τ
⎪
⎪
   
⎪
⎪
⎪
if xt(k) − τ1 Dk xt gk xt > 0,
⎪
⎨

ψk (p)



(C)
k + p
 k − βψk pk
π(t) = ψk t p(C)
= 0.
k −p

p∈I\{ j }

red(p) =

(39)

xt(k+1) = xt(k) + s(k)
t ,

Thus

τk = ⎪



3.6. Sequential Coordinate-Wise Algorithm

Zk xt = Sk xt Mk xt Sk xt

   



(C)
k + p
k ,
s(k)
t = t pk − p

(33)

   

p(C)
k = −τk Dk xt gk xt ,

The usage of the constrained scaled Cauchy step leads to
the following updates:

1 2
x h j j + x jt β jt + γ jt ,
2 jt

(43)

where I = {1, . . . , J }, and








h j j = AT A

β jt = AT yt

j j,
jt

+





x pt AT A

p∈I\{ j }


pj





= AT Axt + AT yt jt − AT A j j x jt ,






1 
γ jt =
x pt AT yt pt +
x pt xrt AT A pr .
p∈I\{ j }

2 p∈I\{ j } r ∈I\{ j }

(44)
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% Interior Point Newton (IPN) algorithm function
%
function [x] = nmf ipn(A,y,x,no iter)
%
% [x]=nmf ipn(A,y,x,no iter) finds such x that solves the equation Ax = y
% subject to nonnegativity constraints.
%
% INPUTS:
% A - system matrix of dimension [I by J]
% y - vector of observations [I by 1]
% x - vector of initial guess [J by 1]
% no iter - maximum number of iterations
%
% OUTPUTS:
% x - vector of estimated sources [J by 1]
%
% #########################################################################
% Parameters
s = 1.8; theta = 0.5; rho = .1; beta = 1;
H = A’∗A; yt = A’∗y; J = size(x,1);
% Main loop
for k=1:no iter
g = H∗x - yt; d = ones(J,1); d(g >= 0) = x(g >= 0);
ek = zeros(J,1); ek(g >=0 & g < x.s) = g(g >=0 & g < x.s);
M = H + diag(ek./d);
dg = d.∗g;
tau1 = (g’∗dg)/(dg’∗M∗dg); tau 2vec = x./dg;
tau2 = theta∗min(tau 2vec(dg > 0));
tau = tau1∗ones(J,1); tau(x - tau1∗dg <= 0) = tau2;
w = 1./(d + ek); sk = sqrt(w.∗d); pc = - tau.∗dg;
Z = repmat(sk,1,J).∗M.∗repmat(sk’,J,1);
rt = -g./sk;
[pt,flag,relres,iter,resvec] = lsqr(Z,rt - g.∗sk,1E-8);
p = pt.∗sk;
phx = max(0, x + p) - x;
ph = max(rho, 1 - norm(phx))∗phx;
Phi pc = .5∗pc’∗M∗pc + pc’∗g; Phi ph = .5∗ph’∗M∗ph + ph’∗g;
red p = Phi ph/Phi pc; dp = pc - ph;
if red p >= beta
t = 0;
else
ax = .5∗dp’∗M∗dp; bx = dp’∗(M∗ph + g);
cx = Phi ph - beta∗Phi pc;
Deltas = sqrt(bx2 - 4∗ax∗cx);
t1 = .5∗(-bx + Deltas)/ax; t2 = .5∗(-bx - Deltas)/ax;
t1s = t1 > 0 & t1 < 1; t2s = t2 > 0 & t2 < 1; t = min(t1, t2);
if (t <= 0)
if t1s
t = t1s;
else
t = t2s;
end
end
end
sk = t∗dp + ph;
x = x + sk;
end % for k
Algorithm 5
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Figure 1: Dataset: (a) original 4 source signals, (b) observed 8 mixed signals.

Considering the optimization of Ψ(xt ) with respect to the
selected variable x jt , the following analytical solution can be
derived:


x∗jt = arg min Ψ x1t , . . . , x jt , . . . , xJt
1
2

T 

multipliers are updated in each iteration according to the
formula




(k+1)
(k)
(k)
= λt + x jt
− x jt h j ,
λ(k+1)
t

(48)

= arg min x2jt h j j + x jt β jt + γ jt


β jt
= max 0, −
hj j

= max 0, x jt −




(45)

AT Axt





jt +


AT A

AT yt

 
jt



λ(k)
j
(k)
= max 0, x jt −  T 
,
x(k+1)
jt
A A jj

.

jj

Updating only single variable x jt in one iterative step, we
have
(k)
= x pt ,
x(k+1)
pt

∀ p ∈ I \ { j },

(k)
x(k+1)
=
/ x jt .
jt

(46)

Any optimal solution to the QP (41) satisfies the KKT
conditions given by (5) and the stationarity condition of the
following Lagrange function:

 1
L xt , λt = xtT Hxt + cTt xt − λTt xt ,
2

where h j is the jth column of H, and λ(0)
t = ct .
Finally, the SCWA can take the following updates:

(47)

where λt ∈ RJ is a vector of Lagrange multipliers
(or dual variables) corresponding to the vector xt . Thus,
∇xt L(xt , λt ) = Hxt + ct − λt = 0. In the SCWA, the Lagrange

(k)
x(k+1)
= x pt ,
pt

∀p ∈ I \ { j}


(49)



(k+1)
(k)
(k)
λ(k+1)
= λt + x jt
− x jt h j .
t

4. Simulations
All the proposed algorithms were implemented in our
NMFLAB, and evaluated with the numerical tests related to
typical BSS problems. We used the synthetic benchmark of 4
partially dependent nonnegative signals (with only T = 1000
samples) which are illustrated in Figure 1(a). The signals are
mixed by random, uniformly distributed nonnegative matrix
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A ∈ R8×4 with the condition number cond{A} = 4.11. The
matrix A is displayed in
⎡

0.0631
⎢
⎢0.2642
⎢
⎢
⎢0.9995
⎢
⎢
⎢0.2120
A=⎢
⎢0.4984
⎢
⎢
⎢0.2905
⎢
⎢
⎢0.6728
⎣
0.9580

0.7666
0.6661
0.1309
0.0954
0.0149
0.2882
0.8167
0.9855

0.0174
0.8194
0.6211
0.5602
0.2440
0.8220
0.2632
0.7536

⎤

0.6596
⎥
0.2141⎥
⎥
⎥
0.6021⎥
⎥
⎥
0.6049⎥
⎥.
0.6595⎥
⎥
⎥
0.1834⎥
⎥
⎥
0.6365⎥
⎦
0.1703

(50)

The mixing signals are shown in Figure 1(b).
Because the number of variables in X is much greater
than in A, that is, I × J = 32 and J × T = 4000, we test
the projected gradient algorithms only for updating A. The
variables in X are updated with the standard projected fixed
point alternating least squares (FP-ALS) algorithm that is
extensively analyzed in [55].
In general, the FP-ALS algorithm solves the least-squares
problem
X∗ = arg min
X

1
Y − AX2F
2

(51)

with the Moore-Penrose pseudoinverse of a system matrix,
that is, in our case, the matrix A. Since in NMF usually
I ≥ J, we formulate normal equations as AT AX = AT Y,
and the least-squares solution of minimal l2 -norm to the
normal equations is XLS = (AT A)−1 AT Y = A+ Y, where
A+ is the Moore-Penrose pseudoinverse of A. The projected
FP-ALS algorithm is obtained with a simple “half-rectified”
projection, that is,




X = PΩ A+ Y .

rules, and so on. We continue our decomposition taking
into account only the last achieved components. The process
can be repeated arbitrary many times until some stopping
criteria are satisfied. In each step, we usually obtain gradual
improvements of the performance. Thus, our model has the
form Y = A1 A2 · · · AL XL with the basis matrix defined as
A = A1 A2 · · · AL ∈ RI ×J . Physically, this means that we build
up a system that has many layers or cascade connection of L
mixing subsystems.
There are many stopping criteria for terminating the
alternating steps. We stop the iterations if s ≥ K f = 1000
or the following condition A(s) − A(s−1) F <  is held, where
s stands for the number of alternating step, and  = 10−5 .
Note that the condition (20) can be also used as a stopping
criterion, especially as the gradient is computed in each
iteration of the PG algorithms.
The algorithms have been evaluated with the signalto-interference ratio (SIR) measures, calculated separately
for each source signal and each column in the mixing
matrix. Since NMF suﬀers from scale and permutation
indeterminacies, the estimated components are adequately
permuted and rescaled. First, the source and estimated
signals are normalized to a uniform variance, and then
the estimated signals are permuted to keep the same order
as the source signals. In NMFLAB [43], each estimated
signal is compared to each source signal, which results in
the performance (SIR) matrix that is involved to make the
permutation matrix. Let x j and x j be the jth source and
its corresponding (reordered) estimated signal, respectively.
Analogically, let a j and a j be the jth column of the true
and its corresponding estimated mixing matrix, respectively.
Thus, the SIRs for the sources are given by
SIR(X)
j



x
 j − x j 2
 
= −20 log
,
x j 

(52)

The alternating minimization is nonconvex in spite of
the cost function being convex with respect to one set of
variables. Thus, most NMF algorithms may get stuck in local
minima, and hence, the initialization plays a key role. In
the performed tests, we applied the multistart initialization
described in [53] with the following parameters: N = 10
(number of restarts), Ki = 30 (number of initial alternating
steps), and K f = 1000 (number of final alternating steps).
Each initial sample of A and X has been randomly generated
from a uniform distribution. Each algorithm has been tested
for two cases of inner iterations, that is, with k = 1 and k = 5.
The inner iterations mean a number of iterative steps that
are performed to update only A (with fixed X, i.e., before
going to the update of X and vice versa). Additionally, the
multilayer technique [53, 54] with 3 layers (L = 3) is applied.
The multilayer technique can be regarded as multistep
decomposition. In the first step, we perform the basic decomposition Y = A1 X1 using any available NMF algorithm,
where A1 ∈ RI ×J and X1 ∈ RJ ×T with I ≥ J. In the
second stage, the results obtained from the first stage are used
to perform the similar decomposition: X1 = A2 X2 , where
A2 ∈ RJ ×J and X2 ∈ RJ ×T , using the same or diﬀerent update

j = 1, . . . , J, [dB]

2

(53)
and similarly for each column in A we have
SIR(A)
j




a j − a j 2
 
= −20 log
,
a j 

j = 1, . . . , J, [dB].

2

(54)
We test the algorithms with the Monte Carlo (MC)
analysis, running each algorithm 100 times. Each run has
been initialized with the multistart procedure. The algorithms have been evaluated with the mean-SIR values that
are calculated as follows:
1  (X)
SIR j ,
J j =1
J

SIRX =

1  (A)
SIRA =
SIR j ,
J j =1
J

(55)

for each MC sample. The mean-SIRs for the worst (with the
lowest mean-SIR values) and best (with the highest meanSIR values) samples are given in Table 1. The number k
means the number of inner iterations for updating A, and
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Table 1: Mean-SIRs [dB] obtained with 100 samples of Monte Carlo analysis for the estimation of sources and columns of mixing matrix
from noise-free mixtures of signals in Figure 1. Sources X are estimated with the projected pseudoinverse. The number of inner iterations
for updating A is denoted by k, and the number of layers (in the multilayer technique) by L. The notation best or worst in parenthesis that
follows the algorithm name means that the mean-SIR value is calculated for the best or worst sample from Monte Carlo analysis, respectively.
In the last column, the elapsed time [in seconds] is given for each algorithm with k = 1 and L = 1.
Mean-SIRA [dB]
L=1

Algorithm

Mean-SIRX [dB]
L=3

L=1

L=3

Time

M-NMF (best)
M-NMF (mean)
M-NMF (worst)

k=1
21
13.1
5.5

k=5
22.1
13.8
5.7

k=1
42.6
26.7
5.3

k=5
37.3
23.1
6.3

k=1
26.6
14.7
5.8

k=5
27.3
15.2
6.5

k=1
44.7
28.9
5

k=5
40.7
27.6
5.5

OPL(best)
OPL(mean)
OPL(worst)

22.9
14.7
4.8

25.3
14
4.8

46.5
25.5
4.8

42
27.2
5.0

23.9
15.3
4.6

23.5
14.8
4.6

55.8
23.9
4.6

51
25.4
4.8

1.9

Lin-PG(best)
Lin-PG(mean)
Lin-PG(worst)

36.3
19.7
14.4

23.6
18.3
13.1

78.6
40.9
17.5

103.7
61.2
40.1

34.2
18.5
13.9

33.3
18.2
13.8

78.5
38.4
18.1

92.8
55.4
34.4

8.8

GPSR-BB(best)
GPSR-BB(mean)
GPSR-BB(worst)

18.2
11.2
7.4

22.7
20.2
17.3

7.3
7
6.8

113.8
53.1
24.9

22.8
11
4.6

54.3
20.5
14.7

9.4
5.1
2

108.1
53.1
23

2.4

PSESOP(best)
PSESOP(mean)
PSESOP(worst)

21.2
15.2
8.3

22.6
20
15.8

71.1
29.4
6.9

132.2
57.3
28.7

23.4
15.9
8.2

55.5
34.5
16.6

56.5
27.4
7.2

137.2
65.3
30.9

5.4

IPG(best)
IPG(mean)
IPG(worst)

20.6
20.1
10.5

22.2
18.2
13.4

52.1
35.3
9.4

84.3
44.1
21.2

35.7
19.7
10.2

28.6
19.1
13.5

54.2
33.8
8.9

81.4
36.7
15.5

2.7

IPN(best)
IPN(mean)
IPN(worst)

20.8
19.4
11.7

22.6
17.3
15.2

59.9
38.2
7.5

65.8
22.5
7.1

53.5
22.8
5.7

52.4
19.1
2

68.6
36.6
1.5

67.2
21
2

14.2

RMRNSD(best)
RMRNSD(mean)
RMRNSD(worst)

24.7
14.3
5.5

21.6
19.2
15.9

22.2
8.3
3.6

57.9
33.8
8.4

30.2
17
4.7

43.5
21.5
13.8

25.5
8.4
1

62.4
33.4
3.9

3.8

SCWA(best)
SCWA(mean)
SCWA(worst)

12.1
11.2
7.3

20.4
16.3
11.4

10.6
9.3
6.9

24.5
20.9
12.8

6.3
5.3
3.8

25.6
18.6
10

11.9
9.4
3.3

34.4
21.7
10.8

2.5

L denotes the number of layers in the multilayer technique
[53, 54]. The notation L = 1 means that the multilayer
technique was not used. The elapsed time [in seconds] is
measured in Matlab, and it informs us in some sense about a
degree of complexity of the algorithm.
For comparison, Table 1 contains also the results
obtained for the standard multiplicative NMF algorithm
(denoted as M-NMF) that minimizes the squared Euclidean
distance. Additionally, the results of testing the PG algorithms which were proposed in [53] have been also
included. The acronyms Lin-PG, IPG, RMRNSD refer to
the following algorithms: projected gradient proposed by
Lin [52], interior-point gradient, and regularized minimal
residual norm steepest descent (the regularized version of the
MRNSD algorithm that was proposed by Nagy and Strakos
[74]). These NMF algorithms have been implemented and
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investigated in [53] in the context of their usefulness to BSS
problems.

5. Conclusions
The performance of the proposed NMF algorithms can be
inferred from the results given in Table 1. In particular, the
results show how the algorithms are sensitive to initialization,
or in other words, how easily they fall in local minima. Also
the complexity of the algorithms can be estimated from the
information on the elapsed time that is measured in Matlab.
It is easy to notice that our NMF-PSESOP algorithm
gives the best estimation (the sample which has the highest
best-SIR value), and it gives only slightly lower mean-SIR
values than the Lin-PG algorithm. Considering the elapsed
time, the PL, GPSR-BB, SCWA, and IPG belong to the fastest

Computational Intelligence and Neuroscience
algorithms, while the Lin-PG and IPN algorithms are the
slowest.
The multilayer technique generally improves the performance and consistency of all the tested algorithms if the
number of observation is close to the number of nonnegative
components. The highest improvement can be observed for
the NMF-PSESOP algorithm, especially when the number of
inner iterations is greater than one (typically, k = 5).
In summary, the best and the most promising NMGPG algorithms are NMF-PSESOP, GPSR-BB, and IPG algorithms. However, the final selection of the algorithm depends
on a size of the problem to be solved. Nevertheless, the
projected gradient NMF algorithms seem to be much better
(in the sense of speed and performance) in our tests than
the multiplicative algorithms, provided that we can use the
squared Euclidean cost function which is optimal for data
with a Gaussian noise.
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1. Introduction
Large quantities of positive data occur in research areas
such as music analysis, text analysis, image analysis, and
probability theory. Before deductive science is applied to
large quantities of data, it is often appropriate to reduce
data by preprocessing, for example, by matrix rank reduction
or by feature extraction. Principal component analysis is an
example of such preprocessing. When the original data is
nonnegative, it is often desirable to preserve this property
in the preprocessing. For example, elements in a power
spectrogram, probabilities, and pixel intensities should still
be nonnegative after the processing to be meaningful. This
has led to the construction of algorithms for rank reduction
of matrices and feature extraction generating nonnegative
output. Many of the algorithms are related to the nonnegative matrix factorization (NMF) algorithm proposed by Lee
and Seung [1, 2]. NMF algorithms factorize a nonnegative
matrix V∈ Rn+×m or R∈ Rn+×m into two nonnegative matrices
W∈ Rn+×r and H∈ R+r ×m :
V ≈ R = WH.

(1)

There are no closed-form solutions to the problem of finding
W and H given a V, but Lee and Seung [1, 2] proposed

two computationally eﬃcient algorithms for minimizing
the diﬀerence between V and WH for two diﬀerent error
functions. Later, numerous other algorithms have been
proposed (see [3]).
An interesting question is whether the NMF of a particular matrix is unique. The importance of this question
depends on the particular application of NMF. There can be
two diﬀerent viewpoints when using a model like NMF—
either one can believe that the model describes nature and
that the variables W and H have a physical meaning or one
can believe that the model can capture the part of interest
even though there is not a one-to-one mapping between the
parameters and the model, and the physical system. When
using NMF, one can wonder whether V is a disturbed version
of some underlying WH or whether the data is constructed
by another model or, in other words, a ground truth W and
H does exist. These questions are important in evaluating
whether or not it is a problem that there is another NMF
solution, W H , to the same data, that is,
V ≈ R = WH = W H .

(2)

If NMF is used even though the data is not assumed to be
generated by (1), it may not be a problem that there are
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several other solutions. On the other hand, if one assumes
that a ground truth exists, it may be a problem if the model
is not detectable, that is, if it is not possible to find W and H
from the data matrix V.
The first articles on the subject was two correspondences
between Berman and Thomas. In [4] Berman asked for
what amounts to a simple characterization of the class of
nonnegative matrices R for which an NMF exists. As we shall
see, the answer by Thomas [5] can be transferred into an
NMF uniqueness theorem.
The first article investigating the uniqueness of NMF
is Donoho and Stodden [6]. They use convex duality to
conclude that in some situations, where the column vectors
of W “describe parts,” and for that reason are nonoverlapping
and thereby orthogonal, the NMF solution is unique.
Simultaneously with the development of NMF, Plumbley [7] worked with nonnegative independent component
analysis where one of the problems is to estimate a rotation
matrix Q from observations on the form Qs, where s is
a nonnegative vector. In this setup, Plumbley investigates
a property for a nonnegative independent and identically
distributed (i.i.d.) vector s such that Q can be estimated. He
shows that if the elements in s are grounded and a suﬃciently
large set of observations is used, then Q can be estimated. The
uniqueness constraint in [7] is a statistical condition of s.
The result in [7] is highly relevant to the NMF uniqueness due to the fact that in most cases new NMF solutions
will have the forms WQ and Q−1 H as described in Section 3.
By using Plumbley’s result twice, a restricted uniqueness
theorem for NMF can be constructed.
In this paper, we investigate the circumstances under
which NMF of an observed nonnegative matrix is unique.
We present novel necessary and suﬃcient conditions for the
uniqueness. Several examples illustrating these conditions
and their interpretations are given. Additionally, we show
that NMF is robust to additive noise. More specifically, we
show that it is possible to obtain accurate estimates of W
and H from noisy data when the generating NMF is unique.
Lastly, we consider the generating NMF as a stochastic
process and show that particular classes of such processes
almost surely result in unique NMFs.
This paper is structured as follows. Section 2 introduces
the notation, some definitions, and basic results. A precise
definition and two characterizations of a unique NMF are
given in Section 3. The minimum constraints of W and H
for a unique NMF are investigated in Section 4. Conditions
and examples of a unique NMF are given in Section 5. In
Section 6, it is shown that in situations where noise is added
to a data matrix with a unique NMF, it is possible to bound
the error of the estimates of W and H. A probabilistic view on
the uniqueness is considered in Section 7. The implication
of the theorems is discussed in Section 8, and Section 9
concludes the paper.

2. Fundamentals
We will here introduce convex duality that will be the
framework of the paper, but first we shall define the notation
to be used. Nonnegative real numbers are denoted as
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Desired solution
Border of H∗
Span+ (W)

Figure 1: A three-dimensional space is scaled such that the vectors
are in the hyper plane: {p | [1 1 1]p = 1}. By the mapping
to the hyper plane, a plane in R3 is mapped to a line and a
simplicial cone is mapped to an area. In the figure, it can be observed
that the dashed triangle (desired solution) is the only triangle
(third-order simplicial cone) that contains the shaded area (positive
span of W) while being within the solid border (the dual of H). The
NMF can be concluded to be unique by Theorem 1.
R+ , ·F denotes the Frobenius norm, and span(·) is the

space spanned by the set of vectors. Each type of variables
has its own font. For instance, a scalar is denoted x, a column
vector is denoted x, a row vector is denoted by x, a matrix is
denoted by X, a set is denoted by X, and a random variable
j
is denoted by X. Moreover, xi is the ith index of the vector
x j . When a condition for a set is used to describe a matrix,
it is referring to the set of column vectors in the matrix. The
NMF is symmetric in WT and H, so the theorems for one
matrix may also be used for the other.
In the paper, we make a geometric interpretation of the
NMF similar to that used in both [5, 6]. For that, we need the
following definitions.
Definition 1. The positive span is given by span+ (b1 , . . . ,

bd ) = {v = i bi ai | a∈ Rd+ }.
In some literature, the positive span is called the conical
hull.
Definition 2. A set A is called a simplicial cone if there is a set
B such that A = span+ (B). The order of a simplicial cone A
is the minimum number of elements in B.
Definition 3. The dual to a set A, denoted A∗ , is given by
A∗ = {v | vT a ≥ 0 for all a ∈ A}.
The following lemma is easy to prove and will be used
subsequently. For a more general introduction to convex
duality, see [8].
Lemma 1. (a) If X = span+ (b1 . . . , bd ), then y ∈ X∗ if and
only if yT bn ≥ 0 for all n.
(b) If X = span+ (BT ) and BT = [b1 , . . . , bd ] is invertible,
then X∗ = span+ (B−1 ).

Computational Intelligence and Neuroscience

3

(c) If Y ⊆ X, then X∗ ⊆ Y∗ .
(d) If Y and X are closed simplicial cones and Y ⊂ X,
then X∗ ⊂ Y∗ .

Proof. The proof follows directly from the definitions.

3. Dual Space and the NMF
In this section, our definition of unique NMF and some
general conditions for unique NMF are given. As a starting
point, let us assume that both W and H have full rank, that
is, r = rank(R).
Let W and H be any matrices that fulfil, R = WH =
 
W H . Then, span(W) = span(R) = span(W ). The column
vectors of W and W are therefore both bases for the same
space and as a result there exists a basis shift matrix Q∈ Rr ×r
such that W = WQ. It follows that H = Q−1 H. Therefore,
all NMF solutions where r = rank(R), are of the form R =
WQQ−1 H. In these situations, the ambiguity of the NMF is
the Q matrix. Note that if r > rank(R) the above arguments
are not valid because rank(W) can diﬀer from rank(W ) and
thereby span(W) =
/ span(W ).
Example 1. The following is an example of an R+4×4 matrix of
rank 3, where there are two NMF solutions but no Q matrix
to connect the solutions
⎡

⎤

1 1 0 0

⎢1 0 1 0⎥
⎢
⎥
⎢
⎥=R= R I = I R .
⎣0 1 0 1⎦

0 0 1 1

W H

Theorem 2 (see [6]). The NMF is unique if and only if there is
only one r-order simplicial cone Q such that span+ (R) ⊆ Q ⊆
P , where P is the positive orthant.

(3)

W H

The first characterization is inspirited by [5] and the
second characterization is implicit introduced in [6]. Note
that the two characterizations of the unique NMF analyze
the problem from two diﬀerent viewpoints. Theorem 1 takes
a known W and H pair as starting point and looks at the
solution from the “inside,” that is, the r-dimensional space of
row vectors in W and column vectors in H. Theorem 2 looks
at the problem from the “outside,” that is, the n-dimensional
column space of R.

4. Matrix Conditions
If R = WH is unique, then both W and H have to be unique,
respectively, that is, there is only one NMF of W and one of
H, namely, W = WI and H = IH. In this section, a necessary
condition for W and H is given and a suﬃcient condition is
shown.
The following definition will be shown to be a necessary
condition for both the set of row vectors in W and column
vectors in H.
Definition 5. A set S of vectors in Rd+ is called boundary close
if for all j =
/ i and k > 0 there is an element s ∈ S such that

We mention in passing that Thomas [5] uses this matrix to
illustrate a related problem. This completes the example.

s j < ksi .

Lemma 2 (Minc [9, Lemma 1.1]). The inverse of a nonnegative matrix is nonnegative if and only if it is a scaled
permutation.

In the case of closed sets, the boundary close condition
is that s j = 0 and si =
/ 0. In this section, the sets will be finite
(and therefore closed), but in Section 7 the general definition
above is needed.

Lemma 2 shows that all NMF solutions on the forms WQ
and Q−1 H, where Q is a scaled permutation, are valid, and
thereby that NMF only can be unique up to a permutation
and scaling. This leads to the following definition of unique
NMF in this paper.
Definition 4. A matrix R has a unique NMF if the ambiguity
is a permutation and a scaling of the columns in W and rows
in H.
The scaling and permutation ambiguity in the uniqueness definition is a well-known ambiguity that occurs in
many blind source separation problems. With this definition
of unique NMF, it is possible to make the following two
characterizations of the unique NMF.
Theorem 1. If r = rank(R), an NMF is unique if and only if
the positive orthant is the only r-order simplicial cone Q such
that span+ (WT ) ⊆ Q ⊆ span+ (H)∗ .
Proof. The proof follows the analysis of the Q matrix above
in combination with Lemma 1(b). The theorem can also be
proved by following the steps of the proof in [5].

(4)

Theorem 3. The set of row vectors in W has to be boundary
close for the corresponding NMF to be unique.
Proof. If the set of row vectors in W are not boundary close,
there exist indexes j =
/ i and k > 0 such that the jth element
is always more than k times larger than the ith element in the
row vectors in W. Let Q = span+ (q1 , . . . , qr ), where
qn =

ei + ke j
en

if n = i,
otherwise,

(5)

and en denotes the nth standard basis vector. This set fulfils
the condition span+ (W T ) ⊆ Q ⊂ P and we therefore, using
Theorem 1, conclude that the NMF cannot be unique.
That not only the row vectors of W with small elements
determine the uniqueness can be seen from the following
example.
Example 2. The following
is an example where W is not

unique but W = 3 W
1 1 is.
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⎡

⎤

0 1 1
⎢
⎥
W = ⎣1 0 1⎦ .
1 1 0

(6)

Here W is boundary close but not
 unique
 since W = WI =
IW. The uniqueness of W = 3 W
1 1 can be verified by
plotting the matrix as shown in Figure 1, and observe that
the conditions of Theorem 1 are fulfilled. This completes the
example.
In three dimensions, as in Example 2, it is easy to
investigate whether a boundary close W is unique—if W =
W H , then H can only have two types of structure: either
the trivial (desired) solution where H = I or a solution
where only the diagonal of H is zero. In higher dimensions,
the number of combinations of nontrivial solutions increases
and it becomes more complicated to investigate all possible
nontrivial structures. For example, if W is the matrix from
Example 2, then the matrix


=
W



W 0
0 W

(7)

is boundary close and can be decomposed in several ways, for
example,


=
W

=


I 0
0 W




W 0
0 I

I 0
=
0 I



W 0
0 I
I 0
0 W




(8)


W 0
.
0 W

Instead of seeking necessary and suﬃcient conditions for a
unique W, a suﬃcient condition not much stronger than the
necessary is given. In this suﬃcient condition, we only focus
on the row vectors of W with a zero (or very small) element.
Definition 6. A set of vectors S in Rd+ is called strongly
boundary close if it is boundary close, and there exists a z > 0
and a numbering of the elements in the vectors such that for
all k > 0 and n ∈ {1, . . . , d − 1} there are d − n vectors from
S, {s1 , . . . , sd−n } that fulfil the following:
j



j

(1) sn < k i>n si for all j; and
(2) κ2 ([b1 , . . . , bd−n ]) ≤ z, where κ2 (·) is the “condition
number” of the matrix defined as the ratio between
the largest and smallest singular values [10, page 81],
b j = Pn s j and Pn ∈ Rd−n×d is a projection matrix that
picks the d − n last element of a vector in Rd .
Theorem 4. If span+ (WT ) is strongly boundary close, then W
is unique.
The proof is quite technical and is therefore given in
the Appendix. The most important thing to notice is that
the necessary condition in Theorem 3 and the suﬃcient
conditions in Theorem 4 are very similar. The first item in the

strongly boundary close definition states that there have to be
several vectors with small value. The second item ensures that
the vectors with small value are linear independent in the last
elements.

5. Uniqueness of R
In this section, a condition for unique V is analyzed. First,
Example 3 is used to investigate when a strongly boundary
close W and H pair is unique. The section ends with a
constraint for W and H that results in a unique NMF.
Example 3. This is an investigation of uniqueness of R when
W and H are given as
⎡

α 1 1 α 0 0

⎤

⎢
⎥
H = ⎣1 α 0 0 α 1⎦ ,

(9)

0 0 α 1 1 α
W = HT ,

where 0 < α < 1. Both W and H are strongly boundary close
and the z parameter can be calculated as


z = κ2 b1 , . . . , bd−n


= κ2



α 1
1 α

=



(10)

1+α
.
1−α

The equation above shows that small α will result in a
z close to one and an α close to one results in a large
z. In Figure 2, the matrix R = WH is plotted for α ∈
{0.1, 0.3, 0.5, 0.7}. The dashed line is the desired solution
and is repeated in all figures. It is seen that the shaded area
span+ (WT ) is decreasing when α increases, and that the solid
border span+ (H)∗ increases when α increases. For all αvalues, both the shaded area and the solid border intersect
with the dashed triangle. Therefore, it is not possible to get
another solution by simply increasing/decreasing the desired
solution. The figure shows that the NMF is unique for α ∈
{0.1, 0.3} and not unique for α ∈ {0.5, 0.7} where the
alternative solution is shown by a dotted line. That the NMF
is not unique for α ∈ {0.5, 0.7} can also be verified by
selecting the Q to be the symmetric orthonormal matrix
⎡

⎤

−1 2 2
1⎢
⎥
Q = QT = Q−1 = ⎣ 2 −1 2 ⎦ ,
3
2 2 −1

(11)

and see that both WQ and Q−1 H are nonnegative. If α = 0.3,
then the matrix R is given by
⎡

109
⎢
⎢ 60
⎢
1 ⎢
⎢ 30
⎢
R=
100 ⎢
⎢ 9
⎢ 30
⎣
100

60
109
100
30
9
30

30
100
109
60
30
9

9
30
60
109
100
30

30
9
30
100
109
60

⎤

100
⎥
30 ⎥
⎥
9 ⎥
⎥
⎥.
30 ⎥
⎥
60 ⎥
⎦
109

(12)

This shows that R needs no zeros for the NMF to be unique.
This completes the example.
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Inany suﬃciently spread set, an s exists, such that s j >
k i =/ j si and therefore
T

s b = sjbj +

= −b j
(a) α = 0.1





s i bi ≤ s j b j +

i=
/ j

− sj + k









si

i=
/ j

 
bi 



i=
/ j

(15)

si < 0.

i=
/ j

(b) α = 0.3

The b is therefore not in the dual to any suﬃciently spread
set.
In the case of finite sets, the suﬃciently spread condition
is the same as the requirement for a scaled version of all the
standard basis vectors to be part of the suﬃciently spread set.
It is easy to verify that a suﬃciently spread set also is strongly
boundary close and that the z parameter is one.
(c) α = 0.5

Theorem 5. If a pair [WT , H] is suﬃciently spread and
strongly boundary close, then the NMF of R = WH is unique.

(d) α = 0.7

Figure 2: The figure shows data constructed as in Example 3 and
plotted in the same manner as in Figure 1, that is, the dashed
triangle is the desired solution, the solid line is the border of the
dual of H, and the shaded area is the positive span of W. It can be
seen that the NMF is unique when α equals 0.1 or 0.3 but not when
α equals 0.5 or 0.7. In the cases where the NMF is not unique, an
alternative solution is shown with a dotted line.

In the example above, W equals HT and thereby fulfils
the same constraints. In many applications, the meaning of
W and H diﬀers, for example, in music analysis where the
column vectors of W are spectra of notes and H is a note
activity matrix [11].
Next, it is investigated how to make an asymmetric
uniqueness constraint.
Definition 7. A set of vectors in Rd is called suﬃciently spread
if for all j and k > 0, there is an element s ∈ S such that
sj > k



si .

(13)

i=
/ j

Proof. Lemma 3 states that the dual set of a suﬃciently spread
set is the positive orthant,
span+ (H)∗ = P = span+ (I)∗ .

(16)

Theorem 4 states that WI is unique and by using (16) and
Theorem 1 we conclude that R = WH is unique.
Theorem 5 is a stronger version of the results of Donoho
and Stodden [6, Theorem 1]. Theorem 1 in [6] also assumes
that H is suﬃciently spread, but the condition for WT is
stronger than the strongly boundary close assumption.

6. Perturbation Analysis
In the previous sections, we have analyzed situations with
a unique solution. In this section, it is shown that in some
situations the nonuniqueness can be seen as estimation noise
on W and H. The error function that describes how close an
estimated [W , H] pair is to the true [W, H] pair is
 
 



J(W,H) W , H = min W − W (DP)F + H − (DP)−1 H F ,
P,D

(17)
Note that in the definition for suﬃciently spread set the
jth element is larger than the sum in contrast to the strongly
boundary close definition where the jth element is smaller
than the sum.
Lemma 3. The dual space of a suﬃciently spread set is the
positive orthant.
Proof. A suﬃciently spread set is nonnegative and the
positive orthant is therefore part of the dual set for any
suﬃciently spread set. Let b be a vector with a negative
element in the jth element and select


k=

i=
/ j

 
 bi 

−b j

.

(14)

where P is a permutation matrix and D is a diagonal matrix.
Theorem 6. Let R = WH be a unique NMF. Given some  >
0, there exists a δ > 0 such that any nonnegative V = R + N,
where NF < δ fulfils




J(W,H) W , H < ,

(18)

where




W , H =

arg min

W ∈R+n×r ,H ∈R+r ×m



V − W H  .
F

(19)

The proof is given in the appendix. The theorem states
that if the observation is corrupted by additive noise, then
it will result in noisy estimation of W and H. Moreover,
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(a)

(b)

(c)

(d)

Figure 3: The three basis pictures: (a) a dog, (b) a man, and (c) the
sun from Example 4, individually and summed in (d).

Theorem 6 shows that if the noise is small, it will result
in small estimation errors. In this section, the Frobenius
norm is used in (17) and (19) to make Theorem 6 concrete.
Theorem 6 is also valid with the same proof if any continuous
metric is used instead of the Frobenius norm in those
equations.
Example 4. This example investigates the connection between the additive noise in V and the estimation error on W
and H. The column vectors in W are basis pictures of a man,
a dog, and the sun as shown in Figures 3(a), 3(b), and 3(c).
In Figure 3(d), the sum of the three basis pictures is shown.
The matrix H is the set of all combinations of the pictures,
that is,
⎡

⎤

1 0 0 0 1 1 1
⎢
⎥
H = ⎣0 1 0 1 0 1 1⎦ .
0 0 1 1 1 0 1

(20)

Theorem 5 can be used to conclude that the NMF of R =
WH is unique because both WT and H are suﬃciently spread
and thereby also strongly boundary close.
In the example, two diﬀerent noise matrices, NN and
NM , are used. The NN matrix models noisy observation and
has elements that are random uniform i.i.d. The NM matrix
contains elements that are minus one in the positions where
R has elements that are two and zero elsewhere, that is, NM
is minus one in the positions where the dog and the man
are overlapping. In this case, the error matrix NM simulates
a model mismatch that occurs in the following two types of
real-world data. If the data set is composed of pictures, the
basis pictures will be overlapping and a pixel in V will consist
of one basis picture and not a mixture of the overlapping
pictures. If the data is a set of amplitude spectra, the true
model is an addition of complex values and not an addition
of the amplitudes.

The estimation error of the factorization J(W,H) (W , H )
is plotted in Figure 4 when the norm of the error matrix
is μ, that is, V = WH + (N/ NF )μ. An estimate of the
[W , H ] pair is calculated by using the iterative algorithm
for Frobenius norm minimized by Lee and Seung [2]. The
algorithm is run for 500 iterations and is started from
100 diﬀerent positions. The decomposition that minimizes
V − W H F is chosen, and J(W,H) (W , H ) is calculated
numerically. Figure 4 shows that when the added error is
small, it is possible to estimate the underlying parameters.
When the norm of added noise matrix increases, the
behavior of the two noise matrices, NN and NM , diﬀer.
For NN , the error of the estimate increases slowly with the
norm of the added matrix while the estimation error for
NM increases dramatically when the norm is larger than 2.5.
In the simulation, we have made the following observation
that can explain the diﬀerence in the performance of the two
types of noise. When NN is used, the basis pictures remain
noisy versions of the man, the dog, and the sun. When NM
is used and the norm is larger than 2.5, the basis pictures are
the man excluding the overlap, the dog excluding the overlap,
and the overlap of man and dog. Another way to describe the
diﬀerence is that the rank of NM is one and the disturbance is
in one dimension, where NN is full rank and the disturbance
is in many dimensions. This completes the example.
 H,

Corollary 1. Let R = WH be a unique NMF and V = W


where W = W + NW and H = H + NH . Given R and  > 0
there exists a δ > 0 such that if the largest absolute value of both
NW and NH is smaller than δ, then






J(W
 ,
H) W , H <  ,


(21)



where W , H are any NMF of V.
Proof. This follows directly from Theorem 6.
The corollary can be used in situations where there are
small elements in W and H but no (or not enough) zero
elements—as in the following example.
Example 5. Let R = WH, where W, H is generated as
in Example 3. Let all elements in both NW and NH be
equal to η. In Figure 5, V is plotted when α = 0.3 and
η = {0.01, 0.05, 0.10, 0.15}. In this example, neither the
shaded area nor the solid border intersect with the desired
solution. Therefore, it is possible to get other solutions by
simply increasing/decreasing the desired solution. For η =
{0.01, 0.05}, the corners of the solutions are close to the
corners of the desired solution. When η = 0.1, the corners
can be placed mostly on the solid border and still form a
triangle that contains the shaded area. When η = 0.15, the
corners can be anywhere on the solid border. This completes
the example.

7. Probability and Uniqueness
In this section, the row vectors of W and the column of H are
seen as results of two random variables. Characteristics of the
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XW is strongly boundary close and the sample space of XH
is suﬃciently spread, then for all  > 0 and k < 1, there exist
N and M such that

102

Estimation error

101









p min DPQ − IF <  > k,
D,P

100

(22)

where Q is any matrix such that WQ and Q−1 H are
nonnegative and the data size R∈ Rn+×m is such that n > N
and m > M .

10−1

10−2

10−3
10−1

100
Norm of error (μ)

101

Model mismatch
Additive noise

Figure 4: The graph shows the connection between the norm of
the additive error NF and the estimation error of the underlying
model J(W,H) (W , H ). The two noise matrices from Example 4, NN
and NM , are plotted. In this example, the curves are aligned for small
errors, and for larger errors, the model error NM results in much
larger estimation errors.

(a) η = 0.01

(b) η = 0.05

Proof. If the data is scaled, D1 RD2 , it does not change the
nonuniqueness of the solutions when measured by the Q
matrix. The proof is therefore done on the normalized
versions of W and H. Let YW and YH be the normalized
version of XW and XH . There exist finite sets W and H
of vectors in the closure of YW and YH that are strongly
boundary close and suﬃciently spread. By Theorem 5, it is
known that V = W H is unique. By increasing the number
of vectors sampled from YW and YH , for any  > 0, there
will be two subsets of the vectors, W and H , that with a
probability larger that any k < 1 will fulfil




 > W − W F + H − H F .

(23)

It is possible to use Corollary 1 on this subset. The fact that
limiting minD,P (DPQ − IF ) is equivalent to limiting (21)
when the vectors are normalized concludes the proof.
Example 6. Let all the elements in H be exponential i.i.d.
and therefore generated with a suﬃciently spread sample
space. Additionally, let each row in W be exponential i.i.d.
 0   1   1 
plus a random vector with the sample space 1 , 0 , 1
0
1
1
and thereby strongly boundary close. In Figure 6, the above
variables are shown for the following four matrix sizes
R ∈ {R10×10 , R40×40 , R100×100 , R500×500 }. This completes the
example.

8. Discussion

(c) η = 0.10

(d) η = 0.15

Figure 5: Data constructed as in Example 5 and plotted in the same
manner as in Figure 1, that is, the dashed triangle is the desired
solution, the solid line is the border of the dual of H, and the shaded
area is the positive span of W. In all the plots, α equals 0.3 and η
equals 0.01, 0.05, 0.1, and 0.15.

sample space (the possible outcome) of a random variable
that lead to unique NMF will be investigated.
Theorem 7. Let the row vectors of W be generated by the
random variable XW and let the column vectors of H be
generated by a random variable XH . If the sample space of

The approach in this paper is to investigate when nonnegativity leads to uniqueness in connection with NMF, V ≈ R =
WH. Nonnegativity is the only assumption for the theorems,
and the theorems therefore cannot be used as argument for
an NMF to be nonunique if there is additional information
about W or H. An example with stronger uniqueness results
is the sparse NMF algorithm of Hoyer [12] built on the
assumption that the row vectors in H have known ratios
between the L1 norm and the L2 norm. Theis et al. [13] have
investigated uniqueness in this situation and shown strong
uniqueness results. Another example is data matrices with
an added constant on each row. For this situation, the aﬃne
NMF algorithm [14] can make NMF unique even though the
setup violates Theorem 3 in this paper.
As shown in Figure 4, the type of noise greatly influences
on the error curves. In applications where noise is introduced
because the additive model does not hold as, for example,
when V is pictures or spectra, it is possible to influence
the noise by making a nonlinear function on the elements
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APPENDIX

(a) R[10×10]

(b) R[40×40]

Proof of Theorem 4. The theorem state that W = WI is a
unique NMF. To proof this, it is shown that the condition
for Theorem 1 is fulfilled. The positive orthant is self-dual
(I = I−1 ) and thereby Q ⊆ P , where Q is an r-order
simplicial cone that contains span+ (WT ). Let the set of row
vectors in W be denoted by W . An r-order simplicial cone,
like Q, is a closed set and it therefore needs to contain the
closure of W denoted by W . The two items in Definition 6
of strongly boundary close can be reformulated for W that
contains the border:
j

(1) sn = 0 for all j,
(2) the vectors [b1 , . . . , bd−n ] are linearly independent.

(c) R[100×100]

(d) R[500×500]

Figure 6: The figure shows data constructed as in Example 6 plotted
in the same manner as the previous figure with the exception that
each row vector of W is plotted instead of the positive span of the
vectors. The size of R is shown under each plot.

of V. Such a nonlinear function is introduced in [15] and
experiments show that it improves the results. A theoretical
framework for finding good nonlinear functions will be
interesting to investigate.
The suﬃciently spread condition defined in Section 5
has an important role for unique NMF due to Lemma 3.
The suﬃciently spread assumption is seen indirectly in
related areas where it also leads to unique solutions, for
example, in [7] where the groundedness assumption leads
to variables with a suﬃciently spread sample space. If the
matrix H is suﬃciently spread, then the columns in W will
occur (almost) alone as columns in V. Deville [16] uses the
“occur alone” assumption, and thereby suﬃciently spread
assumption, to make blind source separation possible.

9. Conclusion
We have investigated the uniqueness of NMF from three
diﬀerent viewpoints as follows:
(i) uniqueness in noise free situations;
(ii) the estimation error of the underlying model when a
matrix with unique NMF is added with noise; and
(iii) the random processes that lead to matrices where the
underlying model can be estimated with small errors.
By doing this, we have shown that it is possible to make
many novel and useful characterizations that can be used
as theoretical underpinning for using the numerous NMF
algorithms. Several open issues can be found in all the three
viewpoints that, if addressed, will give a better understanding
of nonnegative matrix factorization.

The rest of the proof follows by induction. If r = 2, then
W = P and is therefore unique. Let therefore r > 2. Then
r − 1 linearly independent vectors in W have zero as the
first element, and r − 1 of the basis vectors therefore need
to have zero in the first element. In other words, there is
only one basis vector with a nonzero first element. Let us call
this vector b1 . For all j > 1 there is a vector in W which is
nonnegative in the first element and zero in the jth element,
so all the elements in b1 except the first have to be zero.
The proof is completed by seeing that if the first element is
removed from the vectors in W , it is still strongly boundary
close and the problem is therefore the r − 1 dimensional
problem.
Proof of Theorem 6. Let G be the open set of all W , H pairs
that are close to W and H,
G=











W , H | J(W,H) W , H <  .

(A.1)

W̆, H̆ pairs that are not in
Let G be the set of all nonnegative

G and where max(W̆, H̆) ≤ 1 + max(R). The uniqueness of
R ensures that


R − W̆H̆ > 0,
F

(A.2)

for all [W̆, H̆] ∈ G. The fact that the Frobenius norm is
continuous, G is a closed bounded set, and the statement
above is positive ensures that
min

 

R − W̆H̆ = δ  > 0,
F

[W̆,H̆]∈G

(A.3)

since a continuous function attains its limits on a closed
bounded set [17, Theorem 4.28].The W̆, H̆ pairs that are
not in G and where max (W̆, H̆) > 1 + max(R) can either be
transformed by a diagonal matrix into a matrix pair from G,
[W̆D, D−1 H̆] ∈ G, having the same product (W̆H̆) or it can
be transformed into a pair where both W̆ and H̆ have large
elements, that is,




2

max W̆H̆ > 1 + max(R) = 1 + max(R),

(A.4)

and thereby R − W̆H̆F > 1.
Select δ to be δ = min(1, δ  )/2. The error of the desired
solution R = WH can be bounded by V − RF = NF < δ.
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Let V̆ be any matrix constructed by a nonnegative matrix pair
not from G. Because of the way δ is selected, V̆ − RF ≥ 2δ.
By the triangle inequality, we get




V̆ − V + V − RF ≥ V̆ − R
F
F




V̆ − V ≥ V̆ − R − V − RF
F
F

(A.5)

> 2δ − δ = δ > V − RF .
All solutions that are not in G therefore have a larger error
than WH and will not be the minimizer of the error.
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1. Introduction
Nonnegative matrix factorization (NMF) [1, 2] is a recent
method for factorizing a matrix as the product of two matrices, in which all elements are nonnegative. NMF has found
widespread application in many diﬀerent areas including
pattern recognition [3], clustering [4], dimensionality reduction [5], and spectral analysis [6, 7]. Many physical signals,
such as pixel intensities, amplitude spectra, and occurrence
counts, are naturally represented by nonnegative numbers.
In the analysis of mixtures of such data, nonnegativity
of the individual components is a reasonable constraint.
Recently, a very simple algorithm [8] for computing the NMF
was introduced. This has initiated much research aimed at
developing more robust and eﬃcient algorithms.
Eﬀorts have been made to enhance the quality of the
NMF by adding further constraints to the decomposition,
such as sparsity [9], spatial localization [10, 11], and smoothness [11, 12], or by extending the model to be convolutive
[13, 14]. Many extended NMF methods are derived by
adding appropriate constraints and penalty terms to a cost
function. Alternatively, NMF methods can be derived in a
probabilistic setting, based on the distribution of the data
[6, 15–17]. These approaches have the advantage that the
underlying assumptions in the model are made explicit.

In this paper, we present a general method for using
prior knowledge to improve the quality of the solutions
in NMF. The method is derived in a probabilistic setting,
and it is based on defining prior probability distributions
of the factors in the NMF model in a Gaussian process
framework. We assume that the nonnegative factors in the
NMF are linked by a strictly increasing function to an
underlying Gaussian process, specified by its covariance
function. By specifying the covariance of the underlying
process, we can compute NMF decompositions that agree
with our prior knowledge of the factors, such as sparseness,
smoothness, and symmetries. We refer to the proposed
method as nonnegative matrix factorization with Gaussian
process priors, or GPP-NMF for short.

2. NMF with Gaussian Process Priors
In the following, we derive a method for including prior
information in an NMF decomposition by assuming Gaussian process priors (for a general introduction to Gaussian
processes, see, e.g., Rasmussen and Williams [18].) In our
approach, the Gaussian process priors are linked to the
nonnegative factors in the NMF by a suitable link function.
To setup the notation, we start by deriving the standard NMF
method as a maximum likelihood (ML) estimator and then
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move on to the maximum a posteriori (MAP) estimator.
Then, we discuss Gaussian process priors and introduce a
change of variable that gives better optimization properties.
Finally, we discuss the selection of the link function.

2.1. Maximum Likelihood NMF
The NMF problem can be stated as
X = DH + N,

In this paper, we propose a method to build prior knowledge
into the solution of the NMF problem. We choose a prior
distribution pD,H (D, H) over the factors in the model, that
captures our prior beliefs and uncertainties of the solution
we seek. We then compute the maximum a posteriori (MAP)
estimate of the factors. Using Bayes’ rule, the posterior is
given by

(1)

RK ×L

is a data matrix that is factorized as the
where X ∈
product of two element-wise nonnegative matrices, D ∈
×M
×L
and H ∈ RM
, where R+ denotes the nonnegative
RK
+
+
reals. The matrix N ∈ RK ×L is the residual noise.
There exists a number of diﬀerent algorithms [8, 15–17,
19–21] for computing this factorization, some of which can
be viewed as maximum likelihood methods under certain
assumptions about the distribution of the data. For example,
least squares NMF corresponds to i.i.d. Gaussian noise [17],
and Kullback-Leibler NMF corresponds to a Poisson process
[6].
The ML estimate of D and H is given by


2.2. Maximum a Posteriori NMF



pD,H |X (D, H | X) =

pX |D,H (X | D, H)pD,H (D, H)
.
pX (X)

(6)

Since the numerator is constant, the negative log posterior is
the sum of a likelihood term that penalizes model misfit, and
a prior term that penalizes solutions that are unlikely under
the prior:
LD,H |X (D, H) ∝ LX |D,H (D, H) + LD,H (D, H).

(7)

The MAP estimate of D and H is




DMAP , HMAP = arg minLD,H |X (D, H),

(8)

D,H≥0

(2)

and it can again be computed using any appropriate optimization algorithm.

where LX |D,H (D, H) is the negative log likelihood of the
factors.

Example 2 (nonnegative sparse coding). An example of a
MAP NMF is nonnegative sparse coding (NNSC) [9, 22],
where the prior on H is i.i.d. exponential, and the prior on
D is flat with each column constrained to have unit norm

DML , HML = arg minLX |D,H (D, H),
D,H≥0

Example 1 (least squares NMF). An example of a maximum
likelihood NMF is the least squares estimate. If the noise is
i.i.d. Gaussian with variance σN2 , the likelihood of the factors
D and H can be written as
pXLS|D,H (X

1
| D, H) = √
KL exp
2πσN


−

X − DH2F

2σN2

1 
D (DH − X),
σN2



Dk = 1

∀k,

i, j

.

where ||Dk || is the Euclidean norm of the kth column of D.
This corresponds to the following penalty term in the cost
function:

(4)

where we use the proportionality symbol to denote equality
subject to an additive constant. To compute a maximum
likelihood estimate of D and H, the gradient of the negative
log likelihood is useful:
∇H LLS
X |D,H (D, H) =



λ exp − λHi, j ,

(9)

The negative log likelihood, which serves as a cost function
for optimization, is then
1
X − DH2F ,
2σN2





(3)

LLS
X |D,H (D, H) ∝

NNSC
(D, H) =
pD,H

LNNSC
D,H (D, H) ∝ λ

Hi, j .

(10)

i, j

The gradient of the negative log prior with respect to H is
then
∇H LNNSC
D,H = λ,

(11)

and the gradient with respect to D is zero, with the further
normalization constraint given in (9).

(5)

and the gradient with respect to D, which is easy to derive, is
similar because of the symmetry of the NMF problem.
The ML estimate can be computed by multiplicative
update rules based on the gradient [8], projected gradient
descent [19], alternating least squares [20], Newton-type
methods [21], or any other appropriate constrained optimization method.

2.3. Gaussian Process Priors
In the following, we derive the MAP estimate under the
assumption that the nonnegative matrices D and H are independently determined by a Gaussian process [18] connected
by a link function. The Gaussian process framework provides
a principled and practical approach to the specification of
the prior probability distribution of the factors in the NMF
model. The prior is specified in terms of two functions:
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Figure 1: Toy example data matrix (upper left), underlying noise-free nonnegative data (upper right), and estimates using the four methods
described in the text. The data has a fairly large amount of noise, and the underlying nonnegative factors are smooth in both directions. The
LS-NMF and CNMF decompositions are nonsmooth since these methods are not model of correlations in the factors. The GPP-NMF, which
uses a smooth prior, finds a smooth solution. When using the correct prior, the soulution is very close to the true underlying data.

(i) a covariance function that describes corellations in the
factors and (ii) a link function, that transforms the Gaussian
process prior into a desired distribution over the nonnegative
reals.
We assume that D and H are independent, so that we may
write
LD,H (D, H) = LD (D) + LH (H).

(12)

In the following, we consider only the prior for H, since the
treatment of D is equivalent due to the symmetry of the NMF
problem. We assume that there is an underlying variable
vector, h ∈ RLM , which is zero-mean multivariate Gaussian
with covariance matrix Σh :


ph (h) = 2π Σh

2 −(1/2)NL

1
exp − h Σh−1 h ,
2





pH (H)

 
  

= ph fh vec (H)
J fh vec (H)
∝ exp −



 


1 
fh vec (H) i ,
fh vec (H) Σh−1 fh vec (H)
2
i
(15)

where J(·) denotes the Jacobian determinant and fh is the
derivative of the link function. The negative log prior is then
LH (H)



1 
∝ fh vec (H) Σh−1 fh vec (H) −
2



log fh vec (H)

(14)

which operates element-wise on its input. The vec (·)
function in the expression stacks its matrix operand column
by column. The link function should be strictly increasing,
which ensures that the inverse exists. Later, we will further
assume that the derivatives of fh and fh−1 exist. Under these



i.

i

(16)

(13)

and linked to H via a link function, fh : R+ → R as
h = fh vec (H) ,

assumptions, the prior over H is given by (using the change
of variables theorem)

This expression can be combined with an appropriate likelihood function, such as the least-squares likelihood in (4)
and can be optimized to yield the MAP solution; however,
in our experiments, we found that a more simple and robust
algorithm can be obtained by making a change of variable as
explained next.

2.4. Change of Optimization Variable
Instead of optimizing over the nonnegative factors D and H,
we introduce the variables δ and η, which are related to D
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Figure 2: Underlying nonnegative factors in the toy example: columns of D (left) and rows of H (right). The factors found by the LS-NMF
and the CNMF algorithms are noisy, whereas the factors found by the GPP-NMF method are smooth. When using the correct prior, the
factors found are very similar to the true factors.

The prior distribution of the transformed variable η is

and H by






D = gd (δ) = vec −1 fd−1 Cd δ ,






H = gh (η) = vec −1 fh−1 Ch η ,



(17)

where the vec −1 (·) function maps its vector input into a
matrix of appropriate size. The matrices Cd and Ch are
the matrix square roots (Cholesky decompositions) of the
covariance matrices Σd and Σh , such that δ and η are standard
i.i.d. Gaussian.
This change of variable serves two purposes. First of all,
we found that optimizing over the transformed variables
was faster, more robust, and less prone to getting stuck in
local minima. Second, the transformed variables are not
constrained to be nonnegative, which allows us to use existing unconstrained optimization methods to compute their
MAP estimate.

pη (η) = pH gh (η)





J gh (η)



=

1
1 
LM/2 exp − 2 η η ,
(2π)
(18)

and the negative log prior is
1
Lη (η) ∝ η η.
2

(19)

To compute the MAP estimate of the transformed variables,
we must combine this expression for the prior (and a similar
expression for the prior of δ) with a likelihood function, in
which the same change of variable is made

 1
1
Lδ,η|X (δ, η) = LX |D,H gd (δ), gh (η) + δ  δ + η η.
2
2

(20)
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Then, the MAP solution can be found by optimizing over δ
and η as




δ MAP , ηMAP = arg minLδ,η|X (δ, η),

(21)

δ,η



and, finally, estimates of D and H can be computed using
(17).
Example 3 (least squares nonnegative matrix factorization
with Gaussian process priors (GPP-NMF)). If we use the
least squares likelihood in (4), the posterior distribution in
(20) is given by
LLS-GPP
δ,η|X (δ, η)

1  −2
=
σ X − gd (δ)gh (η)
2 N

2
F

where λ is an inverse scale parameter. The derivative of the
inverse link function, which is needed for the parameter
estimation, is given by





−1

fh

⎧
⎪
⎪
⎨√2

p(x) = ⎪ 2πs
⎪
⎩0,

+δ δ+η η .



  −1    

= σN−2 vec gd (δ) gd (δ)gh (η) − X
fh
Ch η Ch +η,

(23)
where denotes the Hadamard (element-wise) product. The
derivative with respect to δ is similar due to the symmetry of
the NMF problem.

Any strictly increasing link function that maps the nonnegative reals to the real line can be used in the proposed
framework; however, in order to have a better probabilistic
interpretation of the prior distribution, we propose a simple
principle for choosing the link function. We choose the link
function such that fh−1 maps the marginal distribution of the
elements of the underlying Gaussian process vector h into
a specifically chosen marginal distribution of the elements
of H. Such an inverse function can be found as fh−1 (hi ) =
PH−1 (Ph (hi )), where P(·) denotes the marginal cumulative
distribution functions (CDFs).
Since the marginals of a Gaussian process are Gaussian,
Ph (hi ) is the Gaussian (CDF), and, using (13), the inverse link
function is given by
 





1 1
h
+ Φ √i
2 2
2σi



,

(24)

where σi2 is the ith diagonal element of Σh and Φ(·) is the
error function.
Example 4 (exponential-to-Gaussian link function). If we
choose to have exponential marginals in H, as in NNSC
described in Example 2, we select PH as the exponential CDF.
The inverse link function is then
−1

fh

 



exp



x2
− 2 , x ≥ 0,
2s
x < 0.

(27)
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and the derivative of the inverse link function is


−1
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s
hi =
exp
2σi



 2

fh−1 hi
2s2



h2
− i2 .
2σi

(29)

2.6. Summary of the GPP-NMF Method
The GPP-NMF method can be summarized in the following
steps.

2.5. Link Function

−1
fh−1 hi = PH

(26)

Using this pdf in (24), the inverse link function is

The MAP estimate of δ and η is found by minimizing this
expression, for which the derivative is useful
∇η LLS-GPP
δ,η|X (δ, η)



 
h2
1
exp λ fh−1 hi − i 2 .
hi = √
2πσi λ
2σi

Example 5 (rectified-Gaussian-to-Gaussian link function).
Another interesting nonnegative distribution is the rectified
Gaussian given by



(22)



 





1
1 1
hi
hi = − log
− Φ √
λ
2 2
2σi



,

(25)

(i) Choose a suitable negative log-likelihood function
LX |D,H (D, H) based on knowledge of the distribution
of the data or the residual.
(ii) For each of the nonnegative factors D and H, choose
suitable link and covariance functions according to
your prior beliefs. If necessary, draw samples from the
prior distribution to examine its properties.
(iii) Compute the MAP estimate of δ and η by (21) using
any suitable unconstrained optimization algorithm.
(iv) Compute D and H using (17).
Our Matlab implemention of the GPP-NMF method is
available online [23].

3. Experimental Results
We will demonstrate the proposed method on two examples,
first a toy example, and second an example taken from the
chemical shift brain imaging literature.
In our experiments, we use the least squares GPP-NMF
described in Example 3 and the link functions described in
Examples 4-5. The specific optimization method used to
compute the GPP-NMF MAP estimate is not the topic of this
paper, and any unconstrained optimization algorithm could
in principle be used. In our experiments, we used a simple
gradient descent with line search to perform a total of 1000
alternating updates of δ and η, after which the algorithm
had converged. For details of the implementation, see the
accompanying Matlab code [23].

6

Computational Intelligence and Neuroscience

3.1. Toy Example

6

We generated a 100 × 200 data matrix, Y, by taking a random
sample from the GPP-NMF model with two factors. We
chose the generating covariance function for both δ and η
as a Gaussian radial basis function (RBF)

5



φ(i, j) = exp


2

−

(i − j)
β2

RMSE

4
3
2

,

(30)

where i and j are two sample indices, and the length-scale
parameter, which determines the smoothness of the factors,
was β2 = 100. We set the covariance between the two factors
to zero, such that the factors were uncorrelated. For the
matrix D, we used the rectified-Gaussian-to-Gaussian link
function with s = 1; and for H, we used the exponentialto-Gaussian link function with λ = 1. Finally, we added
independent Gaussian noise with variance σN2 = 25, which
resulted in a signal-to-noise ratio of approximately −7 dB.
The generated data matrix is shown in Figure 1.
We then decomposed the generated data matrix using the
following four diﬀerent methods:
(i) LS-NMF: standard least squares NMF [8]. This algorithm does not allow negative data points, so these
were set to zero in the experiment.
(ii) CNMF: constrained NMF [6, 7], which is a least
squares NMF algorithm that allows negative observations.
(iii) GPP-NMF: correct prior: the proposed method with
correct link functions, covariance matrix, and parameter values.
(iv) GPP-NMF: incorrect prior: to illustrate the sensitivity
of the method to prior assumptions, we evaluated the
proposed method with incorrect prior assumptions:
we switched the link functions, such that for D we
used the exponential-to-Gaussian, and for H we used
the rectified-Gaussian-to-Gaussian. We used an RBF
covariance function with β2 = 10 and β2 = 1000 for D
and H, respectively.
The results of the decompositions are shown as reconstructed data matrices in Figure 1. All four methods find
solutions that visually appear to fit the underlying data. Both
LS-NMF and CNMF find nonsmooth solutions, whereas
the two GPP-NMF results are smooth in accordance with
the priors. In the GPP-NMF with incorrect prior, the dark
areas (high-pixel intensities) appear too wide in the first axis
direction and too narrow in the section axis direction, due
to the incorrect setting of the covariance function. The GPPNMF with correct prior is visually almost equal to the true
underlying data.
Plots of the estimated factors are show in Figure 2. The
factors estimated by the LS-NMF and the CNMF methods
appear noisy and are nonsmooth, whereas the factors estimated by the GPP-NMF are smooth. The factors estimated
by the LS-NMF method have a positive bias, because of the
truncation of negative data. The GPP-NMF with incorrect
prior has too many local extrema in the D factor and too few
in the H factor due to the incorrect covariance functions.

1
0

Noisy data

NMF
CNMF

Noise free data

Underlying factors

GPP-NMF: incorrect prior
GPP-NMF: correct prior

Figure 3: Toy example: root mean squared error (RMSE) with
respect to the noisy data, the underlying noise-free data, and
the true underlying nonnegative factors. The CNMF solution fits
the noisy data slightly better, but the GPP-NMF solution fits the
underlying data much better.

There are only minor diﬀerence between the result of the
GPP-NMF with the correct prior and the underlying factors.
Measures of root mean squared error (RMSE) of the four
decompositions are given in Figure 3. All four methods fit the
noisy data almost equally well. (Note that, due to the additive
noise with variance 25, a perfect fit to the underlying factors
would result in an RMSE of 5 with respect to the noisy data.)
The LS-NMF fits the data worst due to the truncation of
negative data points, and the CNMF fits the data best, due
to overfitting. With respect to the noise-free data and the
underlying factors, the RMSE is worst for the LS-NMF and
best for the GPP-NMF with correct prior. The GPP-NMF
with incorrect prior is better than both LS-NMF and CNMF
in this case. This shows that in this situation it is better to
use a prior which is not perfectly correct, compared to using
no prior as in the LS-NMF and CNMF methods, (which
corresponds to a flat prior over the nonnegative reals and no
correlations).

3.2. Chemical Shift Brain Imaging Example
Next, we demonstrate the GPP-NMF method on 1 H decoupled 31 P chemical shift imaging data of the human brain. We
use the data set from Ochs et al. [24], which has also been
analyzed by Sajda et al. [6, 7]. The data set, which is shown
in Figure 4, consists of 512 spectra measured on an 8 × 8 × 8
grid in the brain.
Ochs et al. [24] use PCA to determine that the data set
is adequately described by two sources (which correspond to
brain and muscle tissue). They propose a bilinear Bayesian
approach, in which they use a smooth prior over the
constituent spectra, and force to zero the amplitude of the
spectral shape corresponding to muscle tissue at 12 positions
deep inside the head. Their approach produces physically
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−20
−1
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256
128
1

−10
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0

−20
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Figure 4: Brain imaging data matrix (top) along with the estimated decomposition and residual for the CNMF (middle) and GPP-NMF
(bottom) methods. In this view, the results of the two decompositions are very similar, the data appears to be modeled equally well and the
residuals are similar in magnitude.

0.2
0.1
0
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0
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−15

−20
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−20
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(a)
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0

5

0

−5

−10
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Figure 5: Brain imaging data: random draw from the prior distribution with the parameters set as described in the text. The prior
distribution of the constituent spectra (left) is exponential and smooth, and the spatial distribution (right) in the brain is exponential,
smooth, and has a left-to-right symmetry.

plausible results, but it is computationally very expensive and
takes several hours to compute.
Sajda et al. [6, 7] propose an NMF approach that is
reported also to produce physically plausible results. Their
method is several orders of magnitude faster, taking less than
a second to compute. The disadvantage of the method of
Sajda et al. compared to the Bayesian approach of Ochs et al.

is that it provides no mechanism for using prior knowledge
to improve the solution.
The GPP-NMF approach we propose in this paper
bridges the gap between the two previous approaches, in
the sense that it is a relatively fast NMF approach, in which
priors over the factors can be specified. These priors are
specified by the choice of the link and covariance functions.
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Figure 6: CNMF decomposition result. The recovered spectra are physically plausible, and the spatial distribution in the brain for the muscle
(top) and brain (bottom) tissue is somewhat separated. Muscle tissue is primarily found near the edge of the skull, whereas brain tissue is
primarily found at the inside of the head.
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Figure 7: GPP-NMF decomposition result. The recovered spectra are very similar to the spectra found by the CNMF method, but they are
slightly more smooth. The spatial distribution in the brain is highly separated between brain and muscle tissue, and it is more symmetric
than the CNMF solution.

We used prior predictive sampling to find reasonable settings
of the the function parameters: we drew random samples
from the prior distribution and examined properties of the
factors and reconstructed data. We then manually adjusted
the parameters of the prior to match our prior beliefs. An
example of a random draw from the prior distribution is

shown in Figure 5, with the parameters set as described
below.
We assumed that the factors are uncorrelated, so the
covariance between factors is zero. We used a Gaussian RBF
covariance function for the constituent spectra, with a length
scale of β = 0.3 parts per million (ppm), and we used the
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exponential-to-Gaussian link function with λd = 1. This gave
a prior for the spectra that is sparse with narrow smooth
peaks. For the amplitude at the 512 voxels in the head, we
used a Gaussian RBF covariance function on the 3D voxel
indices, with length scale β = 2. Furthermore, we centered
the left-to-right coordinate axis in the middle of the brain,
and computed the RBF kernel on the absolute value of this
coordinate, so that a left-to-right symmetry was introduced
in the prior distribution. Again, we used the exponentialto-Gaussian link function, and we chose λh = 2 · 10−4 to
match the overall magnitude of the data. This gave a prior
for the amplitude distribution that is sparse, smooth, and
symmetric. The noise variance was set to σN2 = 108 which
corresponds to the noise level in the data set.
We then decomposed the data set using the proposed
GPP-NMF algorithm and, for comparison, reproduced the
results of Sajda et al. [7] using their CNMF method. The
results of the experiments are shown in Figure 4. An example
of a random draw from the prior distribution is shown in
Figure 5. The results of the CNMF is shown in Figure 6,
and the results of the GPP-NMF is shown in Figure 7. The
figures show the constituent spectra and the fifth axial slice
of the spatial distribution of the spectra. The 8 × 8 spatial
distributions are smoothed in the illustration, similar to the
way the results are visualized in the literature.
The results show that both methods give physically
plausible results. The main diﬀerence is that the spatial
distribution of the spectra corresponding to muscle and
brain tissue is much more separated in the GPP-NMF result,
which is due to the exponential, smooth, and symmetric
prior distribution. By including prior information, we obtain
a solution, where the factor corresponding to muscle tissue is
clearly located on the edge of the skull.

4. Conclusions
We have introduced a general method for exploiting prior
knowledge in nonnegative matrix factorization, based on
Gaussian process priors, linked to the nonnegative factors
by a link function. The method can be combined with
any existing NMF cost function that has a probabilistic
interpretation, and any existing unconstrained optimization
algorithm can be used to compute the maximum a posteriori
estimate.
Experiments on toy data show that with a suitable
selection of the prior distribution of the nonnegative factors,
the GPP-NMF method gives much better results in terms of
estimating the true underlying factors, both when compared
to traditional NMF and CNMF.
Experiments on chemical shift brain imaging data show
that the GPP-NMF method can be successfully used to
include prior knowledge of the spectral and spatial distribution, resulting in better spatial separation between spectra
corresponding to muscle and brain tissue.
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1. Introduction
The use of factorisation-based approaches for the separation
of musical sound sources dates back to the early 1980s
when Stautner used principal component analysis (PCA)
to separate diﬀerent tabla strokes [1]. However, it was not
until the development of independent component analysis
(ICA) [2] and techniques such as sparse coding [3, 4]
and nonnegative matrix factorisation (NMF) [5, 6] that
factorisation-based approaches received much attention for
the analysis and separation of musical audio signals [7–11].
Factorisation-based approaches were initially applied to
single channel separation of musical sources [7–10], where
time-frequency analysis was performed on the input signal,
yielding a spectrogram X of size n × m. This spectrogram was
then factorised to yield a reduced rank approximation
 = AS,
X≈X

(1)

where A is of size n × r and S is of size r × m, with r
less than n and m. In this case, the columns of A contain
frequency basis functions, while the corresponding rows of S
contain amplitude basis functions which describe when the
frequency basis functions are active. Typically this is done

on a magnitude or power spectrogram, and this approach
makes the assumption that the spectrograms generated by
the basis function pairs sum together to generate the mixture
spectrogram. This does not take into account the eﬀects of
phase when the spectrograms are added together, and in
the case of magnitude spectrograms this assumption is only
true if the sources do not overlap in time and frequency,
while it holds true on average for power spectrograms. Where
the various techniques diﬀer is in how this factorisation
is achieved. Casey and Westner [7] used PCA to achieve
dimensional reduction and then performed ICA on the
retained principal components to achieve independent basis
functions, while more recent work has focused on the use of
nonnegativity constraints in conjunction with a suitable cost
function [8, 9].
A commonly used cost function is the generalised
Kullback-Leibler divergence proposed by Lee and Seung [5]:


 
Xi j


Xi j log
− Xi j + Xi j
D X X =
ij
X
ij


(2)

which is equivalent to assuming a Poisson noise model
for the data [12]. This cost function has been widely used
due to its ease of implementation, lack of parameters, and
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the fact that it has been found to give reasonable results
in many cases [13, 14]. A sparseness constraint can also
be added to this cost function, and multiplicative update
equations which ensure nonnegativity can be derived for
these cost functions [15]. Other cost functions have been
developed for factorisation of audio spectrograms such as
that of Abdallah and Plumbley which assumes multiplicative
gamma-distributed noise in power spectrograms [16]. A
similar cost function recently proposed by Parry and Issa
attempts to incorporate phase into the factorisation by
using a probabilistic phase model [17, 18]. Families of
parameterised cost functions have been proposed, such as the
Beta divergence [19], and Csiszar’s divergences [20]. The use
of the Beta divergence for the separation of speech signals
has been investigated by O’Grady [21], who also proposed a
perceptually-based noise to mask ratio as a cost function.
Regardless of the cost function used, the resultant
decomposition is linear, and as a result each basis function
pair typically corresponds to a single note or chord played
by a given pitched instrument. Therefore, in order to
achieve sound source separation, some method is required to
group the basis functions by source or instrument. Diﬀerent
grouping methods have been proposed in [7, 8], but in
practice it is diﬃcult to obtain the correct clustering for
reasons discussed in [22].

1.1. Tensor Notation
When dealing with tensor notation, we use the conventions
described by Bader and Kolda in [23]. Tensors are denoted
using calligraphic uppercase letters, such as A. Rather than
using subscripts to indicate indexing of elements within
a tensor or matrix, such as Xi, j , indexing of elements is
instead notated by X(i, j). When dealing with contracted
product multiplication of two tensors, if W is a tensor of
size I1 × · · · × IN × J1 × · · · × JM and Y is a tensor of size
I1 × · · · × IN × K1 × · · · × KP , then contracted product
multiplication of the two tensors along the first N modes is
given by


W Y{1:N,1:N } j1 , . . . , jm , k1 , . . . , k p
=

I1

i1 =1

···

IN

iN =1



W i1 , . . . , iN , j1 , . . . , jM



(3)



× Y i1 , . . . , iN , k1 , . . . , kP ,

where the modes to be multiplied are specified in the
subscripts that are contained in the angle brackets.
Elementwise multiplication and division are represented
by ⊗ and , respectively, and outer product multiplication
is denoted by ◦. Further, for simplicity of notation, unless
otherwise stated, we use the convention that : k denotes the
tensor slice associated with the kth source, with the singleton
dimension included in the size of the slice.

1.2. Tensor Factorisation
Recently, the above matrix factorisation techniques have
been extended to tensor factorisation models to deal with

stereo or multichannel signals by FitzGerald et al. [24] and
Parry and Essa [25]. The signal model can be expressed as
=
X≈X

B


G:b ◦ A:b ◦ S:b ,

(4)

b=1

where X is an r × n × m tensor containing the spectrograms
of the r channels, G is an r × B matrix containing the gains
of the B basis functions in each channel, A is a matrix of size
n × B containing a set of frequency basis functions, and S is a
matrix of size m×B containing the amplitude basis functions.
In this case, : b is used to denote the bth column of a given
matrix.
As a first approximation, many commercial stereo
recordings can be considered to have been created by
obtaining single-channel recordings of each instrument individually and then summing and distributing these recordings
across the two channels, with the result that for any given
instrument, the only diﬀerence between the two channels lies
in the gain of the instrument [26]. The tensor factorisation
model provides a good approximation to this case. The
extension to tensor factorisation also provides another source
of information which can be leveraged to cluster the basis
functions, namely that basis functions belonging to the same
source should have similar gains. However, as the number of
basis functions increases it becomes more diﬃcult to obtain
good clustering using this information, as basis functions
become shared between sources.

2. Shift-Invariant Factorisation Algorithms
The concept of incorporating shift invariance in factorisation
algorithms for sound source separation was introduced
in the convolutive factorisation algorithms proposed by
Smaragdis [27] and Virtanen [28]. This was done in
order to address a particular shortcoming of the standard
factorisation techniques, namely that a single frequency basis
function is unable to successfully capture sounds where
the frequency content evolves with time, such as spoken
utterances and drum sounds. To overcome this limitation,
the amplitude basis functions were allowed to shift in time,
with each shift capturing a diﬀerent frequency basis function.
When these frequency basis functions were combined, the
result was a spectrogram of a given source that captured the
temporal evolution of the frequency characteristics of the
sound source.
Shift invariance in the frequency basis functions was later
developed as a means of overcoming the problem of grouping the frequency basis functions to sources, particularly in
the case where diﬀerent notes played by the same instrument
occurred over the course of a spectrogram [14, 29]. This
shortcoming had been addressed by Vincent and Rodet using
a nonlinear ISA approach [30], but this technique required
pretraining of source priors before separation.
When incorporating shift invariance in the frequency
basis functions, it is assumed that all notes played by a
single pitched instrument consist of translated versions of a
single frequency basis function. This single instrument basis
function is then assumed to represent the typical frequency
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characteristics of that instrument. This is a simplification
of the real situation, where in practice, the timbre of a
given instrument does change with pitch [31]. Despite
this, the assumption does represent a valid approximation
over a limited pitch range, and this assumption has been
used in many commercial music samplers and synthesisers,
where a prerecorded note of a given pitch is used to
generate other notes close in pitch to the original note. The
principal advantage of using shift invariance in the frequency
basis functions is that instead of having basis functions
which must be grouped to their respective sources before
separation can occur, as in standard NMF, the frequency shift
invariant model allows individual instruments or sources to
be modelled explicitly with each source having an individual
slice of the tensors to be estimated.
Up till now, the incorporation of shift invariance in the
frequency basis functions required the use of a spectrogram
with log-frequency resolution, such as the constant Q transform (CQT) [32]. Alternatively, a log-frequency transform
can be approximated by weighted summation of linearfrequency spectrogram bins, such as obtained from a shorttime Fourier transform. This can be expressed as
X = RY,

(5)

where Y is a linear-frequency spectrogram with f frequency
bins and t time frames. R is a frequency weighting matrix
of size c f × f which maps the f linear-frequency bins
to c f log-frequency bins, with c f < f and X is a logfrequency spectrogram of size c f × t. It can be seen that R
is a rectangular matrix and so no true inverse exists, making
any mapping back from log-frequency resolution to linear
frequency resolution only an approximate mapping.
If the frequency resolution of the log-frequency transform is set so that the center frequencies of the bands are
given by fx = f0 βx−1 , where fx denotes the center frequency
of the xth band, β= 21/12 , and f0 is a reference frequency,
then the spacing of the bands will match that of the equaltempered scale used in western music. A shift up or down
by one bin will then correspond to a pitch change of one
semitone.
In the context of this paper, translation of basis functions
is carried out by means of translation tensors, though other
formulations, such as the shift operator method proposed
by Smaragdis [27] can be used. To shift an n × 1 vector, an
n × n translation matrix is required. This can be generated by
permuting the columns of the identity matrix. For example,
in the case of shifting a basis function up by one, the
translation matrix can be obtained from I(:, [n, 1 : n − 1]),
where the identity matrix is denoted by I and the ordering
of the columns is contained in the square brackets where
[n, 1 : n − 1] indicates that n is the first element in the
permutation, followed by entries of 1 : n − 1. For Z allowable
translations, these translation matrices are then grouped into
a translation tensor of size n × Z × n.
Research has also been done on allowing more general
forms of invariance, such as that of Eggert et al. on
transformation invariant NMF [33], where all forms of
transformation such as translation and rotation are dealt

with by means of a transformation matrix. However, their
model has only been demonstrated on translation or shift
invariance. Further, while a transformation matrix could
potentially be used to allow the use of linear frequency
resolution through the use of a matrix that stretches the
spectrum, it has been noted elsewhere that this stretching
is diﬃcult to perform using a discrete linear frequency
representation [13].

2.1. Shifted 2D Nonnegative
Tensor Factorisation
All of the algorithms incorporating shift invariance can
be seen as special cases of a more general model, shifted
2D nonnegative tensor factorisation (SNTF), proposed by
FitzGerald [34], and separately by [35]. The SNTF model can
then be described as
X≈

K

k=1

G:k

T A:k

{3,1}

S:k P


{3,1} {2:4,1:3}

{2,2}

,

(6)

where X is a tensor of size r × n × m, containing the
magnitude spectrograms of each channel of the signal. G is
a tensor of size r × K, containing the gains of each of the K
sources in each of the r channels. T is an n × z × n translation
tensor, which translates the instrument basis functions in
A up or down in frequency, where z is the number of
translations in frequency, thereby approximating diﬀerent
notes played by a given source. A is a tensor of size n × K × p,
where p is the number of translations across time. S is a
tensor of size z × K × m containing the activations of the
translations of A which indicate when a given note played by
a given instrument occurs, thereby generating a transcription
of the signal. P is an m × p × m translation tensor which
translates the time activation functions contained in S across
time, thereby allowing time-varying source or instrument
spectra. These tensors, their dimensions, and functions are
summarised in Table 1 for ease of reference, as are all tensors
used in subsequent models. If the number of channels is
set to r = 1, and the allowable frequency translations z are
also set to one, then the model collapses to that proposed
by Virtanen in [28]. Similarly, setting p = 1 results in the
model proposed in [36], while setting both r and p to one
results in the model described in (4). In [34], the generalised
Kullback-Leibler divergence is used as a cost function, and
multiplicative update equations derived for G, A, and S.
When using SNTF, a given pitched instrument is modelled by an instrument spectrogram which is translated up
and down in frequency to give diﬀerent notes played by the
instrument. The gain parameters are then used to position
the instrument in the correct position in the stereo field.
A spectrogram of the kth separated source can then be
estimated from (6) using only the tensor slices associated
with the kth source. This spectrogram can then be inverted to
a time-domain waveform by reusing the phase information
of the original mixture signal, or by generating a set of
phase information using the technique proposed by Slaney
[37]. Alternatively, the recovered spectrogram can be used

4
to generate a Wiener-type filter which can be applied to the
original complex short-time Fourier transform.
As noted previously, the mapping from log-frequency to
linear-frequency domains is an approximate mapping and
this can have an adverse eﬀect on the sound quality of the
resynthesis. Various methods for performing this mapping
and obtaining an inverse CQT have been investigated [38,
39]. However, a simpler method of overcoming this problem
is to incorporate the mapping into the model. This can
be done by replacing T in (6) with RT {2,1} , where R
is an approximate map from log to linear domains. This
mapping can simply be the transpose of R, the mapping
used in (5). Shift invariance is still implemented in the logfrequency domain, but the cost function is now measured in
the linear-frequency domain. This is similar to the method
proposed by O’Grady when using noise-to-mask ratio as
a cost function [21]. O’Grady included the mapping from
linear to Bark domain in his algorithm, as the cost function
needed to be measured in the Bark scale domain. It was
noted that this resulted in energy spreading in the magnitude
spectrogram domain. In the modified SNTF algorithm, the
opposite case applies, we wish to measure the cost function
in the linear magnitude spectrogram domain, as opposed
to a log-frequency domain, and the incorporation of the
mapping results in less energy spreading in the frequency
basis functions in the constant Q domain. It also has the
advantage of performing the optimisation in the domain
from which the final inversion to the time domain will take
place. Despite this, the use of an approximate mapping still
has adverse eﬀects on the resynthesis quality.
In order to overcome these resynthesis problems,
Schmidt et al. proposed using the spectrograms recovered
to create masks which are then used to refilter the original
spectrogram [40]. Schmidt et al. used a binary masking
approach where bins were allocated to the source which
had the highest power at that bin. In this paper, we use a
refiltering method where the recovered source spectrogram
is multiplied by the original mixture spectrogram as it
was found that this gave better results than the previously
described method.
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Table 1: Summary of the tensors used, their dimensions, and function, in the various shift-invariant factorisation models included in
this paper. Tensors that occur in multiple models are not repeated.

SNTF

SSNTF
SF-SSNTF
SF-SSNTF + N

X

X
G
T
A
S
P
H
W
F
M
B
C
Q

r ×n×m
r ×n×m
r ×K
n×z×n
n×K × p
z×K ×m
m× p×m
n×z×h
h×K × p
n×K ×n
r ×L
n×L×q
L×m
m×q×m

harmonic as it is possible for the peaks to occur at points that
are not at the centre of the harmonic regions.
An alternative approach to the problem of imposing
harmonicity constraints on the basis functions is to note
that the magnitude spectrum of a windowed sinusoid
can be calculated directly in closed-form as a shifted and
scaled version of the window’s frequency response [41]. For
example, using a Hann window, the magnitude spectrum of
a sinusoid of frequency f0 = h2π/ fs , where h is frequency in
Hz, fs is the sampling frequency in Hz, and N is the desired
FFT, is given by



X(x) = 0.5D(g) + 0.25 D1 (g) + D2 (g) ,

While SNTF has been shown to be capable of separating
mixtures of harmonic pitched instruments [34], a potential
problem with the method is that there is no guarantee that
the basis functions will be harmonic. A form of harmonic
constraint, whereby the basis functions are only allowed
to have nonzero values at regions which correspond to a
perfectly harmonic sound, has been proposed by Virtanen
[13] and later by Raczynski et al. [11], who used it for
the purposes of multipitch estimation. However, with this
technique, there is no guarantee that values returned in
the harmonic regions of the basis functions will correspond
to the actual shape that a sinusoid would have if present.
It has also been noted by Raczynski that the structure
returned when using this constraint may not always be purely

(7)

where g = fx − f0 , with fx = x2π/N being the centre
frequency of the xth FFT bin and where D is defined as
D(g) =

3. Sinusoidal Shifted 2D Nonnegative
Tensor Factorisation

Signal spectrograms
Approximation of X
Instrument gains
Translation tensor (freq.)
Instrument basis functions
Note activations
Translation tensor (time)
Harmonic dictionary
Harmonic weights
Formant filters
Noise instrument gains
Noise basis functions
Noise activations
Noise translation tensor

sin(gN/2)
,
sin(g/2)

(8)

with D1 (g) = D(g − 2π/N) and D2 (g) = D(g + 2π/N). It
is then proposed to use an additive synthesis type model,
where each note is modelled as a sum of sinusoids at integer
multiples of the fundamental frequency of the note, with the
relative strengths of the sinusoids giving the timbre of the
note played. This spectral domain approach has been used
previously to perform additive synthesis, in particular the
inverse FFT method of Freed et al. [42].
For a given pitch and a given number of harmonics, the
magnitude spectra of the individual sinusoids can be stored
in a matrix of size n × h, where n is the number of bins in
the spectrum, and h is the number of harmonics. This can be
repeated for each of the allowed z notes, resulting in a tensor
of size n × z × h. In eﬀect, this tensor is a signal dictionary
consisting of the magnitude spectra of individual sinusoids
related to the partials of each allowable note. Again taking a
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Hann window as an example, the tensor can then be defined
as

 
  
 
H (x, i, j) = 0.5D gxi j + 0.25 D1 gxi j + D2 gxi j ,

(9)
where gxi j = fx − fi, j with fi, j = h0 βi−1 j2π/ fs , h0 is
the frequency in hertz of the lowest allowable note and β
is as previously defined in Section 2. This assumes equaltempered tuning, but other tuning systems can also be used.
It is also possible to take into account inharmonicity
in the positioning of the partials through the use of inharmonicity factors. For example, in the case of instruments
containing stretched strings, fi, j can be calculated as


fi, j = h0 β

i−1





1 + j2 − 1 α
j2π
,
fs

(10)

where α is the inharmonicity factor for the instrument in
question [43]. In practice, the magnitude spectra will be close
to zero except in the regions around fi, j , and so it is usually
suﬃcient to calculate the values of T (x, i, j) for ten bins on
either side of fi, j and to leave the remaining bins at zero.
Further, the frequencies of the lowest partial of the lowest
note, and the highest partial of the highest note place limits
on the region of the spectrogram which will be modelled, and
so spectrogram frequency bins outside of these ranges can be
discarded. If a small number of harmonics are required, this
can considerably reduce the number of calculations required,
thereby speeding up the algorithm.
H contains sets of harmonic partials all of equal gain.
In order to approximate the timbres of diﬀerent musical
instruments, these partials must be weighted in diﬀerent
proportions. These weights can be stored in a tensor of size
h × K × p, where K is the number of instruments and p
is the number of translations across time, thereby allowing
the harmonic weights to vary with time. Labeling the weights
tensor as W , the model can be described as
X=

K


G:k

H W:k

k=1

{3,1}

S:k P


{3,1} {2:4,1:3}

{2,2}

.
(11)

Using the generalised Kullback-Leibler divergence as a cost
function, multiplicative update equations can be derived as
G:k = G:k ⊗

W:k = W:k ⊗

S:k = S:k ⊗

DH {2,1} W:k
OH {2,1} W:k








G:k ◦ H D
G:k ◦ H O









{4,1} S:k {3:4,1:2} P {2:4,3:1}

{4,1} S:k {3:4,1:2} P {2:4,3:1}

,

{[1,3],1:2}

S:k P

{3,1} {[1,2,4],[1,2,4]}

{[1,3],1:2}

S:k P

{3,1} {[1,2,4],[1,2,4]}

G:k ◦ H A:k

{[2,5],[2,1]} D {1:2,1:2} P {2:3,[2,1]}

G:k ◦ H A:k

{[2,5],[2,1]} O {1:2,1:2} P {2:3,[2,1]}

,

,

(12)
 and O is an all-ones tensor with the same
where D = X  X
dimensions as X, and all divisions are taken as elementwise.

These update equations are similar to those of SNTF, just
replacing T and A, with a sinusoidal signal dictionary H ,
and a set of harmonic weights W , respectively. It is proposed
to call this new algorithm sinusoidal shifted 2D nonnegative
tensor factorisation (SSNTF) as it explicitly models the
signal as the summation of weighted harmonically related
sinusoids, in eﬀect incorporating an additive synthesis model
into the tensor factorisation framework. SSNTF can still be
considered as shift invariant in frequency, as the harmonic
weights are invariant to where in the frequency spectrum the
notes occur.
An advantage of SSNTF is that the separation problem is
now completely formulated in the linear-frequency domain,
thereby eliminating the need to use an approximate mapping
from log to linear frequency domains at any point in
the algorithm, which removes the potential for resynthesis
artifacts due to the mapping. Resynthesis of the separated
time-domain waveforms can be carried out in a similar
manner to that of SNTF, or alternatively, one can take
advantage of the use of the additive synthesis model to
reconstruct the separated signal using additive synthesis.
The SSNTF algorithm was implemented in Matlab
using the Tensor Toolbox available from [44], as were all
subsequent algorithms described in this paper. The cost
function was always observed to decrease with each iteration.
However, when running SSNTF, it was found that the best
results were obtained when the algorithm was given an
estimate of what frequency region each source was present in.
This was typically done by giving an estimate of the pitch of
the lowest note of each source. For score-assisted separation,
such as that proposed by [45], this information will be readily
available. The incorporation of this information has the
added benefit of fixing the ordering of the sources in most
cases. In cases where there is no score available, estimates
can be obtained by running SNTF first and determining the
pitch information from the recovered basis functions before
running SSNTF. At present, research is being undertaken on
devising alternate ways of overcoming this problem.
As an example of the improved reconstruction that
SSNTF can provide, Figure 1 shows the frequency spectrum
of a flute note separated from a single channel mixture of
flute and piano. SNTF and SSNTF were performed on this
example using 9 translations in frequency and 5 translations
in time. All other parameters were set as described later
in Section 6. The first spectrum is that of the flute note
taken from the original unmixed flute waveform, the second
spectrum is that of the recovered flute note using SNTF, with
the mapping from log to linear domains included in the
model, while the third spectrum is that returned by SSNTF.
It can be appreciated that the spectrum returned by SSNTF
is considerably closer to the original than that returned by
SNTF. This demonstrates the utility of using an approach
which is formulated in the linear frequency domain.
Figure 2 shows the original mixture spectrogram of
piano and flute, while Figure 3(a) shows the unmixed flute
spectrogram, with Figures 3(b), 3(c), and 3(d) showing
the SNTF-separated flute spectrogram, the SNTF-separated
flute spectrogram using refiltering, and the SSNTF-separated
spectrogram, respectively. Figure 4(a) shows the unmixed

50
800

1000

1200

1400
1600
Frequency (Hz)

1800

50
1400
1600
Frequency (Hz)

1800

(b)

Amplitude

0

100

1

1.5

1000

1200

1400
1600
Frequency (Hz)

1800

2000

(c)

0

Frequency (Hz)
0

0.5

1

1.5

2
2.5
Time (s)

3

3

3.5

0.5

1

1.5

2
2.5
Time (s)

3

3.5

2
2.5
Time (s)

3

3.5

2
2.5
Time (s)

3

3.5

2
2.5
Time (s)

3

3.5

(b)
5000
4000
3000
2000
1000
0

0.5

1

1.5
(c)

5000
4000
3000
2000
1000
0

Figure 1: Spectra of flute note, original, SNTF, and SSNTF, respectively.
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Figure 2: Spectrogram of piano and flute mixture.

Figure 3: Spectrogram of flute signal, (a) original unmixed, (b)
SNTF, (c) refiltered SNTF, (d) SSNTF, (e) source-filter SSNTF.

piano spectrogram, with Figures 4(b), 4(c), and 4(d) showing the SNTF-separated piano spectrogram, the SNTFseparated piano spectrogram obtained using refiltering, and
the SSNTF-separated spectrogram, respectively. It can be
seen that the spectrograms recovered using SSNTF are
considerably closer to the original spectrograms than that
recovered directly from SNTF, where the smearing due to the
approximate mapping from log to linear domains is clearly
evident. Considerably improved recovery of the sources was
also noted on playback of the separated SSNTF signals in
comparison to those obtained using SNTF directly. The
spectrograms obtained using SNTF in conjunction with
refiltering can be also seen to be considerably closer to
the original spectrograms than any of the other methods.
However, on listening, the sound quality is still less than
that obtained using SSNTF. Further, as will be seen later,
the SNTF-based methods are not as robust as SSNTF-based
methods.

It should also be noted that the addition of harmonic
constraints imposes restrictions on the solutions that can be
returned by the factorisation algorithms. This is of considerable benefit when incorporating additional parameters into
the models, as will be seen in the following sections.

4. Source-Filter Modelling
As noted previously in Section 2, the use of a single shifted
instrument basis function to model diﬀerent notes played by
an instrument is a simplification. In practice, the timbre of
notes played by a given instrument changes with pitch, and
this restricts the usefulness of shifted factorisation models.
Recently, Virtanen and Klapuri proposed the incorporation
of a source-filter model approach in the factorisation method
as a means of overcoming this problem [46]. In the sourcefilter framework for sound production, the source is typically
a vibrating object, such as a violin string, and the filter
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When applied in the context of shifted instrument
basis functions, the instrument basis function represents a
harmonic excitation pattern which can be shifted up and
down in frequency to generate diﬀerent pitches. A single
fixed filter is then applied to these translated excitation patterns, with the filter representing the instrument’s resonant
structure. This results in a system where the instrument
timbre varies with pitch, resulting in a more realistic model.
The instrument formant filters can be incorporated into the
shifted tensor factorisation framework through a formant
filter tensor F of size n × K × n. In this case, the kth slice
of F is a diagonal matrix, with the instrument formant filter
coeﬃcients contained on the diagonal.
Unfortunately, attempts to incorporate the source-filter
model into the SNTF framework were unsuccessful. The
resultant algorithm had too many parameters to optimise
and it was diﬃcult to obtain good separation results.
However, the additional constraints imposed by SSNTF were
found to make the problem tractable. The resultant model
can then be described as
{[2,4],[2,1]} V:k


{2:4,[2,1,3]}

{2,2}

,

(13)
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where R:k = F:k H {3,1} and V:k = S:k P {3,1} .
Again using the generalised Kullback-Lieber divergence
as a cost function, the following update equations were
derived:
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Figure 4: Spectrogram of piano signal, (a) original unmixed, (b)
SNTF, (c) refiltered SNTF, (d) SSNTF, (e) source-filter SSNTF.
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,

,

G:k R:k W:k
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G:k R:k W:k

{[2,4],[2,1]} {2,2} OP {3,1} {[1,3,5],1:3}

.
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Figure 5: Filter returned for flute when using source-filter SSNTF.

accounts for the resonant structure of the instrument,
such as the violin body, which alters and filters the sound
produced by the vibrating object. This approach had been
used previously in both sound synthesis and speech coding
[47, 48], but not in a factorisation framework.

Figure 5 shows the filter recovered for the flute from the
example previously discussed in Section 3. It can be seen that
the recovered filter consists of a series of peaks as opposed to
a smooth formant-like filter. This is due to a combination of
two factors, firstly, the small number of diﬀerent notes played
in the original signal, and secondly, the harmonic constraints
imposed by SSNTF. This results in a situation where large
portions of the spectrum will have little or no energy, and
accordingly the filter models these regions as having little or
no energy.
On listening to the resynthesis, there was a marked
improvement in the sound quality of the flute in comparison
with SSNTF, with less high-frequency energy present. The
resynthesis of the piano also improved, though less so than
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one semitone apart played in ascending order, while Figures
6(b) and 6(c) show the spectrogram recovered using sourcefilter SSNTF and SSNTF, respectively. It can be seen that the
source-filter method has returned a spectrogram closer to the
original, with less high-frequency information than SSNTF.
Figure 7 shows the source-filter associated with Figure 6(b).
It can be seen that in this case, where 16 successive notes are
played, the source-filter is smoother, as would be expected for
a formant-like filter, but as the harmonics get further apart,
evidence of peakiness similar to that in Figure 5 becomes
more evident.
The above examples demonstrate the utility of using the
source-filter approach as a means of improving the accuracy
of the SSNTF model. This is bourn out in the improved
resynthesis of the separated sources.
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Figure 6: Spectrograms for (a) original flute spectrogram, (b) spectrogram recovered using source-filter SSNTF, and (c) spectrogram
recovered using SSNTF.
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Figure 7: Filter returned for solo flute example in Figure 6 when
using source-filter SSNTF.

that of the flute. Figures 3(e) and 4(e) show the spectrograms
recovered using source-filter SSNTF for the flute and piano,
respectively. It can be observed that the flute spectrogram
is closer to the original than either SNTF or SSNTF, with
no smearing and a reduced presence of higher harmonics
in comparison to SSNTF, which is in line with what was
observed on listening to the resynthesis. In comparison
to the SNTF and refiltering approach, source-filter SSNTF
has retained more high-frequency information than the
refiltered approach, and can be seen to be closer to the
original spectrogram. In the case of the piano, the refiltered
spectrogram contains more high-frequency information
than the source-filter SSNTF approach, which is closer to
the original piano spectrogram. On listening, the sourcefilter SSNTF approach also outperforms the refiltered SNTF
approach.
As a further example of source-filter SSNTF, Figure 6(a)
shows the spectrogram of a flute signal consisting of 16 notes,

Musical signals, especially popular music, typically contain
unpitched instruments such as drum sounds in addition
to pitched instruments. While allowing shift invariance in
both frequency and time is suitable for separating mixtures
of pitched instruments, it is not suitable for dealing with
percussion instruments such as the snare and kick drums,
or other forms of noise in general. These percussion
instruments can be successfully captured by algorithms
which allow shift invariance in time only without the use
of frequency shift invariance. In order to deal with musical
signals containing both pitched and percussive instruments
or contain additional noise, it is necessary to have an
algorithm which handles both these cases. This can be
done by simply adding the two models together. This
has previously been done by Virtanen in the context of
matrix factorisation algorithms [13], who also noted that
the resulting model was too complex to obtain good results
without the addition of additional constraints. In particular,
the use of a harmonicity constraint was required, though in
this case it was based on zeroing instrument basis functions
in areas where no harmonic activity was expected, as opposed
to the additive synthesis-based technique proposed in this
paper.
Extending the concept to the case of tensor factorisation
techniques results in a generalised tensor factorisation model
for the separation of pitched and percussive instruments,
which still allows the use of a source-filter model for pitched
instruments. The model can be described by
=
X≈X

K


G:k R:k W:k

k=1

+

L

l=1

{[2,4],[2,1]} V:k {2:4,[2,1,3]} {2,2}

M:l B:k C:l Q

{2,1} {2:3,1:2} {2,2},

(15)
where M is a tensor of size r × L, which contains the
gains of each of the L percussive sources, B is a tensor
of size n × L × q, where q is the number of allowable
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M:l = M:l ⊗

B:l = B:l ⊗

C:l = C:l ⊗

D B CQ{2,1}

{2:3,1:2} {2:3,[1,3]}

O B CQ{2,1}

{2:3,1:2} {2:3,[1,3]}

M:l D

{1,1} CQ{2,1} {[1,3],[1,3]}

M:l O

{1,1} CQ{2,1}

,

(16)
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time shifts for the percussive sources, C is a tensor of size
L × m, and Q is a translation tensor of size m × q × m.
Multiplicative update equations, based on the generalised
Kullback-Leibler divergence can then be derived for these
additional parameters, while update equations for all other
parameters are as given in Section 4. The additional update
equations are given by

Frequency (Hz)
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(b)

.

The individual sources can be separated as before, but
the algorithm can also be used to separate the pitched
instruments from the unpitched percussive instruments or
vice-versa by resynthesising the relevant section of the model.
It can also be used as a means of eliminating noise from
mixtures of pitched instruments by acting as a type of
“garbage collector,” which can improve resynthesis quality
in some cases. It can also be viewed as being analogous
to the additive plus residual sinusoidal analysis techniques
described by Serra [49] in that it allows the pitched or
sinusoidal part of the signal to be resynthesised separately
from the noise part of the signal.
As an example of the use of the combined model,
Figure 8 shows the mixture spectrograms obtained from a
stereo mixture containing three pitched instruments, piano,
flute, and trumpet, and three percussion instruments, snare,
hi-hats, and kick drum, while Figure 9 shows the original
unmixed spectrograms for those sources, respectively. The
piano, snare, and kick drum were all panned to the center,
with the hi-hats and flute panned midleft and the trumpet midright. Figure 10 shows the separated spectrograms
obtained using the combined model. It can be seen that
the sources have been recovered well, with each individual
instrument identifiable, though traces of other sources can
be seen in the spectrograms. This is most evident where
traces of the hi-hats are visible in the snare spectrogram, but
the snare clearly predominates. On listening to the results,
traces of the flute can also be heard in the piano signal,
and the timbres of the instruments have been altered, but
are still recognisable as being the instrument in question.
The example also highlights another advantage of tensor
factorisation models in general, namely the ability to separate
instruments which have the same position in the stereo field.
This is in contrast to algorithms such as Adress and DUET,
which can only separate sources if they occupy diﬀerent
positions in the stereo field [26, 50].

6. Performance Evaluation
The performances of SNTF, SNTF using refiltering, SSNTF,
source-filter SSNTF, and source-filter SSNTF with noise basis

Figure 8: Mixture spectrograms of piano, flute, trumpet, snare, hihats, and kick drum.

functions in the context of modelling mixtures of pitched
instruments were compared using a set of 40 test mixtures.
In the case of source-filter SSNTF with noise basis functions,
two noise basis functions were learned in order to aid the
elimination of noise and artifacts from the harmonic sources.
The 40 test signals were of 4 seconds duration and contained
mixtures of melodies played by diﬀerent instruments and
created by using a large library of orchestral samples [51].
Samples from a total of 15 diﬀerent orchestral instruments
were used. A wide range of pitches were covered, from
87 Hz to 1.5 kHz, and the melodies played by the individual
instruments in each test signal were in harmony. This was
done to ensure that the test signals contained extensive
overlapping of harmonics, as this occurs in most real world
musical signals. In many cases, the notes played by one
instrument overlapped notes played by another instrument
to test if the algorithms were capable of discriminating notes
of the same pitch played by diﬀerent instruments.
The 40 test signals consisted of 20 single channel mixtures
of 2 instruments and 20 stereo mixtures of 3 instruments,
and these mixtures were created by linear mixing of individual single channel instrument signals. In the case of the single
channel mixtures, the source signals were mixed with unity
gain, and in the case of the stereo mixtures, mixing was done
according to




x1 (t)
=
x2 (t)



⎛
⎞
 s1 (t)
⎟
0.75 0.5 0.25 ⎜
⎜s2 (t)⎟ ,
⎠
0.25 0.5 0.75 ⎝

(17)

s3 (t)

where x1 (t) and x2 (t) are the left and right channels of the
stereo mixture and s1 (t) represents the first single channel
instrument signal and so on.
Spectrograms were obtained for the mixtures, using a
short-time Fourier transform with a Hann window of 4096
samples, with a hopsize of 1024 samples between frames.
All variables were initialised randomly, with the exception
of the frequency basis functions for SNTF-based separation,
which were initialised with harmonic basis functions at the
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Figure 9: Original spectrograms of (a) piano, (b) flute, (c) trumpet,
(f) snare, (g) hi-hats, and (h) kick drum.

Figure 10: Separated spectrograms of (a) piano, (b) flute, (c)
trumpet, (f) snare, (g) hi-hats and (h) kick drum.

frequency of the lowest note played by each instrument in
each example. This was done to put SNTF on an equal
footing with the SSNTF-based algorithms, where the pitch of
the lowest note of each source was provided. The number of
allowable notes was set to the largest pitch range covered by
an instrument in the test signal and the number of harmonics
used in SSNTF was set to 12. The algorithms were run for
300 iterations, and the separated source spectrograms were
estimated by carrying out contracted tensor multiplication
on the tensor slices associated with an individual source.
The recovered source spectrograms were resynthesised using
the phase information from the mixture spectrograms. The

phase of the channel where the source was strongest was used
in the case of the stereo mixtures.
Using the original source signals as a reference, the
performance of the diﬀerent algorithms were evaluated using
commonly used metrics, namely the signal-to-distortion
ratio (SDR), which provides an overall measure of the sound
quality of the source separation, the signal-to-interference
ratio (SIR), which measures the presence of other sources in
the separated sounds, and the signal-to-artifacts ratio (SAR),
which measures the artifacts present in the recovered signal
due to separation and resynthesis. Details of these metrics
can be found in [52] and a Matlab toolbox to calculate
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Figure 11: Performance evaluation of SNTF (circle solid), refiltered
SNTF (diamond solid), SSNTF (square dash-dotted), source-filter
SSNTF (triangle solid), and source-filter SSNTF (star dashed) with
noise basis functions for various signal durations.

Figure 12: Performance Evaluation of SNTF (circle solid), refiltered
SNTF (diamond solid), SSNTF (square dash-dotted), Source-Filter
SSNTF (triangle solid) and Source-Filter SSNTF (star dashed) with
noise basis functions for various allowable shifts in time.

these measures is available from [53]. As noted previously
in Section 3, the provision of the lowest pitch note for
each source was suﬃcient to determine the correct source
ordering for all the SSNTF-based algorithms. In the case
of the SNTF-based algorithms, the ordering of the sources
was determined by associating a separated source with the
original source which resulted in the best SIR score. This
matching procedure was then checked manually to ensure no
errors had occurred.
A number of diﬀerent tests were run to determine
the eﬀect of signal duration on the performance of the
algorithms and to determine the eﬀect of using diﬀerent
numbers of allowable shifts in time. For the tests on signal
duration, the mixture signals were truncated to lengths of
1, 2, 3, and 4 seconds in length, the number of time shifts
was set to 5, and the performance of the algorithms was
evaluated. A summary of the results obtained are shown
in Figure 11. The results were obtained by averaging the
metrics obtained for each separated source to give an overall
score for each test mixture. The results for each mixture
were then averaged to yield the data shown in the figure.
It can be seen that the SSNTF-based algorithms all clearly
outperform SNTF-based methods in all cases, though the use
of refiltering does improve the performance of SNTF. It can
also be seen that signal duration does not have much eﬀect on
the results obtained from SSNTF, with the results remaining
relatively constant with signal duration, showing that SSNTF

can capture harmonic sources even at relatively short signal
durations.
In the case of the algorithms incorporating source filtering, performance improved with increased signal duration.
This is particularly evident in the case of the SIR metric.
This demonstrates that longer signal durations are required
to properly capture filters for each instrument. This is to
be expected as increased numbers of notes played by each
instrument provide more information on which to learn
the filter, while the harmonic model with fewer parameters
does not require as much information for training. It should
be noted that this trend was less evident in the stereo
mixtures than in the mono mixtures, suggesting that the
spatial positioning of sources in the stereo field may eﬀect the
ability to learn the source filters. This can possibly be tested
by measuring the separation of the sources while varying the
mixing coeﬃcients and is an area for future investigation.
Nonetheless, it can be seen that at longer durations the
source-filter approaches outperform SSNTF, with the basic
source-filter model performing better in terms of SDR and
SAR, while the source-filter plus noise approach performs
better in terms of SIR.
The results from testing the eﬀect of the number of
time shifts on the separation of the sources are shown in
Figure 12. These were obtained using the same procedure
used for the previous tests. The number of allowable shifts
ranged from 1 to 10, which corresponds to a maximum
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shift in time of approximately 0.2 second. Once again,
the SSNTF-based algorithms clearly outperform SNTFbased approaches, regardless of the shift. However, it can
be seen that for both SSNTF and the source-filter plus
noise approach, performance is relatively constant with the
number of allowable shifts, there is a small improvement in
performance up until 7 shifts and beyond this performance
degrades slightly. In the case of source-filter SSNTF, there is a
noticeable improvement when going from one to two shifts,
but beyond this there is little or no variation in performance
with increased numbers of shifts. On investigating, this
was found to be mainly evident in the stereo mixtures,
with the performance of the mono mixtures remaining
relatively constant, again highlighting the need to investigate
the performance of the algorithms under diﬀerent mixing
coeﬃcients. Overall, it can be seen that the performance of
the algorithms is in line with that observed when varying
signal duration, with the source-filter plus noise approach
performing best in terms of SIR, while source-filter SSNTF
performs better in terms of SDR and SAR. Further, the results
suggest that in many cases, a single set of harmonic weights
can be used to characterise pitched instruments without the
need to incorporate timbral change with time.
On listening to the separated sources, the SSNTF-based
approaches clearly outperform SNTF. It should be noted
that in some cases, SNTF using refiltering resulted in
audio quality comparable to the SSNTF-based approaches,
however this was only in a small number of examples. In the
majority of cases the addition of the source-filter improves
on the results obtained by SSNTF. On comparing the sourcefilter approach to the source-filter plus noise model, it was
observed that the results varied from mixture to mixture,
with a considerable improvement in resynthesis quality of
some sources and a reduction of quality in other cases,
while in a large number of tests no major diﬀerences could
be heard in the results. This shows that in many cases for
clean mixture signals of pitched instruments, there is no
need to incorporate noise basis functions. Nevertheless, the
use of noise basis functions is still useful in the presence
of noise or percussion instruments. It should also be noted
that in half of the test mixtures SNTF did not manage to
correctly separate the sources, which, in conjunction with
the distortion due to the smearing of the frequency bins
due to the mapping from log to linear frequency, goes a
long way towards explaining the negative SDR and SIR
scores. While SNTF using refiltering resulted in improved
resynthesis in the cases where the sources had been separated
correctly, it also suﬀered from the reliablity issues of the
underlying SNTF technique and this is reflected in the poor
scores for all metrics. This indicates that the SSNTF-based
techniques are considerably more robust than SNTF-based
techniques.
The separated sources can also be resynthesised via an
additive synthesis approach, and on listening, the results
obtained were comparable to those obtained from the
spectrogram-based resynthesis. However, as the additive
synthesis approach uses diﬀerent phase information than the
spectrogram-based resynthesis, the results are not comparable using the metrics used in this paper. This highlights the
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need to develop a set of perceptually-based metrics for sound
source separation and is an area for future research.
Also investigated was the goodness of fit of the models
to the original spectrogram data, as measured by the cost
function. It was observed that the results obtained for SSNTF
were on average 64% smaller than those for SNTF, despite
the fact that SSNTF has a smaller number of free parameters,
as the number of harmonics was considerably smaller
than the number of frequency bins used in the constant
Q spectrogram for SNTF. This highlights the benefits of
using an approach solely formulated in the linear frequency
domain. Using source-filter SSNTF, with an additional K × n
parameters over SSNTF, resulted in an average reduction in
the cost function of 76% in comparison to SNTF, and a
reduction of 33% in comparison to SSNTF.
Overall it can be seen that the methods proposed in
this paper oﬀer a considerable improvement over previous
separation methods using SNTF. Large improvements can
be seen in the performance metrics over the previous SNTF
method, and it can also be seen that the proposed models
result in an improved fit to the original data.

7. Conclusions
The use of shift-invariant tensor factorisations for the purposes of musical sound source separation, with a particular
emphasis on pitched instruments, has been discussed, and
problems with existing algorithms were highlighted. The
problem of grouping notes to sources can be overcome by
incorporating shift invariance in frequency into the factorisation framework, but comes at the price of requiring the use
of a log-frequency representation. This causes considerable
problems when attempting to resynthesise the separated
sources as there is no exact mapping available to map from
a log-frequency representation back to a linear-frequency
representation, which results in considerable degradation in
the sound quality of the separated sources. While refiltering
can overcome this problem to some extent, there are still
problems with resynthesis.
A further problem with existing techniques was also
highlighted, in particular the lack of a strict harmonic constraint on the recovered frequency basis functions. Previous
attempts to impose harmonicity used an ad hoc constraint
where the basis functions were zeroed in regions where no
harmonic activity was expected. While this does guarantee
that there will be no activity in these regions, it does not
guarantee that the basis functions recovered will have the
shape that a sinusoid would have if present in these regions.
Sinusoidal shifted 2D nonnegative tensor factorisation
was then proposed as a means of overcoming both of these
problems simultaneously. It takes advantage of the fact that a
closed form solution exists for calculating the spectrum of a
sinusoid of known frequency, and uses an additive-synthesis
inspired approach for modeling pitched instruments, where
each note played by an instrument is modelled as the sum of
a fixed number of weighted sinusoids in harmonic relation
to each other. These weights are considered to be invariant
to changes in the pitch, and so each note is modelled
using the same weights regardless of pitch. The frequency
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spectrum of the individual harmonics is calculated in the
linear frequency domain, eliminating the need to use a logfrequency representation at any point in the algorithm, and
harmonicity constraints are imposed explicitly by using a
signal dictionary of harmonic sinusoid spectra. Results show
that using this signal model results in a better fit to the
original mixture spectrogram than algorithms involving the
use of a log-frequency representation, thereby demonstrating
the benefits of being able to perform the optimisation solely
in the linear-frequency domain.
However, it should be noted that the proposed model
is not without drawbacks. In particular, best results were
obtained if the pitch of the lowest note of each pitched
instrument was provided to the algorithm. In most cases this
information will not be readily available, and this necessitates
the use of the standard shifted 2D nonnegative tensor
factorisation algorithm to estimate these pitches before using
the sinusoidal model. Research is currently ongoing on other
methods to overcome this problem, but despite this, it is
felt that the advantages of the new algorithm more than
outweigh this drawback.
Using the same harmonic weights or instrument basis
function regardless of pitch is only an approximation to
the real world situation where the timbre of an instrument
does change with pitch. To overcome this limitation, the
incorporation of a source-filter model into the tensor factorisation framework had previously been proposed by others.
Unfortunately, in the context of sound source separation, it
was found that it was diﬃcult to obtain good results using
this approach as there were too many parameters to optimise.
However, the addition of the strict harmonicity constraint
proposed in this paper was found to restrict the range of
solutions suﬃciently to make the problem tractable.
It had previously been observed that the addition of
harmonic constraints was required to create a system which
could handle both pitched and percussive instrumentations
simultaneously. However, previous attempts at such systems
suﬀered due to the use of log-frequency representations and
the lack of a strict harmonic constraint. The combined model
presented here extends this earlier work from single channel
to multichannel signals, and overcomes these problems by
use of sinusoidal constraints applied in the linear-frequency
domain, as well as incorporating the source filter model into
the system, and so represents a more general model than
those previously proposed.
In testing using common source separation performance
metrics, the extended algorithms proposed were found
to considerably outperform existing tensor factorisation
algorithms, with considerably reduced signal distortion and
artifacts in the resynthesis. The extended algorithms were
also found to be more reliable than SNTF-based approaches.
In conclusion, it has been demonstrated that use of an
additive-synthesis based approach for modelling instruments
in a factorisation framework overcomes problems associated
with previous approaches, as well as allowing extensions
to existing models. Future work will concentrate on the
improvement of the proposed models, both in terms of
increased generality and in improved resynthesis of the
separated sources, as well as investigating the eﬀects of
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the mixing coeﬃcients on the separations obtained. It is
also proposed to investigate the use of frequency domain
performance metrics as a means of increasing the perceptual
relevance of source separation metrics.
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1. Introduction
High-throughput techniques in genomics, proteomics, and
related biological fields generate large amounts of data that
enable researchers to examine biological systems from a
global perspective. Unfortunately, however, the sheer mass
of information available is overwhelming, and data such as
gene expression profiles from DNA microarray analysis can
be diﬃcult to understand fully even for domain experts.
Additionally, performing these experiments in the lab can be
expensive with respect to both time and money.
In recent years, biological literature repositories have
become an alternative data source to examine phenotype.
Many of the online literature sources are manually curated,
so the annotations assigned to articles are subjectively
assigned in an imperfect and error-prone manner. Given
the time required to read and classify an article, automated
methods may help increase the annotation rate as well as
improve existing annotations.
A recently developed tool that may help improve annotation as well as identify functional groups of genes is the
Semantic Gene Organizer (SGO). SGO is a software environment based upon latent semantic indexing (LSI) that

enables researchers to view groups of genes in a global
context as a hierarchical tree or dendrogram [1]. The lowrank approximation provided by LSI (for the original termto-document associations) exposes latent relationships so
that the resulting hierarchical tree is simply a visualization
of those relationships that are reproducible and easily interpreted by biologists. Homayouni et al. [2] have shown that
SGO can identify groups of related genes more accurately
than term co-occurrence methods. LSI, however, is based
upon the singular value decomposition (SVD) [3], and since
the input data for SGO is a nonnegative matrix of weighted
term frequencies, the negative values prevalent in the basis
vectors of the SVD are not easily interpreted.
On the other hand, the decomposition produced by the
recently popular nonnegative matrix factorization (NMF)
can be readily interpreted. Paatero and Tapper [4] were
among the first researchers to investigate this factorization,
and Lee and Seung [5] demonstrated its use for both
text mining and image analysis. NMF is generated by an
iterative algorithm that preserves the nonnegativity of the
original data; the factorization yields a low-rank, partsbased representation of the data. In eﬀect, common themes
present in the data can be identified simply by inspecting
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the factor matrices. Depending on the interpretation, the
factorization can induce both clustering and classification.
If NMF can accurately model the input data, it can be used
to both classify data and perform pattern recognition tasks
[6]. Within the context of SGO, this means that the groups
of genes presented in the hierarchical trees can be assigned
labels that identify common attributes of protein function.
The interpretability of NMF, however, comes at a price.
Namely, convergence and stability are not guaranteed, and
many variations have been proposed [5], requiring diﬀerent
parameter choices. The goals of this study are (1) to provide
a qualitative assessment of the NMF and its various parameters, particularly as they apply to the biomedical context, (2)
to provide an automated way to classify biomedical data, and
(3) to provide a method for evaluating labeled data assuming
a static input tree. As a byproduct, a method for generating
“gold standard” trees is proposed.

2. Methods
As outlined in [7], hierarchical trees can be constructed
for a given group of genes. Once those trees are formed,
techniques that label the interior nodes of those trees can be
examined.

2.1. Nonnegative Matrix Factorization
Given an m × n nonnegative matrix A = [ai j ], where each
entry ai j denotes the term weight of token i in gene document
j, the rows of A represent term vectors that show how terms
are distributed across the entire collection. Similarly, the
columns of A show which terms are present within a gene
document. Consider the 24 × 9 term-by-document matrix
A in Table 1 derived from the sample document collection
[7] in Table 2. Here, log-entropy term weighting [8] is used
to define the relative importance of term i for document j.
Specifically, ai j = li j gi , where




li j = log2 1 + fi j ,
 

gi = 1 +

j

pi j log2 pi j
log2 n



,

(1)

fi j 
is the frequency of token i in document j, and pi j =
fi j / j fi j is the probability of token i occurring in document
j. By design, tokens that appear less frequently across the
collection but more frequently within a document will be
given higher weight. That is, distinguishing tokens will
tend to have higher weights assigned to them, while more
common tokens will have weights closer to zero.
If NMF is applied to the sample term-document matrix
in Table 1, one possible factorization is given in Tables 3
and 4; the approximation to the term-document matrix
generated by mutliplying W × H is given in Table 5. The topweighted terms for each feature are presented in Table 6. By
inspection, the sample collection has features that represent
leukemia, alcoholism, anxiety, and autism. If each document
and term is assigned to its most dominant feature, then the
original term-document matrix can be reorganized around

those features. The restructured matrix typically resembles a
block diagonal matrix and is given in Table 7.
NMF of A is based on an iterative technique attempts to
find two nonnegative factor matrices, W and H, such that
A ≈ WH,

(2)

where W and H are m × k and k × n matrices, respectively.
Typically, k is chosen so that k  min(m, n). The optimal
choice of k is problem-dependant [9]. This factorization
minimizes the squared Euclidean distance objective function
[10]
A − WH 2F =



2

Ai j − (WH)i j .

(3)

ij

Minimizing the objective (or cost) function is convex
in either W or H, but not both variables together. As
such, finding global minima to the problem is unrealistic—
however, finding several local minima is within reason. Also,
for each solution, the matrices W and H are not unique.
This property is evident when examining WDD−1 H for any
nonnegative invertible matrix D [11].
The goal of NMF is to approximate the original termby-gene document space as accurately as possible with the
factor matrices W and H. As noted in [12], the singular
value decomposition (SVD) produces the optimal rank-k
approximation with respect to the Frobenius norm. Unfortunately, this optimality frequently comes at the cost of negative
elements. The factor matrices of NMF, however, are strictly
nonnegative which may facilitate direct interpretability of the
factorization. Thus, although an NMF approximation may
not be optimal from a mathematical standpoint, it may be
suﬃcient and yield better insight into the dataset than the
SVD for certain applications.
Upon completion of NMF, the factor matrices W and
H will, in theory, approximate the original matrix A and
yet contain some valuable information about the dataset in
question. As presented in [10], if the approximation is close
to the original data, then the factor matrices can uncover
some underlying structure within the data. To reinforce this,
W is commonly referred to as the feature matrix containing
feature vectors that describe the themes inherent within the
data while H can be called a coeﬃcient matrix since its
columns describe how each document spans each feature and
to what degree.
Currently, many implementations of NMF rely on random nonnegative initialization. As NMF is sensitive to
its initial seed, this obviously hinders the reproducibility
of results generated. Boutsidis and Gallopoulos [13] propose the nonnegative double singular value decomposition
(NNDSVD) scheme as a possible remedy to this concern.
NNDSVD aims to exploit the SVD as the optimal rank-k
approximation of A. The heuristic overcomes the negative
elements of the SVD by enforcing nonnegativity whenever
encountered and by iteratively approximating the outer
product of each pair of singular vectors. As a result, some of
the properties of the data are preserved in the initial starting
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Table 1: Term-document matrix for the sample collection in Table 2.

Alcoholism
Anxiety
Attack
Autism
Airth
Blood
Bone
Cancer
Cells
Children
Cirrhosis
Damage
Defects
Failure
Hypertension
Kidney
Leukemia
Liver
Marrow
Pressure
Scarring
Speech
Stress
Tuberculosis

d1
—
0.4745
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
0.4923
—

d2
0.4338
—
—
—
—
—
—
0.4745
—
—
0.7520
—
—
0.4745
—
0.4745
—
0.4745
—
—
—
—
—
—

d3
—
—
—
—
—
—
0.7520
0.4745
—
—
—
0.6931
—
—
—
—
1.0986
—
0.7520
—
—
—
—
—

d4
—
—
—
—
—
0.3466
0.7520
—
0.6931
—
—
—
—
—
—
—
—
—
0.7520
—
—
—
—
0.6931

d5
—
0.4745
0.6931
—
—
0.3466
—
—
—
—
—
—
—
—
—
—
—
—
—
0.7804
—
—
0.7804
—

d6
0.2737
—
—
—
0.4745
0.3466
—
—
—
—
—
—
0.3466
0.4745
0.6931
0.4745
—
—
—
0.4923
—
—
—
—

d7
—
—
—
0.7520
—
—
—
—
—
0.4745
—
—
0.3466
—
—
—
—
—
—
—
—
0.6931
—
—

d8
0.2737
—
—
—
—
—
—
—
—
—
0.7520
—
—
—
—
—
—
0.4745
—
—
0.6931
—
—
—

d9
0.4338
—
—
0.7520
0.4745
—
—
—
—
0.4745
—
—
0.3466
—
—
—
—
—
—
—
—
—
—
—

Table 2: Sample collection with dictionary terms displayed in bold.
Document
d1
d2
d3
d4
d5
d6
d7
d8
d9

Text
Work-related stress can be considered a factor contributing to anxiety.
Liver cancer is most commonly associated with alcoholism and cirrhosis. It is well-known that alcoholism can cause cirrhosis
and increase the risk of kidney failure.
Bone marrow transplants are often needed for patients with leukemia and other types of cancer that damage bone marrow.
Exposure to toxic chemicals is a risk factor for leukemia.
Diﬀerent types of blood cells exist in bone marrow. Bone marrow procedures can detect tuberculosis.
Abnormal stress or pressure can cause an anxiety attack. Continued stress can elevate blood pressure.
Alcoholism can cause high blood pressure (hypertension) and increase the risk of birth defects and kidney failure.
The presence of speech defects in children is a sign of autism. As of yet, there is no consensus on what causes autism.
Alcoholism, often triggered at an early age by factors such as environment and genetic predisposition, can lead to cirrhosis.
Cirrhosis is the scarring of the liver.
Autism aﬀects approximately 0.5% of children in the US. The link between alcoholism and birth defects is well-known;
researchers are currently studying the link between alcoholism and autism.

matrices W and H. Once both matrices are initialized, they
can be updated using the multiplicative rule [10]:




WTA

cj

 ,
Hc j ←− Hc j  T
W WH c j




AH T ic
 .
Wic ←− Wic 
WHH T ic

(4)

2.2. Labeling Algorithm
Latent semantic indexing (LSI), which is based on the
SVD, can be used to create a global picture of the data
automatically. In this particular context, hierarchical trees
can be constructed from pairwise distances generated from
the low-rank LSI space. Distance-based algorithms such as
FastME can create hierarchies that accurately approximate
distance matrices in O(n2 ) time [14]. Once a tree is built,
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Table 3: Feature matrix W for the sample collection.

Alcoholism
Anxiety
Attack
Autism
Birth
Blood
Bone
Cancer
Cells
Children
Cirrhosis
Damage
Defects
Failure
Hypertension
Kidney
Leukemia
Liver
Marrow
Pressure
Scarring
Speech
Stress
Tuberculosis

f1
0.0006
—
—
—
—
0.0917
0.5220
0.1974
0.1962
—
0.0015
0.2846
—
0.0013
—
0.0013
0.4513
0.0009
0.5220
—
—
—
—
0.1962

f2
0.3503
—
—
0.0030
0.1111
0.0538
—
0.1906
—
0.0019
0.5328
—
0.0662
0.2988
0.1454
0.2988
—
0.3366
—
0.066
0.208
—
—
—

f3
—
0.4454
0.4913
—
0.0651
0.3143
0.0064
—
0.0188
—
—
—
—
—
0.1106
—
—
—
0.0064
0.6376
—
—
0.6655
0.0188

f4
—
—
—
0.8563
0.2730
—
—
—
—
0.5409
—
—
0.4161
—
—
—
—
—
—
—
—
0.4238
—
—

a labeling algorithm can be applied to identify branches of
the tree. Finally, a “gold standard” tree and a standard performance measure that evaluates the quality of tree labels
must be defined and applied.
Given a hierarchy, few well-established automated labeling methods exist. To apply labels to a hierarchy, one can
associate a weighted list of terms with each taxon. Once these
lists have been determined, labeling the hierarchy is simply a
matter of recursively inheriting terms up the tree from each
child node; adding weights of shared terms will ensure that
more frequently used terms are more likely to have a larger
weight at higher levels within the tree. Intuitively, these terms
are often more general descriptors.
This algorithm is robust in that it can be slightly modified and applied to any tree where a ranked list can be
applied to each taxon. For example, by querying the SVDgenerated vector space for each document, a ranked list of
terms can be created for each document and the tree labeled accordingly. As a result, assuming the initial ranking
procedure is accurate, any ontological annotation can be
enhanced with terms from the text it represents.
To create a ranked list of terms from NMF, the dominant
coeﬃcient Hi j in H is extracted for document j. The corresponding feature Wi is then scaled by Hi j and assigned to
the taxon representing document j, and the top 100 terms are
chosen to represent the taxon. This method can be expanded
to incorporate branch length information, thresholds, or
multiple features.

2.3. Recall Measure
Once labelings are produced for a given hierarchical tree,
a measure of “goodness” must be calculated to determine
which labeling is the “best.” When dealing with simple return
lists of documents that can be classified as either relevant
or not relevant to a user’s needs, information retrieval
(IR) methods typically default to using precision and recall
to describe the performance of a given retrieval system.
Precision is the ratio of relevant returned items to total
number of returned items, while recall is the percentage of
relevant returned items with respect to the total number of
relevant items. Once a group of words is chosen to label
an entity, the order of the words carries little meaning, so
precision has limited usefulness in this application. When
comparing a generated labeling to a “correct” one, recall is
an intuitive measure.
Unfortunately in this context, one labelled hierarchy
must be compared to another. Surprisingly, relatively little
work has been done that addresses this problem. Kiritchenko
in [15] proposed the hierarchical precision and recall measures, denoted as hP and hR, respectively. These measures
take advantage of hierarchical consistency to compare two
labelings with a single number. Unfortunately, condensing all
the information held in a labeled tree into a single number
loses some information. In the case of NMF, the eﬀects
of parameters on labeling accuracy with respect to node
depth is of interest, so a diﬀerent measure would be more
informative. One such measure finds the average recall of
all the nodes at a certain depth within the tree. To generate
nonzero recall, however, common terms must exist between
the labelings being compared. Unfortunately, many of the
terms present in MeSH headings are not strongly represented
in the text. As a result, the text vocabulary must be mapped
to the MeSH vocabulary to produce significant recall.

2.4. Feature Vector Replacement
When working with gene documents, many cases exist where
the terminology used in MeSH is not found within the gene
documents themselves. Even though a healthy percentage of
the exact MeSH terms may exist in the corpus, the termdocument matrix is so heavily overdetermined (i.e., the
number of terms is significantly larger than the number of
documents) that expecting significant recall values at any
level within the tree becomes unreasonable. This is not to
imply that the terms produced by NMF are without value.
On the contrary, the value in those terms is exactly that they
may reveal what was previously unknown. For the purposes
of validation, however, some method must be developed
that enables a user to discriminate between labelings even
though both have little or no recall with the MeSH-labeled
hierarchy. In eﬀect, the vocabulary used to label the tree must
be controlled for the purposes of validation and evaluation.
To produce a labeling that is mapped into the MeSH
vocabulary, the top r globally-weighted MeSH headings are
chosen for each document; these MeSH headings can be
extracted from the MeSH metacollection [7]. By inspection
of H, the dominant feature associated with each document
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Table 4: Coeﬃcient matrix H for the sample collection.

f1
f2
f3
f4

d1
—
—
0.3836
—

d2
0.0409
1.3183
—
—

d3
1.6477
—
—
—

d4
1.1382
—
0.0681
—

d5
0.0001
0.0049
1.1933
—

d6
0.0007
0.6955
0.3327
0.1532

d7
—
0.0003
—
0.9214

d8
—
0.9728
—
—

d9
—
0.2219
—
0.799

Table 5: Approximation to sample term-document matrix given in Table 1.

Alcoholism
Anxiety
Attack
Autism
Birth
Blood
Bone
Cancer
Cells
Children
Cirrhosis
Damage
Defects
Failure
Hypertension
Kidney
Leukemia
Liver
Marrow
Pressure
Scarring
Speech
Stress
Tuberculosis

d1
—
0.1708
0.1884
—
0.0250
0.1206
0.0025
—
0.0072
—
—
—
—
—
0.0424
—
—
—
0.0025
0.2445
—
—
0.2553
0.0072

d2
0.4618
—
—
0.0040
0.1464
0.0746
0.0214
0.2593
0.0080
0.0025
0.7025
0.0116
0.0873
0.3939
0.1916
0.3939
0.0185
0.4437
0.0214
0.0870
0.2742
—
—
0.0080

d3
0.0010
—
—
—
—
0.1511
0.8602
0.3252
0.3233
—
0.0024
0.4689
—
0.0022
—
0.0022
0.7437
0.0015
0.8602
—
—
—
—
0.3233

d4
0.0007
0.0303
0.0334
—
0.0044
0.1258
0.5946
0.2247
0.2246
—
0.0017
0.3239
—
0.0015
0.0075
0.0015
0.5137
0.0011
0.5946
0.0434
—
—
0.0453
0.2246

Table 6: Top 5 words for each feature from the sample collection.
f1
Bone
Marrow
Leukemia
Damage
Cancer

f2
Cirrhosis
Alcoholism
Liver
Kidney
Failure

f3
Stress
Pressure
Attack
Anxiety
Blood

f4
Autism
Children
Speech
Defects
Birth

d5
0.0017
0.5315
0.5863
—
0.0783
0.3754
0.0077
0.001
0.0224
—
0.0026
—
0.0003
0.0015
0.1327
0.0015
—
0.0017
0.0077
0.7612
0.0010
—
0.7942
0.0224

d6
0.2436
0.1482
0.1635
0.1333
0.1407
0.1420
0.0025
0.1327
0.0064
0.0842
0.3705
0.0002
0.1098
0.2078
0.1379
0.2078
0.0003
0.2341
0.0025
0.2580
0.1446
0.0649
0.2214
0.0064

d7
0.0001
—
—
0.7890
0.2516
—
—
0.0001
—
0.4984
0.0002
—
0.3834
0.0001
—
0.0001
—
0.0001
—
—
0.0001
0.3905
—
—

d8
0.3408
—
—
0.0029
0.1080
0.0523
—
0.1854
—
0.0019
0.5183
—
0.0644
0.2906
0.1414
0.2906
—
0.3274
—
0.0642
0.2023
—
—
—

d9
0.0777
—
—
0.6848
0.2428
0.0119
—
0.0423
—
0.4326
0.1183
—
0.3472
0.0663
0.0323
0.0663
—
0.0747
—
0.0147
0.0462
0.3386
—
—

headings will likely diﬀer in size and composition from
the original corpus dictionary. The number of documents,
however, remains constant.
Once full MeSH feature vectors have been constructed,
the tree can be labeled via the procedure outlined in [7]. As a
result of this replacement, better recall can be expected, and
the specific word usage properties inherent in the MeSH (or
any other) ontology can be exploited.

2.5. Alternative Labeling Method
is chosen and assigned to that document. The corresponding
top r MeSH headings are then themselves parsed into tokens
and assigned to a new MeSH feature vector appropriately
scaled by the corresponding coeﬃcient in H. The feature
vector replacement algorithm is given in Algorithm 1. Note
that m is distinguished from m since the dictionary of MeSH

An alternative method to label a tree is to vary the parameter
k from (2) with node depth. In theory, more pertinent and
accurate features will be preserved if the clusters inherent
in the NMF coincide with those in the tree generated via
the SVD space. For smaller clusters and more specific terms,
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Table 7: Rearranged term-document matrix for the sample collection.

Bone
Cancer
Cells
Damage
Leukemia
Marrow
Tuberculosis
Alcoholism
Cirrhosis
Failure
Hypertension
Kidney
Liver
Scarring
Anxiety
Attack
Blood
Pressure
Stress
Autism
Birth
Children
Defects
Speech

d3
0.7520
0.4745
—
0.6931
1.0986
0.7520
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—

d4
0.7520
—
0.6931
—
—
0.7520
0.6931
—
—
—
—
—
—
—
—
—
0.3466
—
—
—
—
—
—
—

d2
—
0.4745
—
—
—
—
—
0.4338
0.7520
0.4745
—
0.4745
0.4745
—
—
—
—
—
—
—
—
—
—
—

d6
—
—
—
—
—
—
—
0.2737
—
0.4745
0.6931
0.4745
—
—
—
—
0.3466
0.4923
—
—
0.4745
—
0.3466
—

d8
—
—
—
—
—
—
—
0.2737
0.7520
—
—
—
0.4745
0.6931
—
—
—
—
—
—
—
—
—
—

d1
—
—
—
—
—
—
—
—
—
—
—
—
—
—
0.4745
—
—
—
0.4923
—
—
—
—
—

d5
—
—
—
—
—
—
—
—
—
—
—
—
—
—
0.4745
0.6931
0.3466
0.7804
0.7804
—
—
—
—
—

d7
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
0.7520
—
0.4745
0.3466
0.6931

d9
—
—
—
—
—
—
—
0.4338
—
0.4745
—
0.4745
—
—
—
—
—
—
—
0.7520
0.4745
0.4745
0.3466
—

Input: MeSH Term-by-Document Matrix A m ×n
Factor Matrices Wm×k and Hk×n of original Term-by-Document Matrix Am×n
Global weight vector g  ,
Threshold r number of MeSH headings to represent each document
Output: MeSH feature matrix W 
for i = 1 : n do
Choose r top globally-weighted MeSH headings from ith column of A
Determine j = arg maxH ji
j<k

for h = 1 : r do
Parse MeSH heading h into tokens
Add each token t with index p to wj , the jth column of W 
i.e., W p j = W p j + g p × H ji
end for
end for
Algorithm 1: Feature vector replacement algorithm.

higher k should be necessary; conversely, the ancestor nodes
should require smaller k and more general terms since
they cover a larger set of genes spanning a larger set of
topics. Inheritance of terms can be performed once again by
inheriting common terms—however, an upper threshold of
inheritance can be imposed. For example, for all the nodes in
the subtree induced by a node p, high k can be used. If all the
genes induced by p are clustered together by NMF, then all
the nodes in the subtree induced by p will maintain the same

labels. For the ancestor of p, a diﬀerent value of k can be used.
Although this method requires some manual curation, it can
potentially produce more accurate labels.

3. Results
The evaluation of the factorization produced by NMF is
nontrivial as there is no set standard for examining the
quality of basis vectors produced. In several studies thus far,
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the results of NMF runs have been evaluated by domain
experts. For example, Chagoyen et al. [16] performed several
NMF runs and then independently asked domain experts
to interpret the resulting feature vectors. This approach,
however, limits the usefulness of NMF, particularly in
discovery-based genomic studies for which domain experts
are not readily available. Here, two diﬀerent automated
protocols are presented to evaluate NMF results. First, the
mathematical properties of the NMF runs are examined,
then the accuracy of the application of NMF to hierarchical
trees is scrutinized.
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3.1. Input Parameters

60

To test NMF, the 50TG collection presented in [2] was used.
This collection was constructed manually by selecting genes
known to be associated with at least one of the following
categories: (1) development, (2) Alzheimer’s disease, and (3)
cancer biology. Each gene document is simply a concatenation of all titles and abstracts of the MEDLINE citations
cross-referenced in the mouse, rat, and human EntrezGene
(formerly LocusLink) entries for each gene.
Two diﬀerent NMF initialization strategies were used: the
NNDSVD [17] and randomization. Five diﬀerent random
trials were conducted while four were performed using
the NNDSVD method. Although the NNDSVD produces
a static starting matrix, diﬀerent methods can be applied
to remove zeros from the initial approximation to prevent
them from getting “locked” throughout the update process.
Initializations that maintained the original zero elements
are denoted NNDSVDz, while NNDSVDa, NNDSVDe, and
NNDSVDme substitute the average of all elements of A,
, or machine , respectively, for those zero elements; ε was
set to 10−9 and was significantly smaller than the smallest
observed value in either H or W (typically around 10−3 ),
while machine was the machine epsilon (the smallest positive
value the computer could represent) at approximately 10−324 .
Both NNDSVDz and NNDSVDa were described previously
in [13], whereas NNDSVDe and NNDSVDme are added in
this study as natural extensions to NNDSVDz that would
not suﬀer from the restrictions of locking zeros due to the
multiplicative update. The parameter k was assigned the
values of 2, 4, 6, 8, 10, 15, 20, 25, and 30.
Each of the NMF runs iterated until it reached 1,000
iterations or a stationary point in both W and H. That is,
at iteration i, when Wi−1 − Wi F < τ and Hi−1 − Hi F < τ,
convergence is assumed. The parameter τ was set to 0.01.
Since convergence is not guaranteed under all constraints,
if the objective function increased between iterations, the
factorization was stopped and assumed not to converge.
Log-entropy term-weighting scheme (see [8]) was used to
generate the original token weights for each collection.

50

3.2. Relative Error and Convergence
The SVD produces the mathematically optimal low-rank
approximation of any matrix with respect to the Frobenius
norm, and for all other unitarily-invariant matrix norms.
Whereas NMF can never produce a more accurate approx-

40
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k
SVD
Best NMF
Average NMF

Figure 1: Error measures for the SVD, best NMF run, and average
NMF run for the 50TG collection.

imation than the SVD, its proximity to A relative to the SVD
can be measured. Namely, the relative error, computed as


A − WH F − A − USV T F


,
RE =
A − USV T 
F

(5)

where both factorizations are truncated after k dimensions
(or factors), can show how close the feature vectors produced
by the NMF are to the optimal basis [18].
Intuitively, as k increases, the NMF factorization should
more closely approximate A. As shown in Figure 1, this is
exactly the case. Surprisingly, however, the average of all
converging NMF runs is under 10% relative error compared
to the SVD, with that error tending to rise as k increases. The
proximity of the NMF to the SVD implies that, for this small
dataset, NMF can accurately approximate the data.
Next, several diﬀerent initialization methods (discussed
in Section 3.1) were examined. To study the eﬀects on convergence, one set of NMF parameters must be chosen as the
baseline against which to compare. By examining the NMF
with no additional constraints, the NNDSVDa initialization
method consistently produces the most accurate approximation when compared to NNDSVDe, NNDSVDme,
NNDSVDz, and random initialization [7]. The relative error
NNDSVDa generates less than 1% for most tested values
of k. Unfortunately, NNDSVDa requires several hundred
iterations to converge.
NNDSVDe performs comparably to NNDSVDa with
regard to relative error, often within a fraction of a percent.
For smaller values of k, NNDSVDe takes significantly
longer time to converge than NNDSVDa although the exact
opposite is true for the larger value of k. NNDSVDz, on
the other hand, converges much faster for smaller values of

8

3.3. Labeling Recall
Measuring recall is a quantitative way to validate “known”
information within a hierarchy. Here, a method was developed to measure recall at various branch points in a hierarchical tree (described in Section 2.3). The gold standard used
for measuring recall included the MeSH headings associated
with gene abstracts. The mean average recall (MAR) denotes
the value attained when the average recall at each level is
averaged across all branches of the tree. Here, a hierarchy
level refers to all nodes that share the same distance (number
of edges) from the root. This section discusses the parameter
settings that provided the best labelings, both in the local
and global sense to the tree generated in [2] with 47 interior
nodes spread across 11 levels.
After applying the labeling algorithm described in
Section 2.2 to the factors produced by NMF, the MAR
generated was very low (under 25%). Since the NMFgenerated vocabulary did not overlap well with the MeSH
dictionary, the NMF features were mapped into MeSH
features via the procedure outlined in Algorithm 1, where
the most dominant feature represented each document only
if the corresponding weight in the H matrix was greater
than 0.5. Also, the top 10 MeSH headings were chosen to
represent each document, and the top 100 corresponding
terms were extracted to formulate each new MeSH feature
vector. Consequently, the resulting MeSH feature vectors
produced labelings with greatly increased MAR.
With regard to the accuracy of the labelings, several
trends exist. As k increases, the achieved MAR increases as

130
120
110

||A − WH ||

k at the cost of accuracy as the locked zero elements have
an adverse eﬀect on the best solution that can be converged
upon. Not surprisingly, NNDSVDme performed comparably
to NNDSVDz in many cases, however, it was able to achieve
slightly more accurate approximations as the number of
iterations increased. In fact, NNDSVDme was identical
to NNDSVDz in most cases and will not be mentioned
henceforth unless noteworthy behavior is observed. Random
initialization performs comparably to NNDSVDa in terms
of accuracy and favorably in terms of speed for small k,
but as k increases, both speed and accuracy suﬀer. A graph
illustrating the convergence rates when k = 25 is depicted in
Figure 2.
In terms of actual elapsed time, the improved performance of the NNDSVD does not come without a cost. In
the context of SGO, the time spent computing the initial
SVD of A for the first step of the NNDSVD algorithm is
assumed to be zero since the SVD is needed a priori for
querying purposes However, the initialization time required
to complete the NNDSVD when k = 25 is nearly 21
seconds, while the cost for random initialization is relatively
negligible. All runs were performed on a machine running
Debian Linux 3.0 with an Intel Pentium III 1-GHz processor
and 256-MB memory. Since the cost per each NMF iteration
is nearly.015 seconds per k (when k = 25), the cost of performing the NNDSVD is (approximately) equivalent to 55
NMF iterations. Convergence taking into account this cost is
shown in Figure 3.
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Figure 2: Convergence graph comparing the NNDSVDa, NNDSVDe, NNDSVDme, NNDSVDz, and best random NMF runs of
the 50TG collection for (k = 25).

well. This behavior could be predicted since increasing the
number of features also increases the size of the eﬀective
labeling vocabulary, thus enabling a more robust labeling.
When k = 25, the average MAR across all runs is approximately 68%.
Since the NNDSVDa initialization provided the best convergence properties, it will be used as a baseline against which
to compare. If k is not specified, assume k = 25. In terms
of MAR, NNDSVDa produced below average results, with
both NNDSVDe and NNDSVDz consistently outperforming
NNDSVDa for most values of k; NNDSVDe and NNDSVDz
attained similar MAR values as depicted in Figure 4. The
recall of the baseline case using NNDSVDa and k = 25
depicted by node level is shown in Figure 6.
The 11 node levels of the 50TG hierarchical tree [2]
shown in Figure 5 can be broken into thirds to analyze the
accuracy of a labeling within a depth region of the tree. The
MAR for NNDSVDa for each of the thirds is approximately
58%, 63%, and 54%, respectively. With respect to the
topmost third of the tree, any constraint applied to any
NNDSVD initialization other than smoothing W applied to
NNDSVDa provided an improvement over the 58% MAR.
In all cases, the resulting MAR was at least 75%. NNDSVDa
performed slightly below average over the middle third at
63%. Overall, nearly any constraint improved or matched
recall over the base case over all thirds with the exception that
enforcing sparsity on H underperformed NNDSVDa in the
bottom third of the tree; all other constraints achieved at least
54% MAR for the bottom third.
With respect to diﬀerent values of k, similar tendencies
exist over all thirds. NNDSVDa is among the worst in terms
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Figure 3: Convergence graph comparing the NNDSVDa,
NNDSVDe, NNDSVDme, NNDSVDz, and best random NMF
runs of the 50TG collection for (k = 25) taking into account
initialization time.

Figure 4: MAR as a function of k under the various NNDSVD
initialization schemes with no constraints for the 50TG collection.

Table 8: Genes comprising each leaf node of the tree shown in
Figure 7.

As expected, many of the MeSH terms were too general
and were also associated with many of the 5 gene clusters,
for example, genetics, proteins, chemistry, and cell. However,
some MeSH terms were indeed useful in describing the function of the gene clusters. For example, Cluster A MeSH labels
are suggestive of LDL and alpha macroglobulin receptor
protein family; Cluster B MeSH labels are associated with
Alzheimer’s disease and Amyloid beta metabolism; Cluster
C labels are associated with extracellular matrix and cell
adhesion; Cluster D labels are associated with embryology
and inhibotrs; and Cluster E labels are associated with tau
protein and lymphocytes.
In contrast to MeSH labeling, the text labeling by NMF
was much more specific and functionally descriptive. In
general, the first few terms (highest ranking terms) in each
cluster defined either the gene name or alias. Interestingly,
each cluster also contained terms that were functionally
significant. For example, rap (Cluster A) is known to be a
ligand for a2m and lrp1 receptors. In addition, the 4 genes
in Cluster C are known to be part of a molecular signaling
pathway involving Cajal-retzius cells in the brain that
control neuronal positioning during development. Lastly, the
physiological eﬀects of Notch1 (Cluster D) have been linked
to activation of intracellular transcription factors Hes1 and
Hes5.
Importantly, the specific nature of text labeling by NMF
allows identification of previously unknown functional connections between genes and clusters of genes. For example,
the term PS1 appeared in both Cluster B and Cluster D.
This finding is very interesting in that PS1 encodes a protein
which is part of a protease complex called gamma secretases.

A
a2m
apba1
apbb1
aplp1
aplp2
lrp1
shc1

B
apoe
app
psen1
psen2
—
—
—

C
dab1
lrp8
reln
vldlr
—
—
—

D
atoh1
dll1
jag1
notch1
—
—
—

E
cdk5
cdk5r
cdk5r2
fyn
mapt
—
—

of MAR with the exception that it does well in the topmost
third when k is either 2 or 4. There was no discernable
advantage when comparing NNDSVD initialization to its
random counterpart. Overall, the best NNDSVD (and hence
reproducible) MAR was achieved using NNDSVDe and k =
30 (also shown in Figure 6).

3.4. Labeling Evaluation
Although relative error and recall are measures that can automatically evaluate a labeling, ultimately the final evaluation
still requires some manual observation and interpretation.
For example, assuming the tree given in Figure 7 with
leaf nodes representing the gene clusters given in Table 8,
one possible labeling using MeSH headings generated from
Algorithm 1 is given in Table 9, and a sample NMF-generated
labeling is given in Table 10.
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Table 9: Top 10 MeSH terms for the leaf nodes of the tree shown in Figure 7.

A
Metabolism
Genetics
Protein
Proteins
Receptor
Related
ldl
Macroglobulins
Alpha
Chemistry

B
Protein
Amyloid
Beta
Genetics
Metabolism
Precursor
Chemistry
Apolipoproteins
Disease
Alzheimer

C
Genetics
Molecules
Neuronal
Adhesion
Cell
Metabolism
Proteins
Extracellular
Matrix
Biosynthesis

D
Genetics
Proteins
Metabolism
Membrane
Cell
Physiology
Cytology
Embryology
Biosynthesis
Inhibitors

E
Metabolism
Proteins
Genetics
Tau
Protein
Lymphocyte
p56
Specific
lck
Tyrosine

Table 10: Top 10 terms for the leaf nodes of the tree shown in Figure 7.
A
lrp
Receptor-related
Lipoprotein
fe65
app
Alpha
rap
Abeta
Beta-amyloid
Receptor

B
Apoe
ps1
Amyloid
Abeta
Presenilin
Epsilon
Apolipoprotein
Alzheimer
ad
Gamma-secretase

C
reelin
reeler
dab1
vldlr
apoer2
Positioning
Cajal-retzius
apoe
Apolipoprotein
Lipoprotein

In addition to cleaving the Alzheimer protein APP, gamma
secretases have been shown to cleave the developmentally
important Notch protein. Therefore, these results indicate
that NMF labeling provides a useful tool for discovering new
functional associations between genes in a cluster as well as
across multiple gene clusters.

4. Discussion
While comparing NMF runs, several trends can be observed
both with respect to mathematical properties and recall
tendencies. First, and as expected, as k increases, the approximation achieved by the SVD with respect to A is more
accurate; the NMF can provide a relatively close approximation to A in most cases, but the error also increases
with k. Second, NNDSVDa provides the fastest convergence
in terms of number of iterations to the closest approximations. Third, applying additional constraints such as
smoothing and sparsity [7] has little noticeable eﬀect on
both convergence and recall, and in many cases greatly
decreases the likelihood that a stationary point will be
reached. Finally, to generate relatively “good” approximation
error (within 5%), about 20–40 iterations are recommended
using either NNDSVDa or NNDSVDe initialization with
no additional constraints when k is reasonably large (about
half the number of documents). For smaller k, performing

D
Notch
notch1
jagged1
notch-1
hes5
Fringe
hes-1
hes1
hash1
ps1

E
fyn
Tau
cdk5
lck
sh3
nmda
Ethanol
Phosphorylation
Alcohol
tcr

approximately 25 iterations under random initialization will
usually accomplish 5% relative error, with the number of
iterations required decreasing as k decreases.
While measuring error norms and convergence is useful
to expose mathematical properties and structural tendencies
of the NMF, the ultimate goal of this application is to provide
a useful labeling of a hierarchical tree from the NMF. In many
cases, the “best” labeling may be provided by a suboptimal
run of NMF. Overall, more accurate labelings resulted from
higher values of k because more feature vectors increased
the vocabulary size of the labeling dictionary. Generally
speaking, the NNDSVDe, NNDSVDme, and NNDSVDz
schemes outperformed the NNDSVDa initialization. Overall,
the accuracy of the labelings appeared to be more a function
of k and the initial seed rather than the constraints applied.
Much research is being performed concerning the NMF,
and this work examines three methods based on the multiplicate update (see Section 2.1). Many other NMF variations
exist and more are being developed, so their application to
the biological realm should be studied. For example, [19]
proposes a hybrid least squares approach called GD-CLS to
solve NMF and overcomes the problem of “locking” zeroed
elements encountered by MM, [20, 21] propose nonsmooth
NMF as an alternative method to incorporate sparseness, and
[22] proposes an NMF technique that generates three factor
matrices and has shown promising clustering results. NMF
has been applied to microarray data [23], but eﬀorts need to
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cdk5

Figure 5: Hierarchical tree for a 50 test gene (50TG) collection
described in [2] using updated MEDLINE abstracts.

be made to combine the text information with microarray
data; some variation of tensor factorization could possibly
show how relationships change over time [24].
With respect to labeling methods, MeSH heading labels
were generally useful, but provided little specific details
about the functional relationship between the genes in a
cluster. On the other hand, text labeling provided specific
and detailed information regarding the function of the genes
in a clusters. Importantly, term labels provided some specific
connections between groups of genes that were not readily
apparent. Thus, term labeling oﬀers a distinct advantage for
discovering new relationships between genes and can aid in
interpretation of high throughput data.
Regardless of the techniques employed, one of the issues
that will always be prevalent regarding biological data is
that of quality versus quantity. Inherently related to this

0.8

Average recall

cdk5r
cdk5r2
mapt
fyn
atoh1
dll1
jag1
notch1
dab1
reln
lrp8
vldlr
psen1
psen2
app
apoe
apbb1
lrp1
a2m
apba1
aplp1
aplp2
shc1
brca1
brca2
dnmt1
pax2
pax3
wnt1
wnt3
wnt2
robo1
gli
gli2
gli3
ptch
smo
shh
egfr
src
erbb2
myc
trp53
tgfb1
fos
ets1
kit
nras
abl1

0.6

0.4

0.2

0

2

4

6
Node level

8

10

Baseline
Best run

Figure 6: Recall as a function of node level for the NNDSVD
initialization on the 50TG collection. The achieved MAR for the
baseline case is 58.95%, while the best achieved MAR for the
NNDSVD initialization is 74.56%.

I
H
F

A

G

B

C

D

E

Figure 7: A hierarchical tree containing a set of genes related to
Alzheimer’s disease (leaf nodes A and B), brain development (leaf
nodes C and D), or both Alzheimer’s disease and brain development
(leaf node E).

problem is the establishment of standards within the field
especially as they pertain to hierarchical data. Eﬀorts such
as gene ontology (GO) are being built and refined [25], but
standard datasets for comparing results and clearly defined
(and accepted) evaluation measures could facilitate more
meaningful comparisons between methods.
In the case of SGO, developing methods to derive
“known” data is a major issue (even GO does not produce
a “gold standard” hierarchy given a set of genes). Access
to more data and to other hierarchies would help test the
robustness of the method, but that remains one of the problems inherent in the field. In general, approximations that
are more mathematically optimal do not always produce the
“best” labeling. Often, factorizations provided by the NMF
can be deemed “good enough,” and the final evaluation will
remain subjective. In the end, if automated approaches can
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approximate that subjectivity, then greater understanding of
more data will result.
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The study of the neuronal correlates of the spontaneous alternation in perception elicited by bistable visual stimuli is promising
for understanding the mechanism of neural information processing and the neural basis of visual perception and perceptual
decision-making. In this paper, we develop a sparse nonnegative tensor factorization-(NTF)-based method to extract features
from the local field potential (LFP), collected from the middle temporal (MT) visual cortex in a macaque monkey, for decoding
its bistable structure-from-motion (SFM) perception. We apply the feature extraction approach to the multichannel timefrequency representation of the intracortical LFP data. The advantages of the sparse NTF-based feature extraction approach lies
in its capability to yield components common across the space, time, and frequency domains yet discriminative across diﬀerent
conditions without prior knowledge of the discriminating frequency bands and temporal windows for a specific subject. We employ
the support vector machines (SVMs) classifier based on the features of the NTF components for single-trial decoding the reported
perception. Our results suggest that although other bands also have certain discriminability, the gamma band feature carries the
most discriminative information for bistable perception, and that imposing the sparseness constraints on the nonnegative tensor
factorization improves extraction of this feature.
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1. Introduction
The question of cortex is of central importance to many
issues in cognitive neuroscience. To answer this question, one
important experimental paradigm is to dissociate percepts
from the visual inputs using bistable stimuli. The study of
bistable perception holds great promise for understanding
the neural correlates of visual perception [1]. Spiking activity
has been extensively studied in brain research to determine
the relationship between perceptual reports during ambiguous visual stimulation in the middle temporal area (MT) of
macaque monkeys [2, 3]. However, spiking data as collected
with standard neurophysiological techniques only provide
information about the outputs of a small number of neurons
within a given brain area. The local field potential (LFP)
has recently attracted increasing attention in the analysis of
the neuronal population activity [4, 5]. LFP is thought to

largely arise from the dendritic activity of local populations
of neurons and is dominated by the excitatory synaptic
inputs to a cortical area as well as intra-areal local processing.
The investigation of the correlations between perceptual
reports and LFP oscillations during physically identical but
perceptually ambiguous conditions may shed new lights on
the mechanism of neural information processing and the
neural basis of visual perception and perceptual decisionmaking.
One important research direction in the field of neuroscience is to study the rhythmic brain activity during
diﬀerent tasks. For example, it is discovered that the beta and
mu bands are associated with event-related desynchronization and the gamma band is associated with event-related
synchronization for movement and motor imaginary tasks
[6, 7], and that the gamma band is also associated with memory and attention [4, 8]. The brain oscillations for bistable
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perceptual discrimination, on the other hand, are not easy to
distinguish and it remains largely unknown which band is the
most discriminative for bistable perception. In line with the
recent literature, in this paper, we discover that the gamma
oscillation is particularly discriminative for distinguishing
diﬀerent percepts. For neurobiological time series, the underlying processes are often nonstationary. To reveal the temporal structure of LFP, the LFP spectrum at a certain time
and frequency is often analyzed. For example, the short-time
Fourier transform (STFT) provides a means of joint timefrequency analysis by applying moving windows to the signal
and Fourier transforming the signal within each window
[9]. With technological advances, multichannel intracortical
recordings become available nowadays and they provide new
opportunities to study how populations of neurons interact
to produce a certain perceptual outcome. However, diﬀerent
channels of LFP may record not only brain activity correlated
with the percept but also background ongoing activity that
is not percept-correlated. It is of interest to decompose
the multichannel time-varying LFP spectrum into multiple
components with distinct modalities in the space, time, and
frequency domains to identify among them the components
common across diﬀerent domains and at the same time
discriminative across diﬀerent conditions.
The conventional two-way decomposition approaches
include principal component analysis (PCA), independent
component analysis (ICA), and linear discriminant analysis
(LDA), which extract features from two-way data (matrices)
by decomposing them into diﬀerent factors (modalities)
based on orthogonality, independence, and discriminability,
respectively. However, PCA, ICA, or LDA all represent data in
a holistic way with their factors both additively and subtractively combined. For two-way decomposition of nonnegative
data matrices, it is intuitive to allow only nonnegative factors
to achieve an easily interpretable parts-based representation
of data. Such an approach is called nonnegative matrix
factorization (NMF) [10, 11]. In practical applications,
multiway data (tensors) with three or more modalities often
exist. If two-way decomposition approaches are to be used
under these circumstances, tensors have to be first converted
into matrices by unfolding several modalities. However,
such unfolding may lose some information specific to the
unfolded modalities and make it less easy to interpret
the decomposed components. Therefore, to obtain a more
natural representation of the original data structure, it is
recommended to use tensor decomposition approaches to
factorize multiway data. PARAFAC and TUCKER models are
typical models for tensor factorization [12–14]. Their diﬀerence lies in that the TUCKER model permits the interactions
within each modality while the PARAFAC model does not.
The PARAFAC model is often used due to two advantages
it possesses. First, it is the simplest and most parsimonious
multiway model and hence its parameter estimation is easier
than all the other multiway models. Second, it can achieve
unique tensor decomposition up to trivial permutation, sign
changes, and scaling as long as several weak conditions
are satisfied [15, 16]. In neuroscientific applications, the
PARAFAC model was used to analyze the three-way spacetime-frequency representation of the EEG data [17, 18].
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However, the original PARAFAC model does not assume
nonnegative constraints on its factors. As a result, in some
cases the estimated PARAFAC model for the nonnegative
tensor data may be diﬃcult to interpret. The nonnegative
tensor factorization (NTF), as its name implies, enforces
the nonnegative constraint on each modality and is more
appropriate for decomposing nonnegative tensor data. In
fact, NTF has been widely used in diverse fields ranging
from chemometrics, image analysis, signal processing, to
neuroscience [19–25]. For example, in [23], the PARAFAC
model with nonnegative constraints was used to decompose
the multiway intertrial phase coherence (ITPC) defined in
[26], which is the average of the normalized space-timefrequency representation of data across trials. For singletrial decoding, however, features have to be extracted from
each single trial and hence ITPC cannot be used. It is
worthy to mention that there is a possible expense associated
with the imposition of the nonnegative constraints on
the the PARAFAC model, namely the loss of uniqueness
in the decomposition [27]. Nevertheless, sparseness constraints can be enforced to improve the uniqueness of the
nonnegatively constrained PARAFAC decomposition and
remarkably, sparseness constraints can enhance the partsbased representation of the data [28, 29].
In this paper, we develop a sparse NTF-based method
to extract features from the LFP responses for decoding the
bistable structure-from-motion (SFM) perception. We apply
the feature extraction approach to the multichannel timefrequency representation of intracortical LFP data collected
from the MT visual area in a macaque monkey performing
a SFM task, aiming to identify components common across
the space, time, and frequency domains and at the same
time discriminative across diﬀerent conditions. To determine
the best LFP band for bistable perceptual discrimination,
we first cluster each NTF component using the K-means
clustering algorithm based on its frequency modality that
measures the spectral characteristics of the component, and
then employ a support vector machines (SVMs) classifier
to decode the monkey’s perception on a single-trial basis
to determine the discriminability of each cluster. In doing
so, we have discovered that although other bands also have
certain discriminability, the gamma band feature carries the
most discriminative information for bistable perception, and
that imposing the sparseness constraints on the nonnegative
tensor factorization improves extraction of this feature. The
rest of the paper is organized as follows. In Section 2, we first
present the experimental paradigm and then introduce the
sparse NTF approach, the K-means clustering algorithm, and
the SVM classifier. In Section 3, we explore the application
of the NTF-based approach for decoding the bistable SFM
perception. Finally, Section 4 contains the conclusions.

2. Materials and Methods
2.1. Subjects and Neurophysiological
Recordings
Electrophysiological recordings were performed in a healthy
adult male rhesus monkey. After behavioral training was
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complete, occipital recording chambers were implanted
and a craniotomy was made. Intracortical recordings were
conducted with a multielectrode array while the monkey
was viewing structure-from-motion (SFM) stimuli, which
consisted of an orthographic projection of a transparent
sphere that was covered with randomly distributed dots on
its entire surface. Stimuli rotated for the entire period of
presentation, giving the appearance of three-dimensional
structure. The monkey was well trained and required to
indicate the choice of rotation direction (clockwise or
counterclockwise) by pushing one of two levers. Correct
responses for disparity-defined stimuli were acknowledged
with application of a fluid reward. In the case of fully
ambiguous (bistable) stimuli, where the stimuli can be
perceived in one of two possible ways and no correct response
can be externally defined, the monkey was rewarded by
chance. Only the trials of data corresponding to bistable
stimuli are analyzed in the paper. The recording site was
the middle temporal area (MT) of the monkey’s visual
cortex, which is commonly associated with visual motion
processing. LFP was obtained by filtering the collected data
between 1 to 100 Hz.

2.2. Sparse Nonnegative Tensor Factorization
In [11], two algorithms with multiplicative factor updates
were proposed to solve the NMF problem. One algorithm
is based on minimization of the squared error, while the
other is based on minimization of the generalized KullbackLeibler (KL) divergence. These algorithms were extended
to the NTF problem using the PARAFAC model in [21].
Sparseness constraints originally proposed for NMF [28, 29]
can also be incorporated in NTF to enhance the uniqueness
of the nonnegatively constrained PARAFAC decomposition
and improve the parts-based representation of the data. In
the paper, we focus on a sparse NTF algorithm based on
the nonnegatively and sparsely constrained PARAFAC model
and minimization of the generalized KL divergence. The
sparseness constrains imposed are similar to those of [28].
Let X ∈ RI1 ×I2 ×···×IN denote an N-way tensor with N
indices (i1 i2 · · · iN ). Let Xi1 i2 ···iN represent an element with
1 ≤ in ≤ In . Assume that the PARAFAC model decomposes
the tensor X into K components, each of which is the outer
product of vectors that span diﬀerent modalities,
Xi1 i2 ···iN ≈

K

k=1

(2)
(N)
A(1)
i 1 k Ai 2 k · · · Ai N k ,

(1)

where A(n) ∈ RIn ×K is the matrix corresponding to the nth
modality.
A tensor can be converted into a matrix. Let the matrix
X(n) ∈ RIn ×I1 ···In−1 In+1 ···IN denote the mode-n matricization
of X. Then it follows
X(n) ≈ A(n) Z(n)

(2)

where | ⊗ | denotes the Khatri-Rao product (column-wise
Kronecker product) and (·)T means transpose.
The cost function for the sparse NTF approach based
on minimization of the generalized KL divergence can be
written as


X(n)

ij

+




ij



X(n)





ij

 − X(n)
log  (n)
A Z(n) i j
 

A(n) Z(n) i j



A(n)

+λ


ij

(4)



ij,

ij

where λ is the regularization parameter for the sparse
constraints. Note that if λ = 0, this corresponds to the
nonsparse NTF approach. The factor update for the sparse
NTF approach is the same as that in [11] except an extra
regularization term;




A(n) = A(n)  X(n)  A(n) Z(n)



(5)



 ZT(n)  A(n) Z(n) ZT(n) + λE ,

where E is a matrix of ones,  and  denote elementwise multiplication and division, respectively. We can first
randomly initialize A(n) , n = 1, 2, . . . , N and then alternately
update them in an iterative way until convergence. In [11],
it was proved that such iterative multiplicative update can be
regarded as a special kind of gradient descent update using
the optimal step size at each iteration, which is guaranteed to
reach a locally optimal factorization.

2.3. K -means Clustering
The K-means clustering algorithm partitions a data set into
K clusters with each cluster represented by its mean such that
the data within each cluster are similar but the data across
distinct clusters are diﬀerent [30]. Initially, the K-means
clustering algorithm generates K random points as cluster
means. Then it iterates two steps namely the assignment step
and update step until convergence. In the assignment step,
each data point is assigned to the cluster so that the distance
from the data point to the mean of the cluster is smaller than
that from the data point to the means of other clusters. In
the update step, the means of all clusters are recomputed
and updated based on the data points assigned to them. The
convergence criterion can be that the cluster assignment does
not change. The K-means clustering algorithm is simple and
fast but the clustering results depend on the initial random
assignments. To overcome this problem, we can take the best
clustering from multiple random starts.
We use the silhouette value to determine the number of
clusters [31]. The silhouette value measures how similar a
data point is to points in its own cluster compared to points
in other clusters and is defined as follows:








s(i) = min b(i, l) − a(i) / max a(i), min b(i, l) ,

with

l



Z(n) = A(N) |⊗| · · · |⊗|A(n+1) |⊗|A(n−1) |⊗| · · · |⊗|A(1)

T

,
(3)

l

(6)

where a(i) is the average distance from the ith data point
to the other points in its cluster, and b(i, l) is the average
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distance from the ith point to points in another cluster l.
The silhouette value ranges from −1 to +1 with 1 meaning
that data are separable and correctly clustered, 0 denoting
poor clustering, and −1 meaning that the data are wrongly
clustered.

Support vector machines (SVMs) is a popular classifier
that minimizes the empirical classification error and at
the same time maximizes the margin by determining a
linear separating hyperplane to distinguish diﬀerent classes
of data [32, 33]. SVM is robust to outliers and has good
generalization ability. Consequently, it has been used in a
wide range of applications.
Assume that xk , k = 1, . . . , K are the K training feature
vectors for decoding and the class labels are yk ∈ {−1, +1},
then SVM solves the following optimization problem:
min w2 + C


K


ξk

subject to

0.75

Silhouette value

2.4. Support Vector Machines Classifier

0.8
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0.65
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Figure 1: The silhouette value obtained by clustering the nonsparse
NTF components using the K-means algorithm as a function of the
number of clusters.

k=1



yk w xk + b ≥ 1 − ξk ,

(7)

ξk ≥ 0,
where w is the weight vector, C > 0 is the penalty parameter
of the error term chosen by cross-validation, ξk is the slack
variable, and b is the bias term. It turns out that the margin of
the two classes is inversely proportionally to w2 . Therefore,
the first term in the objective function of SVM is used to
maximize the margin. The second term in the objective
function is the regularization term that allows for training
errors for the inseparable case.
The Lagrange multiplier method can be used to find
the optimal solution for w and b in the above optimization
problem. Assume that t is the testing feature vector. Then
testing is done simply by determining on which side of the
separating hyperplane t lies, that is, if w t + b ≥ 0, the label
of t is classified as +1, otherwise, the label is classified as −1.
SVM can also be used as a kernel-based method when the
feature vectors are mapped into a higher dimensional space
[32].

3. Experimental Results
In this section, we provide experimental examples to demonstrate the performance of the proposed feature extraction
approach for predicting perceptual decisions from the neuronal data. Simultaneously, collected 4-channel LFP data
were used for demonstration. Gabor transform (STFT with
a Gaussian window) is used to obtain the time-frequency
representation of the data. The number of trials is 96. The
time window used is from stimulus onset to 1 second after
that. We find that the performance does not change much
if a diﬀerent time window, for example, from stimulus
onset to 800 milliseconds after that, is used. We use both
nonsparse and sparse NTF approaches based on minimizing
the generalized KL divergence and choose the number of

NTF components to be 20 with random initialization for
all modalities. The regularization parameter λ for the sparse
NTF approach is chosen to be 0.5 and the sparseness constraint is applied to each modality. We apply the nonsparse
and sparse NTF approaches to the nonnegative four-way
data (channel by frequency by time by trial) and use the
modality corresponding to the trials as the features. We use
K-means clustering to cluster the features with 50 random
starts to find the best clustering and adopt the correlation
between the spectral modalities of the NTF components as
the distance metric. The NTF and clustering are performed
on all the data since they are unsupervised and does not
require any label information. On the other hand, if a feature
extraction method requires label information, it should be
done on the training data only. We employ the linear SVM
classifier from the LIBSVM package [34] and use decoding
accuracy as the performance measure, calculated via leaveone-out cross-validation (LOOCV). In particular, for a data
set with N trials, we choose N − 1 trials for training and
use the remaining 1 trial for testing. This is repeated for N
times with each trial serving for testing once. The decoding
accuracy is obtained as the ratio of the number of correctly
decoded trials to N. It is also possible to split the data into
three disjoint sets: one for parameter estimation, one for
model selection, and one for testing the end result. We have
considered this option in the past but we decided to use
the LOOCV procedure due to the limited number of trials
available.
Figure 1 shows the silhouette value obtained by clustering
the nonsparse NTF components using the K-means algorithm as a function of the number of clusters. Note that the
silhouette value increases with the number of clusters until
the number of clusters is equal to four. Hence we choose the
number of clusters to be four. Figure 2 shows the frequency
modalities of the 20 nonsparse NTF components clustered
by the K-means algorithm. The color of each curve denotes
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Figure 2: Comparison of the frequency modalities of the 20 nonsparse NTF components clustered by the K-means algorithm. The color of
each curve denotes to which cluster the component belongs. Blue, green, red, and black correspond to clusters 1–4, respectively.
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Figure 3: The silhouette value obtained by clustering the sparse
NTF components using the K-means algorithm as a function of the
number of clusters.

to which cluster the component belongs. Blue, green, red,
and black correspond to clusters 1–4, respectively. Figures 3
and 4 are the same as Figures 1 and 2, respectively, except
that sparse NTF components are used. For comparison, we
use the same range for y axis in Figure 3 as in Figure 1. Note
that the silhouette values of Figure 3 follow a similar trend to
that in Figure 1. Hence the number of clusters for the sparse
NTF components is also chosen to be four. In addition, it
is clear that for a given number of clusters, the silhouette
value of Figure 3 is always larger than that of Figure 1. This
indicates that the clustering of the sparse NTF components is
better than the clustering of the nonsparse NTF components,
though the main purpose of these two figures is to show that
with NTF method, either sparse or nonsparse, the number
of clusters converges to 4. It can be seen from Figures 2
and 4 that both the sparse and nonsparse NTF components
are well clustered by the K-means algorithm and that
diﬀerent clusters may have diﬀerent number of components.
Furthermore, in both cases, the clusters generally fall into
distinct spectral bands: the first cluster mainly in the high
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Figure 6: The representative time-frequency plot for (a) cluster 1, (b) cluster 2, (c) cluster 3, and (d) cluster 4, respectively, of the sparse
NTF components. Red and blue represent strong and weak activity, respectively. Note that the first cluster for the sparse NTF components
contains only one component in the high gamma band (50–60 Hz) with well-localized time-frequency representation, and that clusters 2–
4 have concentrated time-frequency distributions in the delta band (1–4 Hz), alpha band (10–20 Hz), and low gamma band (30–40 Hz),
respectively.

gamma band (50–60 Hz), the second cluster in the delta band
(1–4 Hz), the third cluster in the alpha band (10–20 Hz), and
the fourth cluster mainly in the low gamma band (30–40 Hz).
To have a closer look at the NTF components, we
construct the time-frequency representation for each component based on the outer product of its frequency modality
and time modality. Figures 5(a) and 5(b) show the timefrequency plot for the two nonsparse NTF components of
cluster 1. Red and blue in the figures represent strong and
weak activity, respectively. Note that the first nonsparse NTF
component has localized time-frequency representation in
the high gamma band, while the second component contains
strong activity in both the high gamma band and other
bands. In addition, these two components cover diﬀerent
time windows with the first component in both an early

window and a late window and the second component
mainly in an early window. Figures 6(a) and 6(b) show
the representative time-frequency plot for (a) cluster 1, (b)
cluster 2, (c) cluster 3, and (d) cluster 4, respectively, of
the sparse NTF components. Red and blue represent strong
and weak activity, respectively. Note the similarity between
Figures 6(a) and 5(a). However, unlike the first cluster for
the nonsparse NTF components, the first cluster for the
sparse NTF components has only one component with welllocalized time-frequency representation in the high gamma
band (50–60 Hz). From Figures 6(b) to 6(d), we can observe
concentrated time-frequency distributions for the second
cluster in the delta band (1–4 Hz), the third cluster in the
alpha band (10–20 Hz), and the fourth cluster mainly in the
low gamma band (30–40 Hz).
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Table 1: Comparison of the decoding accuracy based on the combination of all features from each of cluster 1–4 (denoted as c1 (combined)–
c4 (combined), resp.), and the single best feature from each of cluster 1–4 (denoted as c1 (best)–c4 (best), resp.). Clusters 1–4 correspond to
high gamma band (50–60 Hz), delta band (1–4 Hz), alpha band (10–20 Hz), and low gamma band (30–40 Hz), respectively. The nonsparse
NTF approach based on minimization of the generalized KL divergence is used.
Feature
Decoding accuracy
Feature
Decoding accuracy

c1 (combined)
0.70
c1 (best)
0.72

c2 (combined)
0.61
c2 (best)
0.61

c3 (combined)
0.63
c3 (best)
0.61

c4 (combined)
0.63
c4 (best)
0.61

Table 2: Comparison of the decoding accuracy based on the combination of all features from each of cluster 1–4 (denoted as c1 (combined)–
c4 (combined), resp.), and the single best feature from each of cluster 1–4 (denoted as c1 (best)–c4 (best), resp.). Clusters 1–4 correspond to
high gamma band (50–60 Hz), delta band (1–4 Hz), alpha band (10–20 Hz), and low gamma band (30–40 Hz), respectively. The sparse NTF
approach based on minimization of the generalized KL divergence is used.
Feature
Decoding accuracy
Feature
Decoding accuracy

c1 (combined)
0.76
c1 (best)
0.76

c2 (combined)
0.61
c2 (best)
0.61

We next compare the SVM decoding accuracy based
on diﬀerent features of the nonsparse and sparse NTF
components in Tables 1 and 2, respectively. In particular, we
compare the decoding accuracy based on the combination
of all features from each of clusters 1–4 (denoted as c1
(combined)–c4 (combined), resp.) and the single best feature
from each of clusters 1–4 (denoted as c1 (best)–c4 (best),
resp.). It is clear that cluster 1 significantly outperforms
clusters 2–4 in terms of decoding accuracy. Therefore, the
high gamma band feature is more discriminative than the
features in the other bands for bistable perception. Note
that the combination of all features within one cluster
sometimes results in lower decoding accuracy than the single
best feature from that cluster. This is probably due to the
redundancy of features within the same cluster. Comparing
Tables 1 and 2, we can see that the high gamma band
feature of the sparse NTF approach is better than that
of the nonsparse NTF approach. The former has the best
decoding accuracy of 0.76 (corresponding to the sparse
NTF component in Figure 6(a)), while the latter has the
best decoding accuracy of 0.72 (corresponding to the first
nonsparse NTF component in Figure 5(a)). The decoding
accuracy for the second nonsparse NTF component of cluster
1 (corresponding to Figure 5(b)) is only 0.61. The decoding
performances reveal that although Figures 6(a) and 5(a)
appear quite similar, the high gamma band features extracted
by the sparse and nonsparse NTF approaches are diﬀerent.
This is due to the fact that the sparseness constraints enhance
the parts-based representation of the data and contribute
to a better extraction of the high gamma band feature,
leading to the improvement of decoding accuracy. We have
performed the statistical tests to compare the performances
of the sparse and nonsparse NTF methods. Although in most
cases, there is no significant diﬀerence between them, the
sparse NTF significantly outperforms the nonsparse NTF in

c3 (combined)
0.53
c3 (best)
0.61

c4 (combined)
0.58
c4 (best)
0.61

the case of the combination of features for the high gamma
frequency band. Furthermore, the results of both the sparse
NTF and nonsparse NTF show significant diﬀerence between
the high gamma frequency band and the other bands. As
a benchmark, we have also calculated the SVM decoding
accuracy based on the power of bandpass filtered LFP in
the frequency bands of commonly used ranges; delta band
(1–4 Hz), theta band (5–8 Hz), alpha band (9–14 Hz), beta
band (15–30 Hz), and gamma band (30–80 Hz), and found
that the maximum decoding accuracy of all is 0.61. Taken
together, our results suggest that NTF is useful for LFP
feature extraction and that although other bands also have
certain discriminability, the gamma band feature carries the
most discriminative information for bistable perception, and
that imposing the sparseness constraints on the nonnegative
tensor factorization improves extraction of this feature.

4. Conclusions
In this paper, we have developed a sparse nonnegative tensor
factorization-(NTF)-based method to extract features from
the local field potential (LFP) in the middle temporal area
(MT) of a macaque monkey performing a bistable structurefrom-motion (SFM) task. We have applied the feature
extraction approach to the multichannel time-frequency
representation of the LFP data to identify components
common across the space, time, and frequency domains and
at the same time discriminative across diﬀerent conditions.
To determine the most discriminative band of LFP for
bistable perception, we have clustered the NTF components
using the K-means clustering algorithm and employed a
support vector machines (SVMs) classifier to determine
the discriminability of each cluster based on single-trial
decoding of the monkey’s perception. Using these techniques, we have demonstrated that although other bands
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also have certain discriminability, the gamma band feature
carries the most discriminative information for bistable
perception, and that imposing the sparseness constraints on
the nonnegative tensor factorization improves extraction of
this feature.
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1. Introduction
Blind source separation (BSS) is a very active topic recently
in signal processing and neural network fields [1, 2]. It is
an approach to recover the sources from their combinations (observations) without any understanding of how the
sources are mixed. For a linear model, the observations are
linear combinations of sources, that is, X = AS, where S is an
r × n matrix indicating r source signals each in n-dimensional
space, X is an m × n matrix showing m observations in
n-dimensional space, and A is an m × r mixing matrix.
Therefore, BSS problem is a matrix factorization, that is, to
factorize observation matrix V into mixing matrix A and
source matrix S.
Independent component analysis (ICA) has been found
very eﬀective in BSS for the cases where the sources are
statistically independent. In fact, it factorizes the observation
matrix V into mixing matrix A and source matrix S by
searching the most nongaussianity directions in the scatter
plot of observations, and has a very good estimation

performance of the recovered sources when the sources are
statistically independent. This is based on the Central Limit
Theorem, that is, the distribution of a sum (observations)
of independent random variables (sources) tends toward a
Gaussian distribution under certain conditions. This induces
the two serious constraints of ICA to the application of
BSS: (1) the sources should be statistically independent to
each other; (2) the sources should not follow Gaussian
distribution. The performance of the recovered sources with
ICA approach depends on the satisfactory of these two
constraints, and decreases very rapidly when either of them
is not satisfied. However in real world, there are many
applications of blind source separation where the observations are nonnegative linear combinations of nonnegative
sources, and the sources are statistically dependent to some
extent. This is the model referred to as nonnegative linear
model (NNLM), that is, X = AS with elements in both
A and S nonnegative, and the rows in S (the sources)
may be statistically dependent to some extent. One of the
applications of this model is gene expression profiles, where
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each of the profiles, which is only in nonnegative values,
represents a composite of more than one distinct but partially
dependent sources [3], the profiles from normal tissue and
from cancer tissue. What needs to be developed is an
algorithm to recover dependent sources from the composite
observations.
It is easy to recognize that BSS for NNLM is a
nonnegative matrix factorization, that is, to factorize X
into nonnegative A and nonnegative S, where nonnegative
matrix factorization (NMF) technique is applicable. Several
approaches have been developed on applying NMF-based
technique for BSS of NNLM. For example, we proposed a
method for decomposition of molecular signatures based on
BSS of nonnegative dependent sources with direct usage of
standard NMF [3]; Chichocki and his colleagues proposed
a new algorithm for nonnegative matrix factorization in
applications to blind source separation [4] by adding two
suitable regularizations or penalty terms in the original
objective function of the NMF to increase sparseness and/or
smoothness of the estimated components. In addition, multilayer NMF was proposed by Cichocki and Zdunek for blind
source separation [5], and nonsmooth nonnegative matrix
factorization was proposed aiming at finding localized, partbased representations of nonnegative multivariate data items
[6]. Some other researches include the work of Zdunek and
Cichocki, who proposed to take advantage of the secondorder terms of a cost function to overcome the disadvantages
of gradient (multiplicative) algorithms for NMF for tackling
the slow convergence problem of the standard NMF learning
algorithms [7]; the work by Ivica Kopriva and his colleagues,
who proposed a single-frame blind image deconvolution
approach with nonnegative sparse matrix factorization for
blind image deconvolution [8]; and the work by Liu and
Zheng who proposed nonnegative matrix factorizationbased methods for object recognition [9].
In this paper, we extend NMF to pattern expression NMF
(PE-NMF) from the view point that the basis vector is desired
to be the one which can express the data most eﬃciently. Its
successful application to blind source separation of extended
bar problem, nonnegative signal recovery problem, and
heterogeneity correction problem for real gene microarray
data indicates that it is of great potential in blind separation
of dependent sources for NNLM model. The loss function
for the PE-NMF proposed here is a special case of that
proposed in [4], and here not only the learning algorithm
for the proposed PE-NMF approach is provided, but also
the convergence of the learning algorithm is proved by
introducing some auxiliary function. For speeding up the
learning procedure, a technique based on independent
component analysis (ICA) is proposed, and has been verified
to be eﬀective for the learning algorithm to converge to
desired solutions.

2. Pattern Expression NMF and BSS
for NNLM Model
NMF problem is given a nonnegative n × m matrix V , find
nonnegative n×r and r ×m matrix factors W and H such that
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the diﬀerence measure between V and WH is the minimum
according to some cost function, that is,
V ≈ WH.

(1)

NMF is a method to obtain a representation of data using
nonnegative constraints. These constraints lead to a partbased representation because they allow only additive, not
subtractive, combinations of the original data. For the ith
column of (1), that is, vi = Whi , where vi and hi are the
ith column of V and H, the ith datum (observation) is a
nonnegative linear combination of the columns of W =
(W1 , W2 , . . . , Wr ), while the combinatorial coeﬃcients are
the elements of hi . Therefore, the columns of W, that is,
{W1 , W2 , . . . , Wr }, can be viewed as the basis of the data V
when V is optimally estimated by its factors.

2.1. Pattern Basis
Let W1 , W2 , . . . , Wr be linearly independent n-dimensional
vectors. We refer to the space spanned by arbitrarily nonnegatively linear combination of these r vectors the positive
subspace spanned by W1 , W2 , . . . , Wr . Then, W1 , W2 , . . . , Wr
is the pattern expression of the data in this subspace, and
is called the basis of the subspace. Evidently, the basis
W1 , W2 , . . . , Wr derived from NMF is the pattern expression
of the observation data in columns of V , but this expression
may not be unique. Figure 1(a) shows an example of the
data V which have two pattern expressions of {W1 , W2 }
and {W1 , W2 }. Hence, we have the following questions:
which basis is more eﬀective in expressing the pattern of
the observations in V ? In order for the basis to express
the pattern in V eﬀectively, in our opinion, following three
requirements should be satisfied:
(1) the angle between the vectors in the basis should be
as large as possible, such that each data in V is a
nonnegatively linear combination of the vectors;
(2) the angles between the vectors in the basis should be
as small as possible to make the vectors clamp the
data as tightly as possible, such that no space is left
for expression of what is not included in V;
(3) each vector in the basis should be of the most eﬃcient
in expression of the data in V, and the same eﬃcient
in this expression compared with any other vector in
the basis.
The vectors defined with the above three requirements are
what we call the pattern basis of the data, and the number
of vectors in the basis, r, is called the pattern dimension
of the data. Figures 1(a), 1(b), and 1(c) show, respectively,
the too large between-angle, too small between-angles, and
too unequally important basis situation with {W1 , W2 } as
basis, where data in Figures 1(a) and 1(b) are assumed to
be uniformly distributed in the gray area while those in
Figure 1(c) are assumed to be nonuniformly distributed (the
data in the dark gray area is denser compared with those in
the light gray area). For these three cases, {W1 , W2 } is a better
basis to express the data.
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W1
W1

W1
V
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W1 = W1

W1

V

W2

W2
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W2
W2

0

0

0

(a)

(b)

(c)

Figure 1: The basis {W1 , W2 }/ {W1 , W2 } which obeys/violates (a) the first point; (b) the second point; (c) the third point in the definition
of the pattern basis.

(a)

(b)

(c)

(d)

Figure 2: Bar problem solution obtained from NMF: (a) source images, (b) mixed images, (c) recovered images from ICA, and (d) recovered
images from NMF.

Notice that the second requirement in the definition
of the pattern basis readily holds from the constraint of
NMF that the elements in H are nonnegative. Then, we
can get the three constraints as follows: (1) due to the
requirement that the between-angle between each pair of
vectors in the basis should be as large as possible, we have
WiT W j → min, for i =
/ j, where Wi is the ith column of the
matrix W; (2) due to the requirement that each vector in
the basis should be equally eﬃcient in expression of the data
in V, while the eﬃciency of the vector in this expression is
measured by the summation of the projection coordinates
of all the data in V to this vector, that is, samples v j , j =
1, 2, . . . , n if expressed in the vector Wi , the eﬃciency
 of the
vector Wi for expression of v j , j = 1, 2, . . . , n is nj=1 h ji ,
 
we have ri=1 nj=1 h ji → min. Hence, we formulate PE-NMF
problem as minimizing the loss function E(W, H; α, β) in the
following equation subject to nonnegativity constraints.

PE-NMF problem
Given an n by m nonnegative observation matrix V, find an
n by r and an r by m nonnegative matrix factors W and H,
such that

1
WiT W j
min E(W, H; α, β) = V − WH 2 + α
W,H
2
i, j, j =
/i

+β



hi j ,

where W ≥ 0, H ≥ 0 indicates that both W and H
are nonnegative matrices, respectively, Wi is ith column of
matrix W, and hi j is theelement in the ith row and jth column
of the matrix H.
This problem is a special case of the constrained optimization problem proposed in [4]:
1
min E(W, H; α, β) = V − WH 2 + αJW (W)
W,H
2
s.t. W ≥ 0, H ≥ 0.

+ βJH (H),

(3)

2.2. PE-NMF Algorithm and its Convergence
For the derivation of learning algorithm for W and H, we
first present and prove the following lemma.
Lemma 1. For any r by r symmetric nonnegative matrix Q
and for any r-dimensional nonnegative row vector w, the r by r
matrix


F = δab

QwT
wa


a

−Q

(4)

is always semipositive definite, where δab ((QwT )a /wa ) represents a diagonal matrix with diagonal element in the ath row
and ath column being (QwT )a /wa .

s.t. W ≥ 0, H ≥ 0,

i, j

(2)

Proof. By noticing that wa and wb are nonnegative, the
definition of the matrix F is the same as that of the matrix S in
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which the ath row and bth column element is Sab = wa Fwb .
Hence, we consider proving the semipositive definition of the
matrix S in the following context.
For any r-dimensional vector V, we have the following
formula:
V T SV =





ab

ab

Va Sab Vb =



=



Va wa δab

ab



=



Va wa δab

ab

Va wa Fwb Vb

QwT
wa
QwT
wa


a

a





wb Vb −

1
1
min E(w; H, α) = v − wH 2 + αwMwT ,
w
2
2

s.t. w ≥ 0,
(9)

where w is an r-dimensional row vector, v is a given mdimensional nonnegative row vector, H is an r by m fixed
nonnegative matrix, M is an r by r constant matrix with all
elements being 1 except diagonal elements being zeros, and α is
a fixed nonnegative parameter. The following update algorithm

wb Vb − Va wa Qab wb Vb



Theorem 1. For the quadratic optimization problem,





Va wa Qab wb Vb



vH T a

wat+1 = wat  t
w HH T + αwt M a

ab

= A − B,

(10)

(5)

converges to its optimal solution from any initialized nonnegative vector w0 .

where A denotes the first term and B denotes the second
term in the above formula. By noticing that Q is a symmetric
matrix, we have (QwT )a = (wQ)a , and hence the first term A
becomes

Proof. The convergence proof will be performed by introducing an appropriate auxiliary function F(w, wt ) that satisfies

A=

a

=






 

wb Qba

wa Va2

=

b



wa Qab wb Va2

(6)

a

t



wa Qab wb Va − wa Qab wb Va Vb





wa Qab wb Va2 − Va Vb

ab

=



1 2 1 2
V + V − Va Vb
2 a 2 b















E wt+1 ≤ F wt+1 , wt ≤ F wt , wt = E wt



wa Qab wb

(13)

will make

ab

=



w

we substitute the above A into formula (5), and obtain



(12)



ab

ab

(11)



wt+1 = arg min F w, wt

wa Qab wb Va2 ,

=



If such a function can be found, then the update of w by
setting



V T SV =



F w, w ≥ E(w).


 
b



F wt , wt = E wt ,



wQ a
Va wa
wa Va =
wQ a wa Va2
wa
a

a

=





(7)


2
1
wa Qab wb Va − Vb .
2 ab




2
1
wa Qab wb Va − Vb ≥ 0.
V T SV =
2 ab

(8)

Hence, the matrix S and therefore F = δab
a /wa ) − Q
is a semipositive definite matrix.
Now in Theorem 1, we derive learning algorithm and
prove its convergence for updating each row w in W when
H is set to be a fixed nonnegative matrix. The learning
algorithm for updating each column h in H when W is set to
be a fixed nonnegative matrix is depicted in Theorem 2, and
can be proved similarly but skipped due to the limitation of
the space.

(14)

which always makes the objective function E(w) to be
decreased with respect to iterations in the algorithm, indicating that the algorithm converges with the updating formula
(13).
Now we construct the auxiliary function to be












F w, wt = E wt + w − wt ∇E wt

Due to the fact that w and Q are a row vector and a nonnegative matrix, respectively, hence for any r-dimensional row
vector V, we have



+



  
T
1
w − wt J wt w − wt ,
2

(15)

where J(wt ) is a diagonal matrix






J wt = δab

((QwT )

HH T wtT + αMwtT


wtT a


a

.

(16)

Obviously, F(wt , wt ) = E(wt ), so formula (11) holds.
The Taylor expansion of the loss function E(w), when w
approaches wt , can be written to be










E(w) = E wt + w − wt ∇E wt
+





T
1
w − wt HH T + αM w − wt .
2

(17)
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By subtracting F(w, wt ) in (8)–(16) to E(w) in (7)–(17), we
have




F w, wt − E(w)




=


HH T wtT + αMwtT
1
w − wt δab
2
(wtT )a


− HH T − αM
=

1
w−w
2



t





w − wt

a

T

(18)

w

=w

tT

−J

−1




 
w ∇E w t .
t

∇E w


t



(19)

(20)

Since J(wt ) is a diagonal matrix, we only need to compute
inversion of each diagonal element in J for J −1 . Hence, we
have the following updating formula for the ath element of
w:






· HH T w tT + αMw tT − Hv T a
= wat 

HvT


a

HH T wtT + αMwtT

(21)


a


T

(vH a
 .
wt HH T + αwt M a

= wat 

Theorem 2. For the quadratic optimization problem.
1
min E(h; W, β) = v − Wh2 + βI T h,
2
h

V

T   
W t W t H t + βI


V Ht



,

T

T

,
W t H t H t + αW t M
where I is an r by m matrix full of elements being 1s, and M
is an r by r matrix with all elements being 1s except diagonal
elements being zeros.
Step 3: Increment t by t = t + 1 and go to step 2 until H t+1
and W t+1 converge.
Algorithm 1: Learning algorithm.

ative matrix, I is an r × m matrix with all the elements being
1s, and β is a fixed nonnegative parameter. The following rule




WTv a
t

ht+1
a = ha  T
W Wht + βI a

(23)

This theorem can be proved similarly as the proof of
Theorem 1.
By representing (10) and (23) in (elementwise) Hadamard product, one has the following learning algorithm
for updating both W and H for the PE-NMF optimization
problem in (1).
Theorem 3. For the optimization problem shown in (1), the
above learning algorithm converges to locally optimal solution
from any initialized nonnegative vector H 0 and W 0 .

wtT a

wat+1 = wat − 
T
tT
HH w + αMwtT a


⊗

T

converges to its optimal solution from any initialized nonnegative vector h0 .


T

= H H T w t − v + αMw tT


= HH T + αM w tT − Hv T .

Wt



By the definition of the loss function E(w), we have


=

Ht

W t+1 = W t ⊗

a

where Q = HH T +αM. Due to the fact that Q is a nonnegative
symmetric matrix since H is the nonnegative factor of V,
and α is always a nonnegative parameter, and the fact that
wt is a nonnegative vector, we have, from Lemma 1, that
the matrix δab ((QwtT )a /(wtT )a ) − Q is semipositive definite,
and therefore we always have F(w, wt ) − E(w) ≥ 0. Hence,
updating w according to wt+1 = arg minw F(w, wt ) always
leads the iteration process to converge.
We employ the steepest descent search strategy for
optimal w. For this purpose, we have wt+1 to satisfy
(∂F(w, wt ))/∂w|w=wt+1 = 0, from which we get ∇E(wt ) +
T
J(wt )(wt+1 − wt ) = 0, or equally
t+1T



H t+1




T

QwtT a
δab  tT  − Q w − wt ,

w

Algorithm parameters: α, β;
Input: an n by m nonnegative observation matrix V;
Output: an n by r nonnegative matrix W and an r by m
nonnegative matrix H.
Step 1: set t = 0, and generate nonnegative matrix W 0 and
H 0 at random;
Step 2: Update H from H t to H t+1 by

s.t. h ≥ 0,
(22)

where h is r-dimensional column vector, v is a given n-dimensional nonnegative column vector, W is an n by r fixed nonneg-

It is evident that the portion relating to the row w in
the objective function E(W, H; α, β) in (1) is just E(w; H, α)
in (9), and the portion relating to the column h in the
objective function E(W, H; α, β) in (1) is just E(h; W, β) in
(22). Hence, using formula to update w and h alternatively
will make the learning process to converge to the solution
of the objective function E(W, H; α, β). Hence, the above
theorem can be easily proved on the basis of Theorems 1 and
2.
The update of the W and H can also be expressed with
MatLab command of W = W.∗(V ∗H  )./(W ∗H ∗H  +
alfa∗W ∗M) and H = H.∗(W  ∗V )./(W  ∗W ∗H + beta).

2.3. Initialization of the Algorithm
To our knowledge, it seems that there are two main reasons
for NMF to converge to undesired solutions. One is that
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(a)

(b)

(c)

Figure 3: Extended bar problem solution obtained from PE-NMF:
(a) source images, (b) mixed images, (c) recovered images from PENMF.

or partially independent original sources which does not
follow the independence requirement of sources in the ICA
study. Hence, the resultant independent components from
ICA could not be considered as the recovery of the original
sources. Even so, they still provide clues of the original
sources: they can be considered as very rough estimations
of the original sources. From this perspective, and by
noticing that the initialization of the source matrix should
be nonnegative, we set the absolute of the independent
components obtained from ICA as the initialization of the
source matrix for the proposed PE-NMF algorithm. Our
experiments indicate that such an initialization technique is
very eﬀective in speeding up the learning process for getting
desired solutions.

3. Experiments and Results
The proposed PE-NMF algorithms have been extensively
tested for many diﬃcult benchmarks for signals and images
with various statistical distributions. Three examples will be
given in the following context for demonstrating the eﬀectiveness of the proposed method compared with standard
NMF method and/or ICA method. In ICA approach here, we
decenteralize the recovered signals/images/microarrays for
its nonnegativity property for compensating the centering
preprocessing of the ICA approach. The NMF algorithm is
simply the one proposed in [10] and the ICA algorithm
is simply the FastICA algorithm generally used in many
applications in [11]. The examples include blind source
separation of extended bar problem, mixed signals, and
real microarray gene expression data in which heterogeneity
eﬀect occurs.
(a)

(b)

Figure 4: Recovered images from (a) ICA, and (b) NMF for the
extended bar problem.

the basis of a space may not be unique theoretically, and
therefore separate runs of NMF may lead to diﬀerent results.
Another reason may come from the algorithm itself, that
the loss function sometimes gets stock into local minimum
during its iteration. By revisiting the loss function of the
proposed PE-NMF, it is seen that similar to NMF, the
above PE-NMF still sometimes gets stock into local minimum during its iteration, and/or the number of iterations
required for obtaining desired solutions is very large. For
the sake of these, an ICA-based technique was proposed
for initializing source matrix instead of setting it to be a
nonnegative matrix at random: we performed ICA on the
observation signals, and set the absolute of the independent
components obtained from ICA to be the initialization of the
source matrix. In fact, there are reasons that the resultant
independent components obtained from ICA are generally
not the original sources. One reason is the nonnegativity
of the original sources but centering preprocess of the ICA
makes each independent component be both positive and
negative in its elements: the means of each independent
component is zero. Another reason is possibly dependent

3.1. Extended Bar Problem
The linear bar problem [12] is a blind separation of bars from
their combinations. 8 nonnegative feature images (sources)
sized 4 × 4 including 4 vertical and 4 horizontal thin
bar images, shown in Figure 2(a), are randomly mixtured
to form 1000 observation images, the first 20 shown in
Figure 2(b). The solution obtained from ICA and NMF with
r = 8 are shown in Figures 2(c) and 2(d), respectively,
indicating that NMF can fulfill the task very well compared
with ICA . However, when we extended this bar problem into
the one which is composed of two types of bars, thin one and
thick one, NMF failed to estimate the original sources. For
example, fourteen source images sized 4 × 4 with four thin
vertical bars, four thin horizontal bars, three wide vertical
bars, and three wide horizontal bars, shown in Figure 3(a),
are nonnegative and evidently statistically dependent. These
source images were randomly mixed with mixing matrix of
elements arbitrarily chosen in [0, 1] to form 1000 mixed
images, the first 20 shown in Figure 2(b). The PE-NMF with
parameter α = 4 and β = 1 was performed on these mixed
images for r = 14. The resultant images, which are shown
in Figure 2(c), indicate that the sources were recovered
successfully with the proposed PE-NMF. For comparison,
many times we tried using ICA and NMF on this problem
for avoiding obtaining local minimum solutions, but always

Computational Intelligence and Neuroscience

7

Original signal
10
5
0
4
2
0
4
2
0
4
2
0
4
2
0

100

200

300

400

500

600

700

800

900 1000

10

10

5

5

10

0
1000
10

5

5

0
100

100

100

100

200

200

200

200

300

300

300

300

400

400

400

400

500

500

500

500

600

600

600

600

700

700

700

700

800

800

800

800

900 1000

900 1000

500

10

0
1000
10

5

5

0

500

Observations

5

500

4
2
0
4
2
0
4
2
0

100

100

100

100

100

200

200

200

200

200

300

300

300

300

300

400

400

400

400

400

500

500

500

500

500

500

1000

500

0
1000
10

500

1000

500

1000

900 1000

900 1000

0

500

1000

5

0

500

1000

0

(b)

NMF recovered signal

4
2
0

0
1000
10
5

(a)

10
5
0

10

600

600

600

600

600

PE-NMF recovered signal

700

700

700

700

700

800

800

800

800

800

900 1000

900 1000

900 1000

900 1000

900 1000

(c)

10
5
0
4
2
0
4
2
0
4
2
0
4
2
0

100

200

300

400

500

600

700

800

900 1000

100

200

300

400

500

600

700

800

900 1000

100

200

300

400

500

600

700

800

900 1000

100

200

300

400

500

600

700

800

900 1000

100

200

300

400

500

600

700

800

900 1000

(d)

Figure 5: Blind signal separation example: (a) 5 original signals, (b) 9 observations, (c) recovered signals from NMF, and (d) recovered
signals from PE-NMF.

failed to recover the original sources. Shown in Figures 4(a)
and 4(b) are the examples of the recovered images with these
two approaches. Notice that both the ones recovered from
ICA and NMF are very far from the original sources, and
even the number of sources estimated from the ICA is only 6,
rather than 14. It is noticeable that the recovered images from
the PE-NMF with some other parameter such as α = 4.2 and
β = 0.1 are comparable to the ones shown in Figure 3(c),
indicating that the proposed method is not very sensitive to
the parameter selection for this example.

3.2. Recovery of Mixed Signals
We performed experiments on recovering 5 nonnegative signals from 9 mixtures of 5 nonnegative dependent source sig-

nals, which is the one in [4]. The 9 mixture observation signals come from arbitrarily nonnegative linear combinations
of the 5 nonnegative source signals shown in Figure 5(a).
The diﬃculty to recover the sources is a very small number
of observations compared with the number of sources. Both
NMF and our proposed PE-NMF (where α and β are taken
to be 0.001 and 17.6, resp.) were employed for recovery of the
sources. By comparison of the resultant signals obtained by
NMF shown in Figure 5(c) and these obtained by PE-NMF
shown in Figure 5(d), it is evident that the PE-NMF can
recover the sources with a higher recovery performance. In
fact, the signal-to-interference ratios (SIRs) for the recovered
sources from NMF is only 22.17, 11.13, 10.98, 14.91, and
14.15 while that from PE-NMF increases to 47.10, 28.89,
26.67, 83.44, and 28.75 for the 5 source signals.
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Figure 6: Heterogeneity correction result: (a) observations, (b) recovered sources from PE-NMF, and (c) real sources.
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Figure 7: The scatter plots of the real sources (blue stars) and the recovered sources (red dots) from (a) PE-NMF, and (b) NMF.

3.3. Heterogeneity Correction
of Gene Micrroarrys
Gene expression microarrays promise powerful new tools
for the large-scale analysis of gene expression. Using this
technology, the relative mRNA expression levels derived from
tissue samples can be assayed for thousands of genes simultaneously. Such global views are likely to reveal previously

unrecognized patterns of gene regulation and generate new
hypotheses warranting further study (e.g., new diagnostic
or therapeutic biomarkers). However, as a common feature
in microarray profiling, gene expression profiles represent a
composite of more than one distinct but partially dependent
sources (i.e., the observed signal intensity will consist of the
weighted sum of activities of the various sources). More
specifically, in the case of solid tumors, the related issue is
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called partial volume eﬀect (PVE), that is, the heterogeneity
within the tumor samples caused by stromal contamination.
Blind application of microarray profiling could result in
extracting signatures reflecting the proportion of stromal
contamination in the sample, rather than underlying tumor
biology. Such “artifacts” would be real, reproducible, and
potentially misleading, but would not be of biological or
clinical interest, while can severely decrease the sensitivity
and specificity for the measurement of molecular signatures
associated with diﬀerent disease processes. Despite their
critical importance to almost all the followup analysis steps,
this issue, called partial volume correction (PVC), is often
less emphasized or at least has not been rigorously addressed
as compared to the overwhelming interest and eﬀort in
pheno/gene-clustering and class prediction.
The eﬀectiveness of the proposed PE-NMF method was
tested with real-world data set, microarray gene expression
data set, for PVC. The data set consists of 2308 eﬀective
gene expressions from two samples of neuroblastoma and
non-Hodgkin lymphoma cell tumors [13]. Two observation
microarrays, recovered microarrays from PE-NMF, and two
pure source microarrays are shown in Figures 6(a), 6(b),
and 6(c), respectively. Notice that the true sources are
determined, in our present case, by separately profiling
the pure cell lines that provide the ground truth of the
gene expression profiles from each cell populations. In our
clinical case, we use laser-capture microdissection (LCM)
technique to separate cell populations from real biopsy
samples. By comparison of Figures 6(b) and 6(c), the blind
source separation by PE-NMF method recovered the pure
microarray successfully. Figures 7(a) and 7(b) show the
scatter plots of the recovered microarrays from PE-NMF and
from NMF compared with these of the pure microarrays.
These scatter plots and the SIRs of being 56.79 and 31.73 for
the PE-NMF approach and of being only 21.20 and 32.81 for
the NMF approach also indicate that the proposed PE-NMF
is eﬀective in recovering the sources successfully. Many other
independent trials using other gene sets reached a similar
result.

4. Conclusions
This paper proposes a pattern expression nonnegative matrix factorization (PE-NMF) approach for eﬃcient pattern
expression and applies it to blind source separation for
nonnegative linear model (NNLM). Its successful application
to blind source separation of extended bar problem, nonnegative signal recovery problem, and heterogeneity correction
problem for real microarray gene data indicates that it is
of great potential in blind source separation problem for
NNLM model. The loss function for the PE-NMF proposed
here is in fact an extension of the multiplicative update
algorithm proposed in [10], with the two terms introduced
with parameters α and β, respectively, in which β is for
update rule for the matrix H, which is similar to some sparse
NMF algorithms [14], and α as the regularization term added
to HH T in the update rule for matrix W. The loss function
for the PE-NMF is a special case of that proposed in [4].
However, in this approach, not only the learning algorithm is
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motivated by expressing patterns more eﬀectively and more
eﬃciently, and experimented successfully in a wide range
of applications, but also the convergence of the learning
algorithm is proved by introducing some auxiliary function.
In addition, a technique based on independent component
analysis (ICA) is proposed for speeding up the learning
procedure, and has been verified to be eﬀective for the
learning algorithm to converge to desired solutions.
Same as what has been mentioned in [4], the optimal
choice of PE-NMF parameters depends on the distribution
of data and a priori knowledge about the hidden (latent)
components. However, our experimental results on extended
bard problem indicate that the parameter choice is not so
sensitive to some problems.
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In recent years, nonnegative matrix factorization (NMF) methods of a reduced image data representation attracted the attention
of computer vision community. These methods are considered as a convenient part-based representation of image data for
recognition tasks with occluded objects. A novel modification in NMF recognition tasks is proposed which utilizes the matrix
sparseness control introduced by Hoyer. We have analyzed the influence of sparseness on recognition rates (RRs) for various
dimensions of subspaces generated for two image databases, ORL face database, and USPS handwritten digit database. We have
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test images have been modeled by putting two randomly large, randomly positioned black rectangles into each test image.
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1. Introduction
Subspace methods represent a separate branch of highdimensional data analysis, such as in areas of computer
vision and pattern recognition. In particular, these methods
have found eﬃcient applications in the fields of face identification and recognition of digits and characters. In general,
they are characterized by learning a set of basis vectors from a
set of suitable image templates. The subspace spanned by this
vector basis captures the essential structure of the input data.
Having found the subspace (oﬄine phase), the classification
of a new image (online phase) is accomplished by projecting
it on the subspace in some way and by finding the nearest
neighbor of templates projected onto this subspace.
In 1999, Lee and Seung [1] showed for the first time
that for a collection of face images an approximative
representation by basis vectors, encoding the mouth, nose,
and eyes, can be obtained using a nonnegative matrix
factorization (NMF). NMF is a method for generating a
linear representation of data using nonnegativity constraints
on the basis vector components and the coeﬃcients. It can
formally be described as follows:
V ≈ W·H ,

(1)

where V ∈ Rn×m is a positive image data matrix with
n pixels and m image sample templates (template images
are usually represented in lexicographic order of pixels as
column vectors), W ∈ Rn×r are reduced r basis column
vectors of an NMF subspace, and H ∈ Rr ×m contains
coeﬃcients of the linear combinations of the basis vectors
needed to reconstruct the original data. Usually, r is chosen
by the user so that (n + m)r < nm. Then each column
of the matrix W represents a basis vector of the generated
(NMF)subspace. Each column of H represents the weights
needed to approximate the corresponding column in V
(image template) by means of the vector basis W. Various
error functions were proposed for NMF, such as in the papers
of Lee and Seung [2] or Paatero and Tapper [3].
The main idea of NMF application in visual object
recognition is that the NMF algorithm identifies localized
parts describing the structure of that object type. These
localized parts can be added in a purely additive way with
varying combination coeﬃcients to form the individual
objects. The original algorithm of Lee and Seung could not
achieve this locality of essential object parts in a proper way.
Thus other authors investigated the possibilities to control
the sparseness of the basis images (columns in W) and
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the coeﬃcients (matrix H). The first attempts consisted in
altering the norm that measures the approximation accuracy,
like LNMF [4, 5]. Hoyer introduced a method for steering
the sparsenesses of both factor matrices, W and H, with
two sparseness parameters [6, 7]. In their work, PascualMontano et al. briefly summarized and described all NMF
algorithms used in this topic [8]. Their approach also led
to a sparseness control parameter, but only one for both
matrices. The optimization algorithm remained equal to the
one already introduced by Lee and Seung.
One important problem by using NMF for recognition
tasks is how to obtain NMF subspace projections for new
image data that are comparable with the feature vectors
determined in NMF coded in matrix H. Guillamet and
Vitrià [9] propose one method in their work that consists of
rerunning the NMF algorithm for new image data keeping
W constant. However, in the conventional method, training
images and new images are orthogonally projected onto
the determined subspace. Both methods have advantages
and drawbacks. We will discuss them in more detail and
propose a modification of the NMF task that comprises the
advantages of both methods.
An important aspect in measuring distances in NMF
subspaces, which is necessary in recognition tasks, is the
used metric. NMF subspace basis vectors do not form an
orthogonal system. Due to this fact, it is not convenient to
apply the natural Euclidean metric. Guillamet and Vitrià
[9] experimented with several alternative metrics: L1, L2,
cos, and EMD. They lined out that solely EMD takes the
positive aspects of NMF into account. As this metric is
computationally demanding, Ling and Okada [10] proposed
a new dissimilarity measure, the diﬀusion concept, which
is as accurate as EMD, but computationally much more
eﬃcient. Liu et al. [11, 12] proposed to replace the Euclidean
distance in NMF recognition tasks by a weighted Euclidean
distance (a version of Riemannian distance). These authors
also experimented with orthogonalized bases. However, as
commented by authors, these modified NMF bases are not
part-based anymore.
In our research, we focus on studying the influence
of matrix sparseness parameters, subspace dimension, and
the use of distance measures on the recognition rates, in
particular for partially occluded objects. We use Hoyer’s
algorithms to achieve sparseness control. Additionally, we
propose a modification of the entire NMF task similar
to the methods of Yuan and Oja [13] and Ding et al.
[14]. The implementation of our modification additionally
comprises Hoyer’s sparseness control mechanisms. In the
case of studying proper distance measures, we propose a new
metric.
In Section 2, we briefly review Hoyer’s method
(Section 2.1). Section 2.2 contains a presentation of the
motivation and a detailed description of our modification
of the NMF task. Section 2.3 is about distance measuring
in NMF subspaces. We present the metrics we used for
our experiments and propose the anew distance measure.
Then we present the setup and results of our experiments
in Section 3. Section 4 contains conclusions and a future
outlook.
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2. NMF with Sparseness Constraints
The aim of the work of Hoyer [7] is to constrain NMF to
find a solution with prescribed degrees of sparseness of the
matrices W and H. The author claims that the balance of
the sparseness between these two matrices depends on the
specific application and no general recommendation can be
given. The modified NMF problem and its solution is given
by Hoyer as follows.

2.1. Hoyer’s Method---Nmfsc
2.1.1. Problem Definition
Given a nonnegative data matrix V of size n × m, find the
nonnegative matrices W and H of sizes n × r and r × m (resp.,)
such that
E(W, H) = V − WH2

(2)

is minimized, under optional constraints




s wi = sW ,

∀i , i = 1, . . . , r,

s hi = sH ,

∀i , i = 1, . . . , r,

 

(3)

where wi is the ith column of W, hi is the ith row of H.
Here, r denotes the dimensionality of an NMF subspace
spanned by the column vectors of the matrix W, and sW
and sH are their desired sparseness values. The sparseness
criteria proposed by Hoyer [7] use a measure based on the
relationship between L1 and L2 norm of the given vectors wi
or hi . In general, for the give n-dimensional vector x with the
components xi , its sparseness measure s (x) is defined by the
formula:
√

s(x) :=

n − L1 /L2
√
=
n−1

√

n−



xi /  x2
i
√
.
n−1

(4)

This measure quantifies how much energy of the vector is
packed into a few components. This function evaluates to
1 if and only if the given vector contains a single nonzero
component. Its value is 0 if and only if all components are
equal. It should be noted that the scales of the vectors wi
or hi have not been constrained yet. However, since wi ·hi =
(wi λ)·(hi /λ), we are free to arbitrarily fix any norm of either
one. In Hoyer’s algorithm, the L2 norm of hi is fixed to unity.

2.1.2. Factorization Algorithm
The projected gradient descent algorithm for NMF with
sparseness constraints essentially takes a step in the direction
of the negative gradient, and subsequently projects onto the
constraint space, making sure that the taken step is small
enough that the objective function is reduced at every step.
The main muscle of the algorithm is the projection operator
proposed by Hoyer [7], which enforces the required degree
of sparseness.

Computational Intelligence and Neuroscience

3

2.2. Modified NMF Concept: modNMF
In the papers mentioned up to now, the attention was
concentrated on methodological aspects of NMF as a partbased representation of image data, as well as on numerical
properties of the developed optimization algorithms applied
to the matrix factorization problem. It turned out that the
notion of matrix sparseness involved in NMF plays the central role in part-based representation. However, little eﬀort
has been devoted to systematic analysis of the behavior of
the NMF algorithms in actual pattern recognition problems,
especially for partially occluded data.
For a particular recognition, task of objects represented
by a set of training images (V) we need: (i) to calculate
in advance (in an oﬄine mode) projection vectors of the
training images onto the obtained vector basis (W)—the socalled feature vectors—, and then (ii) to calculate (in an
online mode) a projection vector onto the obtained vector
basis (W) for each unknown input vector y. Guillamet and
Vitrià [9] propose to use the feature vectors determined in
the NMF run, that is, columns of matrix H. The problem
of determining projected vectors for new input vectors in
a way that they are comparable with the feature vectors is
solved by the authors by rerunning the NMF algorithm. In
this second run, they keep the basis matrix W constant and
the matrix Vtest contains the new input vectors instead of the
training image vectors. The results of the second run are the
searched projected vectors in the matrix Htest . However, this
method has some drawbacks. We investigated the function
of NMF exemplarily for 3D point data instead of highdimensional images. These points have been divided into
two classes based on point proximity. The two classes are
called A and B and are illustrated in Figure 1. We ran NMF
to get a two dimensional subspace visualized as yellow grid
in Figure 1 spanned by the two vectors w1 and w2 , which
together build matrix W. Additionally, we show the feature
vectors of the input point sets (HA and HB in Figure 1) and
connected each input point with its corresponding feature
vector in the subspace plane (projection rays). Especially
for the point set A, it can be observed that the projection
rays are all nonorthogonal, with respect to, the plane and
that their mutual angles significantly diﬀer (even for feature
vectors belonging to the same class). Thus the feature vectors
of set A and set B are not separated clusters anymore. We
have doubts that a reliable classification based on proximity
of feature vectors is achievable in this case. A second
possibility to determine proper feature vectors for an NMF
subspace, which is conventionally used (e.g., mentioned by
Buciu [15]), is to recompute the training feature vectors
for the classification phase entirely new by orthogonally
projecting the training points (images) onto to NMF subspace. Unknown input data to be classified are similarly
orthogonally projected to the subspace. This method is also
visualized in Figure 1: from each input point an orthogonal
dotted line is drawn to the orthogonal projections of the
points into the subspace plane. It can be noticed that the
feature vectors determined in this way preserve a separation
of the feature vector clusters, corresponding to the cluster
separation in the original data space (point sets W† A and

A

B

w2

HA

HB

W† A

W† B

w1

Figure 1: Visualization of the Nmfsc results for a low-dimension
example (3D data sets A and B as training points). The plane
spanned by w1 and w2 represents the NMF subspace due to this
training set. HA and HB are the training set projections to the
subspace implicitly given by matrix H in the NMF algorithm. W† A
and W† B are the orthogonal projections of the training sets onto
the NMF subspace.

W† B). In view of these observations, we propose to favor the
orthogonal projection method.
Nonetheless, both methods have their disadvantages. The
method of Guillamet and Vitria operates with nonorthogonal projected feature vectors that directly stem from the NMF
algorithm and do not reflect the data cluster separation in the
subspace. On the other hand, the conventional method does
not accommodate the optimal data approximation result
determined in NMF because one of the two optimal factor
matrices is substituted by a diﬀerent one in the classification
phase. Our intention was to combine the benefits of both
methods into one, that is, benefits of orthogonal projections
of input data and preservation of the optimal training data
approximation of NMF. We achieve this by changing the
NMF task itself. Before we present this modification, we
recall in more detail how the orthogonal projections of the
input data are computed.
As the basis matrix W is rectangular, matrix inversion is
not defined. Therefore, one has to use a pseudo-inverse of
W to multiply it from the left onto V (cf. [15]). Orthogonal
projections of data points y onto a subspace defined by a
basis vector matrix W are realized by solving the following
overdetermined equation system:
Wb = y

(5)

for the coeﬃcient vector b. This can, for instance, be achieved
via the Moore-Penrose (M-P) pseudoinverse (This may not
be the numerically stable way, but in our investigations we
could not observe diﬀerences to other usually more appropriate methods.) W† giving the result for the projection as
b = W† y.

(6)

Similarly, for the NMF feature vectors (in the oﬄine mode)
we determine HLS = W† V, where HLS are projection
coeﬃcients obtained in the least squares (LS) manner. These
coeﬃcients can diﬀer severely from the NMF feature vectors
implicitly given by H (see Figure 1). It is important to state
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that the entries of HLS are not nonnegative anymore, HLS also
contains negative values.
If one has decided to use the orthogonal projections of
input data onto the subspace as feature vectors, the fact that
the matrix H is not used anymore in the classification phase
and that the used substitute for H—HLS —is not nonnegative
anymore, gives rise to the questions whether matrix H is necessary at all in NMF and whether corresponding coeﬃcient
coding necessarily has to be nonnegative. Moreover, using
the orthogonal projection method, we do not make use of
the optimal factorization achieved by NMF, as the coeﬃcient
matrix is altered for classification. Consequently, we propose
the following modification of the NMF task itself:
given the training matrix V, we search for a matrix W such
that
V ≈ W(W† V).

(7)

Within this novel concept (modNMF), W is updated
in the same way as in common NMF algorithms. Even
the sparseness of W can be controlled by the standard
mechanisms, for example, those of Hoyer’s method. Only
the coding matrix H is substituted by the matrix W† V to
determine the current approximation error. Thus this new
concept can be applied to all existing NMF algorithms.
In our research, we implemented and analyzed modNMF
comprising the sparseness control mechanisms of Hoyer.
There are two existing methods that are related to
modNMF in two complementary ways. In projective NMF
(pNMF) of Yuan and Oja [13], the independent factor matrix
H is given up and, similarly to modNMF, substituted by
a coding matrix derived from W and V, namely, WT V.
Ding et al. [14] realize the second change incorporated in
modNMF. They keep two independent factor matrices in
their semi-NMF method, but give up the nonnegativity
restriction for one of them. Unlike modNMF, the nonnegativity constraint is kept for the coding matrix H while the
signs in the subspace basis W are not restricted. Following
Ding et al. notion, modNMF is also only semi-nonnegative.
The resulting subspaces of semi-NMF and modNMF are
not classical NMF subspaces anymore. However, in the
traditional NMF methods, as we have outlined above, the
training images have to be orthogonally projected to the
determined subspace in preparation of the object recognition
phase and this also results in mixed sign subspace vectors.
(Due to this very fact that for traditional NMF methods
as well as for modNMF the actually used subspace features
in the recognition phase are not purely nonnegative and
to the fact that the determined subspace bases are all
nonorthogonal in general, we face the same problems in
the recognition phase for modNMF and classical NMF
subspaces. To simplify matters in this paper, we summarize
all these subspaces in the notion NMF subspaces in our
further discussions, which address the issues related to
recognition experiments in such subspaces.) The diﬀerence
in the case of modNMF is that the orthogonal projections
of the training images onto the subspace that are used
in the recognition task (W† V) are also those for which
the factorization that optimally approximates the training
data V is achieved. In semi-NMF, this is not guaranteed,

that is, extra orthogonal projection of the training images
onto the subspace has to be done to prepare an object
recognition phase. These extra projections do not comprise
the structure of the optimally approximating factor matrix
determined in the factorization run, just like in classical
NMF methods. Similarly to modNMF, pNMF assures that
the subspace features are the orthogonal projections of the
training images onto the subspace, while these very subspace
features simultaneously constitute the optimal factorization
matrix in the sense of approximating V. Actually, pNMF
is in some sense a special case of modNMF. Both try
to optimize W with the goal to approximate an identity
matrix as close as possible in form of the factor in front
of V -modNMF in the case of WW† and pNMF for WWT .
Thus although orthogonality of W in pNMF may not be
explicitly demanded, within the factorization process, W
has to approximate an orthogonal matrix more and more
as the approximation improves. Thanks to the fact that
the more general modNMF model does not contain such
structural restrictions on W (except nonnegativity), there
are more degrees of freedom in modNMF to approximate V
accurately. Moreover, the sparseness of W can be controlled
in modNMF via the sparseness parameter.

2.3. Distances in NMF Subspaces
Having solved the NMF task for the given training images
(matrix V), the vector basis of an NMF subspace (of the
original data space) is generated as columns of the matrix
W. Depending on the sparseness of W and H controlled
in the algorithms, the basis vectors in W manifest diﬀerent
mutual angles, that is, the basis is not orthogonal. With
increasing sparseness of W or decreasing sparseness of H,
the mutual angles tend to be closer to orthogonality. If both
sparseness parameters are adjusted, dependence on them is
not so obvious and straightforward.
As outlined by various authors mentioned in Section 1,
suitable metrics for measuring the distances of NMF subspace points have to be defined, due to the non-orthogonality
of NMF subspace bases. In our work, we compared the four
metrics Euclidean, diﬀusion, Riemannian, and ARC-distance.
For comparison reasons, we also included the Euclidean
metric (d2 (x1 , x2 ) = (x1 − x2 )T (x1 − x2 )), which is commonly
supposed not to be suitable in vector spaces with nonorthogonal basis. The diﬀusion distance is derived from the EMD
metric, for which Guillamet and Vitrià [9] argued that it
is well suited to the positive aspects of NMF. The complete
derivative of the diﬀusion distance can be found in the work
of Ling and Okada, who developed this dissimilarity concept
to achieve a computationally more eﬃcient algorithm.
The third metric, Riemannian distance, will be described
in more detail, as it is the basis of our proposal, ARCdistance. Liu and Zheng [11] defined the Riemannian
distance as a weighted Euclidean distance as dG2 (x1 , x2 ) =
(x1 − x2 )T G(x1 − x2 ), where G is a similarity matrix defined
as G = WT ·W. They claimed that adopting this Riemannian
metric is more suitable than the Euclidean distance for
classification when using nearest neighbor classifiers.

Computational Intelligence and Neuroscience

5

Figure 2: An example of face images of one person selected from the ORL face database—two top lines. An example of diﬀerent randomly
occluded faces—the bottom line.

Figure 3: An example of handwritten digit images selected from the USPS database—two top lines. An example of diﬀerent randomly
occluded digits—the bottom line.

For the standard Euclidean metric d2 and Riemannian
metric dG2 of two vectors x, y from a subspace, the following
formulas can be drawn: dG2 (x, y) = (x − y)T WT W(x − y) =
(W(x − y))T W(x − y) = d2 (Wx, Wy). This proves that the
Riemannian distance measures the Euclidean distance of the
back-projected subspace vectors, that is, the subspace points
represented in the orthogonal image super space bases. Thus
the Riemannian distance takes the angle structure of the
NMF subspace bases into account.
To be able to deal with partial occlusions, the correctly
chosen distance measure should also be able to discriminate
two specific cases of vectors: (i) a case for which the value
of the Riemannian distance of two vectors is large because of
great deviations in all components of these vectors, and (ii)
a case when only a few components contribute to the great
value of the Riemannian distance, that is, when the error
of recognition is sparsely distributed over the feature vector
components. Therefore, to define a modified Riemannian
(shortly “ARC-distance”) distance, we introduce a sparseness
term into the Riemannian metric formula, that is, dG2 (x, y) =
(x − y)T G (x − y)(1 − s(|x − y |)), where s measures the
sparseness (compare Section 2) of the absolute diﬀerence
of the feature vectors. Note that the sparseness should be

measured in the feature space, as each component in this
space representation is optimized to reflect one essential part
of the training image objects.

3. Results of Computer Experiments
The goal of our study was to investigate influences of
sparseness control parameters and subspace metrics on recognition rates of unoccluded and occluded images. In massive
computer experiments, we have varied the dimensions of the
NMF subspaces from r = 25 up to r = 250, similarly to the
papers of Guillamet and Vitrià [9] and Liu and Zheng [11].
The method of nearest neighbor classification has been used
for object recognition.
For our experiments, we chose three widely used image
databases: (i) the Cambridge ORL face database (cited in
paper of Li et al. [5]; grey-level images with resolution
92 × 112, which were down sampled for our experiments to
the size 46 × 58 = 2668 pixels) and (ii) USPS handwritten
digit database (cited in the paper of Liu and Zheng [11];
grey-level images with resolution 16 × 16 = 256 pixels),
and (iii) CBCL image database available at the web address:
http://cbcl.mit.edu/cbcl/software-datasets/FaceData2.html
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Figure 4: An example of face images of two persons selected from
the CBCL face database—two top lines. An example of diﬀerent
randomly occluded faces—the bottom line.

(cited in the paper of Hoyer [7]) that contains grey-level face
images with resolution 19 × 19 = 361 pixels. We simulated
object occlusions in test images as two rectangles of random
(but limited) sizes with random super positioning on an
original image (see Figures 2, 3, and 4).
In the case of ORL database, the number of training
images was 222, and the number of testing images was 151.
These two sets of images were chosen as disjunctive sets. For
the experiments with USPS database, we chose 2000 training
images and 1000 testing images (diﬀerent from the training
ones again). (In the USPS recognition rate plots (Figures 6,
8), data points for r = 175 are missing. This is due to a
Matlab problem that could not be solved. For some reason,
all subspace files containing matrix H with dimension 175 ×
2007 were corrupted and could not be opened anymore. We
were able to reproduce the error in simplified configurations,
however, we were not able to solve it. As the recognition
curves do not oscillate a lot, we found it justified to just
interpolate between the two neighboring points of the point
in r = 175.) For the case of the CBCL image database, we
used 1620 training images and 809 testing images.

3.1. Nmfsc---Unoccluded versus
Occluded Test Images
The results of the first set of our experiments, accomplished
for all three image bases, and for unoccluded, as well as
occluded images are displayed in Figures 5, 6, and 7. The
acronym “Nmfsc” stands here for Hoyer’s NMF method
with coded sparseness (sW , sH ). In this set of tests, Hoyer’s
Nmfsc-algorithm was applied consecutively to ORL face
images, USPS digits, and CBCL face images. The algorithms
have been trained for various combinations of sparseness
parameter values. The resulting NMF subspaces, calculated
for diﬀerent dimensions r = 25, 50, . . . , 250 were used for
recognition experiments. We used four types of distances
to measure the distance of each projected test image to
the nearest feature vector (of the templates) in the given
subspace. For each NMF subspace, a recognition rate (RR)

Computational Intelligence and Neuroscience
over all test images was calculated. The plots show RR
versus subspace dimension r (unoccluded—(a), (c), (e), and
occluded—(b), (d), (f)). The plots with the best recognition
results have been chosen.
For unoccluded images, all three data sets show similar
RR behavior in the cases of the Riemannian-like metrics
(Riemannian and ARC-distance), only CBCL RR are slightly
smaller. The Euclidean and diﬀusion curves for the ORL
and CBCL data are almost as high as for the Riemannianlike measures, but also, as one would expect. Their behavior
for USPS data even more fulfills these expectations, as they
are much smaller than the Riemannian-like RR curves and,
moreover, decrease with increasing dimension. This behavior
is expectable, as more (nonorthogonal) basis vectors introduce more error components into the distance computation.
This happens due to the fact that Euclidean and diﬀusion
distance do not take into account the mutual basis vector
angles. The dimension reduction for all datasets is very high,
as for Riemannian-like metric all three achieve the maximal
RR at about r = 50. Remarkable is that ARC-distance does
not diﬀer from Riemannian distance. It can be seen (Figures
7(a), 7(c), 7(e)) that the RR values for all types of distances
are lower (below 0.9) than those achieved for ORL faces.
There are only small diﬀerences in RR between the cases
corresponding to application of diﬀerent distances, but in
general, Riemannian distance yields the maximum values.
The RR behavior for occluded data diﬀers severely
between ORL and USPS data. First, RR maxima for USPS
data are higher than for ORL data—below 0.7 in the ORL
case versus about 0.75 for USPS data. Second, for ORL
data the RR curves of the metrics do not behave in the
expected way. Euclidean and diﬀusion distance generate
much better results than the Riemannian-like. For USPS, RR
behave qualitatively in the same way as in the unoccluded
case, RR values are only smaller. Finally, RR maxima are
achieved for higher dimension values in the ORL case, that
is, a much smaller dimension reduction. In the case of
CBCL image database, the situation changes dramatically
in comparison to that of ORL face images: in average the
RR are 50% smaller, they are reaching approximately the
value of 0.3 (comparing to 0.7 maximum for ORL). For two
value combinations of the sparseness parameters in Hoyer’s
method (Figures 7(b), 7(f)) the Euclidean distance yields
higher RR, though it is not strictly monotone; however, for
the case D, the Riemannian distance outperforms Euclidean
and diﬀusion ones. The diﬀerence between RR values for
Riemannian distances on one side, and Euclidean and
diﬀusion distances on the other side are apparent but not so
large as is the case of ORL face images.

3.2. Occluded Test Images---Nmfsc
versus modNMF
In the second part of our study, we were interested in a
comparison of the RR of Nmfsc and modNMF, latter one
being implemented with Hoyer’s sparseness control mechanisms. Of course, since the NMF methodology is intended
mainly to generate part-based subspace representation of
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Figure 5: Classification results for ORL training image data using Hoyer’s method. (a), (c), (e): unoccluded test images for sW = 0.5,
sH = 0.1, 0.5, 0.9. (b), (d), (f): occluded test images for the identical values of the sparseness parameters.
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Figure 6: Classification results for USPS training image data using Hoyer’s method. (a), (c), (e): unoccluded test images for sW = 0.5,
sH = 0.1, 0.5, 0.9. (b), (d), (f): occluded test images for the identical values of the sparseness parameters.
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Figure 7: Classification results for CBCL training image data using Hoyer’s method. (a), (c), (e): unoccluded test images for sW = 0.5,
sH = 0.1, 0.5, 0.9. (b), (d), (f): occluded test images for the identical values of the sparseness parameters.
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Figure 8: Classification results for ORL training image data. (a), (c), (e): Hoyer’s Nmfsc algorithm applied to occluded test images for
sW = 0.1, 0.5, 0.9, sH = [ ]. (b), (d), (f): our modified modNMF algorithm applied to occluded test images for the identical values of the
sparseness parameters.
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Figure 9: Classification results for USPS training image data. (a), (c), (e): Hoyer’s Nmfsc algorithm applied to occluded test images for
sW = 0.1, 0.5, 0.9, sH = [ ]. (b), (d), (f): our modified modNMF algorithm applied to occluded test images for the identical values of the
sparseness parameters.
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Figure 10: Classification results for CBCL training image data. (a), (c), (e): Hoyer’s Nmfsc algorithm applied to occluded test images for
sW = 0.1, 0.5, 0.9, sH = [ ]. (b), (d), (f): our modified modNMF algorithm applied to occluded test images for the identical values of the
sparseness parameters.
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template images, our further interest was concentrated only
on occluded images. These results, obtained for optimum
values of sparseness parameter sW , are displayed in Figures 8,
9, and 10. The plots also show RR versus subspace dimension
r but the columns now discriminate the used algorithms
(Nmfsc—(a), (c), (e), and modNMF—(b), (d), (f)). The
plots with the best recognition results have been chosen.
The qualitative behavior of the RR curves of ORL
faces according to the distance measures is the same as
described in Section 3.1. Euclidean and diﬀusion distances
unexpectedly dominate the riemannian-like metrics. Except
a break-in of RR values for the Euclidean and diﬀusion
distances in the case of Nmfsc with sW = 0.1, both
algorithms, Nmfsc and modNMF achieve approximately the
same results (Figure 8). The qualitatively more expected and
quantitatively better results (w.r.t., RR maxima) are obtained
in the case of the USPS data. For Nmfsc with only the sW
parameter set, the Riemannian-like RR curves dominate the
Euclidean and diﬀusion distances, whereas—as expectable—
the latter decrease with increasing dimension and decreasing
sparseness sW (Section 2.3). Remarkable is that the novel
modNMF algorithm increases and stabilizes the performance
of the Euclidean and diﬀusion distances. The plots show that
the curves of these two metrics are close to the Riemannianlike ones. The CBCL image data comprise face images which
have significantly lower spatial resolution than the face data
in the ORL image base, while the structure of their parts
is similarly complex. These characteristics are reflected in
apparent decrease of recognition rates for occluded images
for both methods being compared. In general, the behavior
of the recognition rates manifests in this case very low
sensitivity to the choice of the sparseness parameters. None
of the distances applied exhibits unique prevalence.

4. Conclusions
In this paper, we have analyzed the influence of the matrix
sparseness, controlled in NMF tasks via Hoyer’s algorithm
[7], from the viewpoint of object recognition eﬃciency. A
special interest was devoted to partially occluded images,
since images without occlusions can similarly well be
handled by all NMF methods. Besides, Hoyer’s algorithm,
we introduced a modified version of the NMF concept—
modNMF—using a term containing the Moore-Penrose
pseudoinverse of the basis matrix W instead of the coeﬃcient
matrix H. Among the discussed important theoretical advantages, this method provides the computational benefit that
the subspace projections of the training images do not have
to be calculated after subspace generation in an additional
step. The novel concept was implemented comprising the
sparseness modification mechanism of Nmfsc. A further goal
of the paper was to analyze and compare RR achieved for
four diﬀerent metrics used in the recognition tasks. As NMF
subspace bases are nonorthogonal, distance measuring is
a crucial aspect. The computer experiments were accomplished for three diﬀerent image databases, ORL, USPS,
and CBCL. In the classification tasks, we used the nearest
neighbor method. In the unoccluded cases, Riemannian-like
distances dominate RR quality in maxima and stability over
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all subspace dimensions and all parameter settings. ORL and
USPS only diﬀer slightly in the behavior of Euclidean and
diﬀusion distances. In the case of CBCL, small diﬀerences
of RR are manifested between the cases using diﬀerent
distances. The conclusions related to the results for the
occluded test images can be summarized as follows.
(1) The ability of NMF methods to solve recognition
tasks is dependent on the kind of used images and the
databases as a whole. Independently of the method, the RR
for USPS data are higher than those for ORL face data. This
finding could be ascribed to the simpler structure of the
digits (almost binary data, lower resolution, objects sparsely
cover the image area). Moreover, USPS contain much larger
classes (USPS: 2000 training images for only 10 classes, ORL:
222 images with only 5 training images per class), so that
the interclass variations in USPS can better be covered. In
general, the RR obtained for faces from the CBCL database
are significantly worse than in comparable cases with ORL
face images. We assign these results to the poor resolution of
the structured face image data.
(2) Not following the overall expectation, Euclidean and
diﬀusion distances showed better recognition performances
for occluded test images in the case of ORL data. As
these do not take into account subspace bases angles
this is a surprise. USPS data treated with Hoyer’s Nmfsc
method behave like expected: with increasing dimension and
decreasingsW (i.e., increasing orthogonality, see Section 2.3),
the RR measured with Euclidean and diﬀusion distances
decrease (almost) monotonically. On the other hand, using
our modNMF method, Euclidean and diﬀusion distances
perform almost as well as the Riemannian-like metrics
overall dimensions and sparseness values. This gives a hint
that the relatively bad performances of these two metrics
for the Nmfsc method cannot totally be ascribed to the
nonorthogonality of the bases, but to the used orthogonal
projections of the training images (HLS ) instead of the
well approximating factor matrix H (V ≈ W·H) in the
classification phase; since we have observed no diﬀerences
between the RR for the original Riemannian distance and
ARC-distance, the proposed formula will need further
exploration, likely to introduce some kind of numerical
emphasis of the added sparseness term, as for example,
exponential.
(3) Massive recognition experiments using Nmsfc and
modNMF algorithms, reported in our preliminary study
[16], showed minor influence of sparseness parameter sH on
recognition rates in cases of unoccluded, as well as occluded
images selected from three mentioned image databases.
Therefore, in the recognition experiments with occluded
images included in this study, the sparseness parameter sH
has not been controlled and we have been experimenting
exclusively with sparseness value sW of the NMF basis
matrix. Namely, we used three representative values: sW =
0.1, 0.5, 0.9. As mentioned above we applied two NMF
methods, conventional Nmsfc and our modified modNMF
algorithm. Based on the analysis of the plots of RR for these
methods and for images from three image databases, given in
Figures 8, 9, and 10, the following conclusions on influence
of the sparseness sW on RR can be drawn as follows:
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(i) ORL face images: Nmsfc method: the maximum RR
have been achieved for sW = 0.5, the minimum RR
have been achieved for sW = 0.9; modNMF method:
the maximum RR have been obtained for sW = 0.1,
however, the values of RR for sW = 0.5 were close to
maxima; the minimum values of the RR have been
obtained for sW = 0.9;
(ii) CBCL face images: Nmsfc method: the maximum RR
have been achieved for sW = 0.5, the minimum RR
have been achieved for sW = 0.1; modNMF method:
the maximum RR have been obtained for sW =
0.1, however the values of RR for sW = 0.5 were,
similarly to the case of ORL, also close to maxima;
the minimum values of the RR have been obtained
for sW = 0.9;
(iii) USPS digit images: for both NMF methods compared,
there were no significant influence of the sparseness
parameter sW on RR observed.

USPS performed better and followed the overall expectations
better than ORL and CBCL. We basically ascribe this fact
to the diﬀerent training data situations. As mentioned in
the first point above, inter-class variations were much more
covered for the USPS dataset than for the face images.
The novel modNMF algorithm even improved the results
achieved in the case of the already well performing USPS
data set. ARC-distance in its current form did not fulfill the
expectations in the experiments. Significantly, lower spatial
resolution of the CBCL face data than the face data in
the ORL image base is reflected in apparent decrease of
recognition rates for occluded images for both methods
being compared. Various distances used for the CBCL
database manifested little influence on RR.
Spratling [17] analyzed the methodological situation
related to the concept of “part-based” representation of
image data by NMF subspaces, and pointed on the weaknesses of application of this concept in the NMF framework.
Inspired by Spratling’s results, we have analyzed possibilities
of further research of improvement of the NMF methodology using a revisited version of this concept that could be
more attractive for object recognition tasks with occlusions.
The research into this NMF version is in progress.
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