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Abstract. This paper presents a solution to the problem of tracking
people within crowded scenes. The aim is to maintain individual object
identity through a crowded scene which contains complex interactions
and heavy occlusions of people. Our approach uses the strengths of two
separate methods; a global object detector and a localised frame by frame
tracker. A temporal relationship model of torso detections built during
low activity period, is used to further disambiguate during periods of
high activity. A single camera with no calibration and no environmental
information is used. Results are compared to a standard tracking method
and groundtruth. Two video sequences containing interactions, overlaps
and occlusions between people are used to demonstrate our approach.
The results show that our technique performs better that a standard
tracking method and can cope with challenging occlusions and crowd
interactions.

1

Introduction

Visual surveillance systems are commonly placed in large areas of high trafﬁc such as in airports, rail stations and shopping centres. Tracking individuals
within crowds remains a diﬃcult problem due to the complex interactions and
occlusions that occur. This paper presents an approach to tracking individuals
and retaining object identity through occlusions and object interactions, within
a single camera. Most existing methods of tracking individuals, in the area of
visual surveillance, involves the segmentation of foreground objects from a modelled background. These methods often fail when tracking an individual in a
crowded scene since individuals cannot be easily segmented in isolation from the
background. There are two categories of techniques to aid this problem; frameby-frame trackers are highly accurate for scenes with little or no occlusion. While
object detectors work well at recognizing speciﬁc objects in individual frames.
Therefore the method proposed within this paper is designed to use both and
take advantage of the strengths of each.
There have been many possible solutions presented with regard to the problem
of tracking multiple objects, which can categorised as either single or multiple
camera approaches.
1.1

Multiple Camera Tracking

The use of multiple wide baseline cameras allows simpler occlusion reasoning
and can allow for a 3D environment to be built of the scene through camera
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calibration. This area has seen signiﬁcant research and some success due to the
easier conditions. However this paper uses a single camera, therefore a couple of
signiﬁcant papers are presented here. Fleuret et al [1] uses the information from
multiple cameras to produce a probabilistic occupancy map based on the dynamics and appearance models of the objects. Dynamic programming is then used
to track the multiple objects through signiﬁcant occlusion and lighting changes.
Khan et al [2] use overlapping cameras to learn when objects should be visible,
to build up relationships between cameras. This allows the system to predict the
new location of an object that leaves a camera’s ﬁeld of view due to occlusion.
1.2

Single Camera Tracking

Although very promising results have been presented through the use of multiple cameras, there are large practical restrictions on having multiple cameras
covering large scale installations due to cost. In addition, a single camera allows
for simple and easy deployment. Therefore, a number of algorithms have been
proposed to track objects on a single camera. A blob-based method like that
proposed by Isard and MacCormick [3] is one solution. This uses a background
segmentation and appearance model within a Particle Filter framework to track
an unknown number of people. Linking blobs together and learning their relationships is used by Bose et al [4] to track multiple interacting objects. Particle
Filters are also used by Okuma et al [5] in conjunction with a boosted detector
to help remove false particles in the ﬁlter to track fast moving ice hockey players.
The dynamics of objects can be used with a Kalman Filter [6] to track objects
that have near constant velocity, as proposed by Xu et al [7] within a football
context or to track vehicles as presented by Boykov and Huttenlocher [8].
Through the use of appearance, the accuracy of tracking can be signiﬁcantly
increased. Giebel et al [9] uses shape, texture, and depth information from the
image within a Particle Filter Bayesian framework, to track using learnt spatiotemporal object shapes. Comaniciu et al [10] uses a metric derived from the
Bhattacharyya coeﬃcient as an appearance similarly measure and optimises the
tracking with a Mean Shift procedure. This copes with low resolution and partial
occlusion, and can be extended with a Kalman Filter to use the velocity of the
objects to improve tracking. Our approach fuses segmentation, object detection
and object appearance together using dynamic programming to overcome periods of uncertainly during occlusion. Furthermore we demonstrate how priors
on the detector can be built during periods of low activity and used to further
improve tracking and occlusion handling. Nillius et al [11] built a graph of all
interactions between football players for a 10 minute sequence. Then they use
Bayesian Inference based on the expected locations of players on the pitch to
join up and separate areas of interactions into separate paths through the graph.
This paper is organized as follows. Section 2 gives an overview of the system,
section 3 explains the object detector and how it was trained and how priors on
detection formed. How the object tracks are formed is in section 4 and how they
are combined together is presented in section 5. With results and a conclusion
presented in sections 6 and 7 respectively.
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Experiment System Overview

Following the recommendations by Perez et al [12] the colour space used to represent object appearance is Hue-Saturation-Value (HSV). Since HSV introduces
some degree of illumination invariance, it is well suited to cope with the lighting
changes that occur in non uniformly lit areas.
First a prior of the reappearance locations over time of torso detections is
learnt. The torso detector is then applied to every frame to provide “seed” positions of visible individuals. Each seed is represented as an appearance model
that is tracked over consecutive frames using a Mean Shift [10] tracker. Tracking stops when there is a marked diﬀerence in the current object’s appearance
to that of the appearance of the original seed. This is repeated for all objects
detected in each frame, resulting in sequences of short tracklets. The optimum
path through these tracklets is found through a Viterbi style dynamic programming algorithm to ﬁnd the best trajectory through the scene individuals. Where
a model based on the spatial reappearance of detections over time is used to
constrain the trajectory.

3

Torso Detector

In a crowded scene with overlapping people, traditional techniques such as a
blob-based background segmentation cannot be used. In addition, while people
are overlapping and interacting, much of the body outline is occluded. However,
with the camera positioned above head height as is often the case, the head and
shoulders are often visible, even in a crowd. Therefore, a torso detector is used
to produce the seed locations of objects to be tracked. The detector is based on
the one presented by Mikolajczyk et al [13]. The recognition technique is based
on a codebook representation where appearance clusters built from edge based
features are shared among several object classes. The features of the image, are
arranged in an eﬃcient tree type hierarchical design. Where the basic edge based
features can then be shared by several object classes. By clustering the features
they are used to represent an object class, which in this case is a human torso.
The use of a hierarchical clustering detection allows for minor occlusion of edge
features of the torso. A detector trained to detect faces would be unsuitable as
often faces are not looking directly at the camera, and thus would cause a failure.
Likewise a full body detector would be unsuitable as often parts of the body are
heavily occluded. An example frame from the sequence of where a face or full
body detector would fail is shown in ﬁgure 2 where people are facing away from
the camera and have part of their body shape occluded.
In order to train the detector, 1200 torso examples were used, The positive
training set contained examples of people looking in arbitrary directions. The
negative was made up of non people images sauch as landscapes and buildings.
Figure 1 shows the response by the detector to the video sequence used. A
threshold was chosen at 400 false positives. This is far higher than is usual
in the object recognition and classiﬁcation but allows for a greater number of
detections for the harder objects such as people walking away from the camera
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Fig. 1. This shows an ROC curve for the Torso detector used with the sequence of a
crowded scene

Fig. 2. This shows a frame in a sequence showing the main Torso detections. Note
there are both true positive and false positive detections.

or who have part of their outline occluded. This is acceptable as the false positive
detections are discarded as outliers to the motion and appearance models and
are ignored. Each detection has a rectangular kernel that is centred on the torso
of a person with a bounding box. The height of the kernel is then used as a weak
heuristic to estimate the total size of the person to cover their whole body, and
the kernel’s height size is adjusted accordingly.
3.1

Learning Torso Detection Relationships

Over time, people follow similar routes and speeds on speciﬁc cameras, this
can be used to build a predictive motion model. Using the torso detections, a
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relationship between the location and time of the reappearance of future torso
detections can be formulated. This can be used to predict future torso positions
and therefore reduce false positive detections in a video sequence and is used
with the predicted Mean Shift tracker locations in section 4 to reinforce strong
possible tracks. The spatial and temporal relationship between torso detections
is learnt during periods of low activity when detection is at its most reliable. The
x and y distance diﬀerence between detections over time is modelled, together
with the frame diﬀerence between the detections. An eight hour sequence of video
is used to learn the model, each detection is compared to previous detections
with respect to their reappearance period and x, y diﬀerence to the original
detection. A unit increment with a in-Parzen window blur is centred on the x
and y diﬀerence between the two detections at the speciﬁc period time. For a
set of J torso detections Di {D1 , ...DJ } Equation 1 shows the frequency of bins
in the histogram representing the reappearance of torso detections.
f=

J 
J


G((xj − xi , yj − yi , tj − ti ), Iσ 2 )

where

0 ≤ (tj − ti ) < T

(1)

j=1 i=1

Where i is the current torso detection and j is all the previous detections. xj − xi
and yj − yi are the diﬀerence in position in both x and y respectively between
detections j and i. t is the time of the detection, with T set as a maximum
reappearance period to limit the temporal length of the prior, this is commonly
100 frames. G(V 3 , Iσ 2 ) represents a 3D gaussian kernel positioned at V with
spherical co-variance σ 2 . This is repeated for all detections in the sequence, to
allow a single torso detection to be modelled over T frames without any new
information. Given a torso detection Di its prior reappearance probability over
time can be modelled by equation 2
i|j

p(Dtj |Dti ) =

ft
J2

(2)

Fig. 3. Figure (a) shows the conditional probability of a torso detection given a detection that occurred 5 frames ago in the centre. Figure (b) shows the conational
probability of a new torso given a detection occurred 100 frames ago in the centre.
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Figure 3 shows the reappearance probability of a detection after (a) T = 5
frames and (b) T = 100 frames. Notice how this encodes domain knowledge for
the camera, as the slight diagonal trend corresponds to the oﬀ centre placement
of the camera and therefore the trend for people to move diagonally. By 100
frames there is a more dispersed intensity area, this is due to the increased
uncertainty of predicting further into the future.

4

Forming Object Tracks

For each torso detection a tracker is initialised to form a short tracklet. Short
tracklets are used, as within crowded scenes frame-by-frame tracker will often fail
due to heavy occlusions. The tracker is terminated when it is determined that it
is no longer tracking the original object. The tracking system takes all the torso
detection locations, with the aim of extending their trajectory further through
the sequence. The area within the object’s Kernel is used to form an appearance
model( a colour histogram), K∗ . The objects change in movement over the
sequence is tracked over time using a Mean Shift tracker with Kalman Filter
prediction. A Kalman Filter is used in conjunction with the Mean Shift with
the assumption that generally people walk with a constant velocity. This allows
dynamics to be introduced to the Mean Shift which otherwise only optimises
tracking based upon a local moment of a colour distribution. A constant-velocity
model with white noise drift is assumed for the Kalman Filter. The Kalman
Filter predicts for each new frame the initial Mean Shift search region. This is
optimised through iterations of the Mean Shift procedure until convergence and
the Kalman Filter is then updated with this converged measurement, and the
process repeated on the following frame. This is continued until some termination
criterion is met.
4.1

Track Termination Criteria

Although the Mean Shift with velocity prediction will cope with minor occlusions
or lighting changes, large scale appearance changes to the kernel of the tracked
object can cause Mean Shift to fail. Therefore a termination criteria is applied,
to determine when the Mean Shift kernel has failed and is no longer tracking
the original object. If multiple short but signiﬁcant tracks of the same object are
found, these can then be combined together to produce the full trajectory. The
termination criteria is based on a learnt likelihood ratio. Every 25 frames the
reference appearance model for the Mean Shift track K∗ is updated, subsequent
frames are then compared to this appearance model, with a measure of similarity.
The similarity measure is the likelihood ratio of the image within the track’s
kernel Kt at frame t being more similar to the appearance model of the track,
K∗, than not similar to the appearance model, this is shown in equation 3.
L(Kt |K∗) =

P (Kt |K∗)
P (Kt |K∗)

(3)
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Fig. 4. A, shows all the trajectories from the seeded mean shift tracker of a crowded
video sequence, B shows the trajectories, where the tracks have been terminated using
the termination criteria in section 4

where P (Kt |K∗) is the probability of the kernel Kt being the appearance model
for the track. This is found through a cumulative probability, shown in equation 4


δ(Kt ,K∗)

P (Kt |K∗) =

Fi

(4)

i=0

Where δ(Kt , K∗) is the Bhattacharyya similarity coeﬃcient between Kt and K∗
and is shown in equation 5 and FiK is the normalised frequency histogram of the
Bhattacharyya coeﬃcient over a number of ground-truthed object sequences.
δ(Kt , K∗) =

m 

Ku ∗ K∗

(5)

u=1

The threshold of 0.5 is applied to the likelihood ratio as this allows tracks to
continue until the track is more likely to not be the reference model. At this point
the trajectory track is terminated, forming a short tracklet, {St start , ..., St end } of
that person. Where St is the state at time t represented by the colour appearance
model (colour histogram) and motion model (Kalman ﬁlter state). P (Kt |K∗) is
compute is a similar method, though negative groundtruth examples are used to
form the frequency histogram Fi in equation 4. Figure 4 shows how the tracks
are signiﬁcantly reduced once the termination criteria is applied.
4.2

Kernel Scale Adaption

Within the Mean Shift kernel tracking proposed by Comaniciu [10], there is a
simple scale adaption technique that adjusts the kernel size based maximising
the Bhattacharyya coeﬃcient for diﬀerent kernel sizes. This adapts the scale
of the kernel well for sequences with little or no occlusions, although as the
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occlusion level increases the overall tracking performance drops. This is because
the optimised scale doesn’t take into account that part of the person could be
occluded, and will therefore only optimise on the visible part of the person.
This can cause misleading and incorrect scale adaption. Within this work there
is no need for an adaptive scale within the Mean Shift tracker as the torso
detector is used over many scales and the short tracks, therefore as the person
increases in size the scale in the torso detection will increase this ensures the
trajectories bounding box will adapt in size as required. This means that the
overall trajectory of an object has a linear approximation to scale changes when
the short tracklets are recombined in section 5.

5

Combining Tracklets into Trajectories

The Mean Shift kernel tracker produces short tracklets for each person visible
within the video sequence. Each person will have multiple tracklets at any one
time, and the aim of this section is to ﬁnd the optimum trajectory through the
complete sequence. Each tracklet Sτ = {St start , ..., St end } form a partial row in
the state matrix S between the time indexes t start and t end. The objective is to
ﬁnd the optimal path through this state matrix that maximises the likelihood of
the trajectory for the object SREF . This is found using three similarity measures
and the learnt detection reappearance model from section 3.1. The appearance
similarity between the State appearance and the Reference appearance model is
found using the Bhattacharyya similarity coeﬃcient 5.
LRef (S(t)|S(REF )) = δ(St , SREF )

(6)

This provides a constraint ensuring the trajectory will stay visually similar to
the original person’s reference image. Between frames t and t + 1 the appearance
similarity between the states is computed using the Bhattacharyya similarity
coeﬃcient 5.
(7)
Lapp (S(t)|S(t − 1)) = δ(St , St−1 )
A motion model is computed for each state trajectory adding a non appearance
based constraint.
LKF (S(t)|S(t − 1)) = M H(St , St−1 )

(8)

The Kalman Filter [6] in the Mean Shift kernel tracking in section 4 computes
predicted positions Sτ , t end + n allowing each tracklet to be artiﬁcially extended. n is typically set to 4 seconds, i.e. 100 frames. The Mahalanobis similarity measure M H is used to ﬁnd the diﬀerence in position between the predicted
state positions and current state positions. The detection reappearance model
P (Dtj |Dti ) from equation 2 is used as a prior to constrain the other similarity
measures. The likelihood of the state at frame t is computed from the path in
frames t to t − T .
Lloc (S(t)|S(t − 1), ..., S(t − T )) =

T

i=1

P (Dt |Dt−i )

(9)
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Fig. 5. A visualisation of the Trellis diagram for ﬁnd the lowest cost path through the
video sequence

Dynamic programming is then used to select the optimal path that maximises
the objective function.
Φ(l) = max{LRef (Sτ (t)|S(REF )) Lapp (Sτ (t)|Sτ (t − 1)
τ





Ref. Appear.

State Appear

LKF (Sτ (t)|Sτ (t − 1)) Lloc (S(t)|S(t − 1), ..., S(t − T ))}Φt−1 (τ )





Motion

(10)

Learnt prior

Where there are τ possible states for a frame. This can be visualised as a trellis
diagram, as shown in ﬁgure 5. There are 4 state tracks shown in ﬁgure 5, with
the SREF selected as the starting image of the person to track. Then at each
time interval t, all possible paths from the current state are examined and the
cost is maximised to ﬁnd the next state based on appearance and motion models.
The recursive algorithm in equation 10 maximises a single best path. Therefore
should two or more trajectory states maximise to the same destination state, the
state transition with the highest livelihood will use that destination state. The
remaining trajectories will reevaluate the the remaining states, and repeat the
process of the maximising the state transitions. This allows multiple trajectories
within the state transition trellis design while achieving multiple near maximum
best paths through it.

6

Experiments

This section shows the tracking results on people walking and interacting in
an enclosed wide indoor corridor. A single surveillance style PAL resolution
camera is used to capture two video sequences at 25fps. A conventional low cost
camera is typically used, with a poor colour response and higher pixel noise
levels. A number of benchmarked data sets including the CAVIAR [14] and
PETS [15] video sequences were examined to test this technique on. However
it was found these were not challenging enough as they often don’t contain
crowded scenes. Therefore two new sequences were groundtruthed and used,
these are available on the internet [16]. The ﬁrst sequence consists of a ﬁve of
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people walking towards and away from the camera. There is overlap between
the individuals and complete occlusions occur within the sequence. The second
video is similar but many of the seven individuals in the sequence stop mid
way through the sequence and there are a greater number of interactions and
occlusions. This is designed to show the limitations of motion based trackers
such as the Kalman Filter, and appearance based trackers such as Mean Shift.
Both sequences are very challenging due to a number of reasons. The lighting
used is non uniform, this provides a challenge for the mean shift tracker and
torso detector. There is a large ﬁeld of view causing a large scale variation as
people move along the corridor, and in addition the camera is mounted only just
above head height causing many occlusions.
Our approach is compared with the Mean Shift algorithm [10]. The Results are
presented both qualitatively, with bounding boxes indicating the people tracked
and quantitatively. To assess performance the Euclidean distance error between
the centre of the groundtruth’s bounding box and that of the computed trajectory is calculated. The percentage of overlap between the groundtruth’s and
computed trajectories bounding box gives an indication of correct scaling and
accuracy of tracking individuals.
Figure 6a shows the euclidian error for Mean Shift and our tracklet tracker
with and without the torso prior. All techniques have similar initial tracking errors. Then the main area of occlusion occurs as indicated by the shaded area on
Figure 6. After this the euclidian error for the Mean Shift tracker and tracklet
tracker without prior increase. While the tracklet tracker with prior is consistent
with error around an average of 40 pixels. This is a relatively low mean error
considering the sequences are on full PAL 720x560 resolution. Figure 6b shows
the mean percentage overlap, where again the mean shift and the tracklet tracker

Fig. 6. Video 1: Figure (a) shows the mean Euclidean distance diﬀerence per frame
for our approach with the learnt prior and without and also Mean Shift (less is better).
Figure (b) shows the mean overlap per frame for our proposed approaches with and
without the prior and Mean Shift (more is better).
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Fig. 7. Video 1: A comparison between how well three techniques correctly label
tracked people through the sequence

without the prior decrease in value after the heavy occlusion has occurred. While
our tracklet tracker with prior has the highest overlap percentage at the end of
the seqeunce.A graph of the number of people correctly labelled through the
sequence is shown in ﬁgure 7. It can been seen that initially all methods track
well, however after the heavy occlusion the mean shift fails dramatically and
only tracks one person correctly by the end of the sequence. This is conﬁrmed
by ﬁgure 8, here a visual comparison of 4 frames in the same video sequence is
presented. Looking at frame 298 the Mean Shift has correctly labelled only one
person, while our tracklet tracker with a torso prior labelled all 4 correctly. The
long 200 frame occlusion of the person who is in the bottom left of frame 2485
in ﬁgure 8, makes it impossible to track them through the whole sequence. The
results for video 2 are shown in ﬁgure 9 shows the mean per frame Euclidean
and percentage overlap. The graphs are similar to those for video 1; our tracklet tracker and Mean Shift work well before the occlusion, however after the
occlusion the Mean Shift errors increase and starts to fail. While our approach
of the tracklet tracker with prior keeps tracking correctly with controlled pixel
error. However at the start of the sequence our tracklet tracker error is higher
than Mean Shift. This is due to the limitation of the current torso tracker. For
challenging people that are far from the camera facing away from the camera,
the torso detector has a lower true positive rate. This means there are less tracklets to form the trajectory of the chosen people and the best path trajectory
doesn’t exist in the states. In addition our approach works by linking short but
signiﬁcant tracklets to form a single trajectory through the sequence. However
if some of the people are continually occluded for very long periods through the
sequence, there will be no signiﬁcant tracklet to link together and this will cause
the tracking to fail.
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Fig. 8. Video 1: A comparison between our technique and a Mean Shift Tracker and
the groundtruth over 4 frames

Fig. 9. Video 2: A comparison of the mean Euclidean distance diﬀerence (ﬁgure (a) ,
less is better) and percentage overlap (ﬁgure (b) more is better) between our approaches
and a Mean shift tracker

7

Conclusion

We have described an approach to combine the strengths of a torso detector to
locate people, with those of a Mean Shift tracker for frame to frame correspondence. A model of the spatial reappearance of the torso detector over time has
been used to model the motion of people. The Mean Shift tracker produces short
tracklets which are recombined using a Viterbi style approach to produce a full
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trajectory through the video. This approach leads to an increased robustness to
occlusions and interactions between people in a crowded scene.
We have tested this on two diﬃcult groundtruthed sequences of people interacting and occluding within a large corridor. Our results are consistently better
than that of a Mean shift tracker which fails to cope with heavy occlusion. These
promising results are possible using a single uncalibrated low cost surveillance
type camera. While in the future results could be further improved through enhancing the detection of people facing away from the camera. Also by addressing
the issue of people who are heavily occluded for long periods.
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