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Abstract. In this paper, we introduce a new vision based interaction technique

for mobile phones. The user operates the interface by simply moving a finger in

front of a camera. During these movements the finger is tracked using a method

that embeds the Kalman filter and Expectation Maximization (EM) algorithms.

Finger movements are interpreted as gestures using Hidden Markov Models

(HMMs). This involves first creating a generic model of the gesture and then

utilizing unsupervised Maximum a Posteriori (MAP) adaptation to improve the

recognition rate for a specific user. Experiments conducted on a recognition task

involving simple control commands clearly demonstrate the performance of our

approach.
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1 Introduction

Modern mobile communication devices with integrated multimedia functionalities offer

advanced computational and media capabilities. However, mobile phones are designed

to fulfil their primary tasks and therefore they have rather restricted user interfaces

to access these resources. Various new techniques have been introduced to overcome

the limitations of the current solutions with hand-held devices. Today, consumers can

take advantage of features such as touch screens, voice recognition and motion sensors.

Furthermore, the increasing availability of built-in video cameras has enabled the use of

computer vision to improve interfaces toward more natural and convenient interaction.

Most of the previous work on vision based user interaction with mobile phones

has utilized measured motion information for controlling purposes. In these systems

the user can operate the phone through a series of hand movements whilst holding

the phone. During these movements the ego-motion of the camera is recorded [1, 2].

Recently, the motion input was also applied for more advanced interaction such as rec-

ognizing signs [3, 4]. Another intuitive way to interact can be achieved by moving an

object such as a finger in front of the camera and then recognizing observed gestures.

Vision based finger tracking and gesture recognition is a well studied problem with

numerous applications [5]. Quek et al. [6] presented FingerMouse that utilizes color



segmentation to detect the finger and track the fingertip. Their system allowed the user

to make pointing gestures to control the cursor. O’Hagan et al. [7] used a single video

camera and dedicated hardware to track the motion of the user’s finger. The location

of the finger in the image was deterimined using a correlation measure. Information

obtained was used to generate pointing and clicking gestures. Jin et al. [8] proposed

a finger writing character recognition system. They used background subtraction to

segment the finger from a cluttered background and detected fingertip based on fea-

ture matching. The recognition was performed using a dynamic time warping classifier.

Dominguez et al. [9] presented a system for multimodal wearable computer interfacing

using color information to segment skin-like regions, shape analysis to detect finger-

tip, and Kalman filtering for fingertip tracking. Starner et al. [10] developed a system

for constrained environment where the user wears distinctly colored gloves. Hands are

detected using color and shape analysis. Their gesture recognition is based on HMMs.

We propose a new gesture based interaction technique for camera-equipped mo-

bile devices. The interface is operated through simple finger movements in front of the

camera. During these movements the user’s finger motion is recorded and trajectories

obtained are then interpreted as commands. In order to track the finger, we have de-

veloped a method [11] that embeds the Kalman filter [12] and the EM [13] algorithms.

Unlike other methods, such as background subtraction, developed for static cameras,

our method is designed to detect true finger motion when the camera is also moving

and the background is complex. Furthermore, existing techniques for finger tracking

usually assume controlled lighting conditions. For example, skin color segmentation

is unreliable when lighting conditions change constantly. Therefore, we detect a set of

motion features for each frame in the image sequence. These features tolerate lighting

changes and can be effectively used in tracking to distinguish finger motion from the

background motion. Also, our method enables the replacement of the finger with some

other object such as a pen since the method is solely based on motion information and

we do not make any assumptions of the shape or color of the object.

In order to recognise the motion trajectories produced by finger tracking we are

using HMMs. However, due to the diversity how people makes the gestures it may be

difficult to create general models for each class that will perform well for many different

users. In order to improve the model performance we propose using unsupervised MAP

adaptation to tailor the general models for a specfic user. We address the problem of

controlling unsupervised learning by proposing a method of selecting adaptation data

using a combination of entropy and likelihood ratio. We demonstrate how this approach

can significantly improve the performance in the task of finger gesture recognition.

2 Finger tracking

The goal in our application is to estimate the motion of an object such as a finger which

can then be used as a feature for recognising gestures. With hand-held devices also

the camera is usually slightly moving. The problem is therefore formulated as a task of

estimating two distinct motion components corresponding to the camera motion and the

object motion. The object motion is then obtained by subtraction. For object tracking,

we have developed an efficient method especially to be used in handheld mobile devices



[11]. Our method combines the Kalman filtering [12] and the EM algorithm [13] to

estimate the motion of interest.

We assume that the camera and the object motion can be approximated using a

translational model. The state-space model of the camera (j = 1) and object (j = 2)

motions is

xj(k + 1) = xj(k) + εj(k), (1)

where xj(k) = [uj(k), vj(k)]T is the motion between the frames k − 1 and k. εj(k)
is process noise, which is assumed to be Gaussian distributed with zero-mean and the

covariance matrix Qj = σ2
j I . As foreground motion contains both camera and object

motion, it is reasonable to assume that σ2
2 > σ2

1 .

The object tracking uses motion features extracted from the image as an input. We

get a set of motion features Fi = (di, Ci) using a block matching method [14] to esti-

mate displacement di = [ui, vi]
T and related uncertainty information Ci as illustrated

in Figure 1(a). Observed displacements of those features, di are modelled as

di(k) = λix1(k) + (1 − λi)x2(k) + ηi(k), (2)

where ηi(k) is the observation noise, which is assumed to obey a Gaussian distribution

with zero-mean and covariance Ri. λi is a hidden binary assignment variable with the

value 1 for the camera and 0 for the object motion.

(a) (b)

Fig. 1. (a) Motion features: feature block displacements (lines) and associated covariances (error

ellipses). (b) Assignment of motion features to two components. Weightings are illustrated using

colors (red=background (wi,1 large), blue=foreground (wi,2 large)).

To estimate the motions we use a technique where the Kalman filter [12] and the

EM algorithm [13] are combined. Note that the Kalman filter could be used to directly

estimate xj(k) if the assignments λi were known. As these assignments are unknown

in practise, the predicted estimates of xj(k) and a priori probabilities of associating

features to motion components are used to compute soft assignments wi,j in the range

[0,1] using a Bayesian formulation. Figure 1(b) shows an example how the motion

features are assigned. This step corresponds to the E step of the EM algorithm.

Soft assignments are then used in the computation of the Kalman gains which are

needed to obtain the filtered estimates of xj(k). The principle is that the lower the value



of wi,j is, the higher the observation noise Ri is. The weighting of the measurements

corresponds to the M step of the EM algorithm.

The steps used to obtain the filtered estimate of the state xj(k) with x̂+

j (k) at time

instant k + 1 are summarized in Algorithm 1. In our experimental tracker, 100 motion

features are used, the block size is 5 by 5 pixels and the maximum displacement is

12 pixels. We assume that the majority of features are extracted from the background.

Therefore, the initial probabilities π1 and π2 (See (5)) for the background and the finger

motion was set to 0.7 and 0.3, respectively. The learning rate a in (10) was set to 0.95

that guarantees a decent change in the proportion of mixture components.

3 Gesture recognition

In order to perform classification for the recorded finger movements an appropriate

method of modelling the motion sequences should be selected. We are recognizing

gestures using HMMs [15]. An HMM is a widely used statistical model capable of

representing temporal relations in sequences of data [16–18]. However, it is usually

difficult to create general models for each sequence that will perform well for many

different users. Therefore, we propose using unsupervised MAP adaptation in order to

improve recognition performance for a specific user.

3.1 Maximum a Posteriori Adaptation

When using statistical models for pattern recognition we must train the models based

on a training set. If this training set is labelled then the Maximum Likelihood (ML)

principle is used to update the model parameters during training. The likelihood of a

training set Xtrain is maximised with respect to the parameters of the model θ. So we

select the parameters θML such that,

θML = argmax
θ

p(Xtrain|θ). (11)

The EM algorithm can be used to estimate (11). If, however, we are presented with un-

labelled data to train the model then there is a chance that some of the training data will

not correspond to the class we are training to recognise. Therefore we need some way

of constraining the estimation of the model parameters to limit the effect of incorrect

data. In MAP adaptation [19] a prior distribution over the parameters θ, P (θ), is used to

constrain the updated parameters. The formulation for MAP estimation is similar to the

formulation for ML estimation given in Equation 11. However, in MAP estimation it is

assumed there is a prior distribution on the parameters to be estimated. The estimation

of the parameters θ according to the MAP principle is given by

θMAP = argmax
θ

P (θ|Xadapt) (12)

= argmax
θ

p(Xadapt|θ)P (θ), (13)

where Xadapt is the data selected for adaptation. Again the EM algorithm can be used

for MAP estimation. The next section will look at the use of MAP learning for adapting

the parameters of HMMs.



Algorithm 1 The combined Kalman filter and EM algorithm to estimate the state using

the given model.

Step 1 Predict estimate x̂−

j (k + 1) by applying dynamics (1)

x̂
−

j (k + 1) = x̂
+

j (k) (3)

and predict error covariance P −

j (k + 1)

P
−

j (k + 1) = P
+

j (k) + Qj . (4)

Step 2 Compute the weights wi,j for each motion feature Fi(k + 1) = (di(k + 1), C i(k + 1))
using a Bayesian formulation. Let πj(k) > 0 be the a priori probability of associating a feature

with the motion j (
∑

j
πj(k) = 1). The weight wi,j is the a posteriori probability given by

(
∑

j
wi,j = 1)

wi,j ∝ p( di | x̂
−

j (k + 1), P −

j (k + 1) + C i(k + 1)) πj(k), (5)

where the likelihood function p(·) is a Gaussian pdf, with mean x̂−

j (k + 1) and covariance

P −

j (k + 1).

Step 3 Use the weights wi,j to set the observation noise covariance matrices in (2) according to

Ri,j = C i(wi,j + ǫ)−1
, (6)

where ǫ is a small positive constant. Compute the Kalman gain

Kj(k + 1) = P
−

j (k + 1)HT
(

HP
−

j (k + 1)HT + Rj

)

−1

, (7)

where Rj is a block diagonal matrix composed of Ri,j , and H = [I2I2...I2]
T is the corre-

sponding 2N ×2 observation matrix. Note that if wi,j has a small value, corresponding measure-

ment is effectively discarded by this formulation.

Step 4 Compute filtered estimates of the state

x̂
+

j (k + 1) = x̂
−

j (k + 1) + Kj(k + 1)
(

z(k + 1) − Hx
−

j (k + 1)
)

(8)

and compute the associated error covariance matrix

P
+

j (k + 1) = (I − Kj(k + 1)H) P
−

j (k + 1), (9)

where z(k + 1) = [d1(k + 1)T , d2(k + 1)T , . . . , dN (k + 1)T ]T .

Step 5 Update a priori probabilities for assignments with a recursive filter

πj(k + 1) = aπj(k) + (1 − a)
1

N

N
∑

i=1

wi,j , (10)

where a < 1 is a learning rate constant.



3.2 MAP adaptation for Hidden Markov Models

In HMMs the data sequence is factorised over time by a series of hidden states and

emissions from these states. The transition between states is probabilistic and depends

only on the previous state. In our case the continuous emission probability from each

state is modelled using Gaussian Mixture Models (GMMs) [15]. In a GMM the set of

parameters θ for each mixture m is given by

θ = {W, µ, Σ}, (14)

where W = {ωm} is the set of scalar mixture weights, µ = {µm} is the set of vec-

tor means and Σ = {Σm} is the set of covariance matrices of the Gaussian mix-

ture. This HMM is trained by updating the parameters of each Gaussian and also

the transitions between each state. In MAP adaptation the estimation of the model

parameters for each state is constrained by a prior distribution for these parameters,

θprior = {W prior, µprior, Σprior}. The updated parameters of a particular GMM mix-

ture m, θMAP
m , can be estimated according to the following update equations:

wMAP
m = α � wprior

m + (1 − α) � wML
m , (15)

µMAP
m = α � µprior

m + (1 − α) � µML
m , (16)

ΣMAP
m = α � [Σprior

m + (µprior
m − µMAP

m )(µprior
m − µMAP

m )T ]
+(1 − α) � [ΣML

m + (µML
m − µMAP

m )(µML
m − µMAP

m )T ]
, (17)

where α is a weighting factor on the contributions of the prior parameters, θprior, and

the current estimated parameters using ML, θML.

3.3 Controlling adaptation

A key point in unsupervised learning is control of the learning process or the data used

for adaptation. One way to control unsupervised adaptation is to filter out any incor-

rectly classified sequences before they are used for adapting the model. In this case we

propose the use of entropy and the log likelihood ratio as criteria for selecting sequences

for adaptation. This is based on our previous work [4] where we demonstrated that a

combination of log likelihood ratio and entropy can be used as a measure of the confi-

dence in the recognition result for a sequence. To adapt the prior model to a user specific

model, we first classify the sequences produced by the user using the general model. In

our case the prior distribution is an HMM created using supervised ML learning with

a labelled training set. We then apply the entropy and log likelihood ratio to attempt to

filter incorrect sequences from these results. Finally sequences that pass the selection

criteria are used to update the model for that class.

Likelihood ratio If we have a set of classes {Cl1, Cl2, . . . ClN} and a sequence of

data X then the class with the highest likelihood given X is denoted by Cla and the

class with the second highest likelihood given X is denoted by Clb. The log-likelihood

ratio δ for a particular sequence is given by

δ = log(p(Cla|X)) − log(p(Clb|X)), (18)



where p(Cl|X) is the likelihood of the class Cl given the data sequence X . In our

experiments any sequence that produces a value of δ below a certain threshold is not

used for adaptation.

Entropy Information Entropy is a measure of the randomness of a probability distri-

bution of a random variable Y and is given by

H(Y ) = −K

S
∑

s=1

P (ys)log2P (ys), (19)

where P (ys) is the probability of the sample value ys, S is the number of samples and

K is a constant. In our case we take the first derivative of the motion trajectory X , this

gives us the velocity of the motion. This continuous velocity sequence is quantised into

a histogram and we calculate the entropy of the entries in this histogram. A sequence

with a larger entropy has a larger degree of randomness. Again, in previous work [4] we

demonstrated how entropy could be used to distinguish random or poorly formed se-

quence. Our hypothesis was that well formed signs will have a more constant velocity,

and so a lower entropy, than random or poorly formed signs. This hypothesis was sup-

ported by the results of our experiments. In this paper our hypothesis is that sequences

with higher entropy are more likely to be incorrectly classified and that by setting a

threshold on the entropy we can filter these potentially incorrect sequence from the data

used for adaptation.

4 Experiments

In order to validate the technique described here a hypothetical control system of mobile

phone functions was devised. In this system a series of simple control commands were

proposed. The eight commands are shown in Figure 2. These command gestures are

formed by the user drawing the sign in the air with an extended index finger in front of

the mobile phone camera. So there are two challenges to overcome, first the tracking of

the finger and secondly the classification of the sequences produced by this tracking.

S1 S2 S3 S4

S5 S6 S8S7

Fig. 2. The eight signs chosen to represent mobile phone commands. S1 and S2 are a single up

and down and side to side movement respectively.



Data and experimental procedure The experimental data was collected from 10 sub-

jects. Each subject was asked to draw each of the commands shown in Figure 2 four

times using a standard camera equipped mobile phone, a Nokia N73. This formed the

initial training and validation sets and also the baseline test set to measure the models

performance before any adaptation. This was divided into a training set of four subjects

(128 sequences), a validation set of two subjects (64 sequences) and a test set of four

subjects (128 sequences). To form the training and test sets for adaptation two subjects

from the test set were asked to draw each sign an additional 11 times. These sequences

form an adaptation set and test set for each of the subjects. Seven sequences from each

subject are used to create a model adapted to that specific subject and four sequences

from each subject are used to test the performance of the adapted models.
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Fig. 3. The signs S1 (a) and S8 (b) performed by a single user.

Results and discussion We first ran the baseline experiments using the training set

of four subjects and the test set of four different subjects. This produced a sequence

recognition rate of 82% on the test set. It can be seen from the confusion matrix in

Table 1 that the errors show a distinct pattern of confusion between sign S1 and sign S8

and also between sign S2 and sign S7. These signs are quite similar to each other the

only difference being a horizontal or vertical separation of the strokes in signs S8 and

S7. Signs S1 and S8 are shown in Figure 3 clearly demonstrating the potential confusion

between these signs. This may be due to the variability between different subjects when

making the signs, so if a user in the training set does a particularly narrow S8 or S7 this

may cause the model the incorrect classify S1 and S2 in the test set.

In the next experiments we tailored the general model to an individual user using

unsupervised MAP adaptation. The results of these experiments are in Table 3, this

shows that adapting with no constraints on all the data used for adaptation can produce

an increased recognition rate. If, however, we filter the sequences used for adaptation

by applying the likelihood ratio and entropy criteria we can significantly improve this

result. This improvement can also been seen in the confusion matrix shown in Table 2.



Table 1. Confusion matrix for

the baseline recognition experi-

ment using unadapted HMMs.

S1 S2 S3 S4 S5 S6 S7 S8

S1 6 0 0 0 0 0 0 0

S2 0 8 0 0 1 0 0 0

S3 2 2 15 0 0 1 1 0

S4 2 0 0 16 0 0 0 0

S5 0 0 0 0 15 0 0 0

S6 0 0 0 0 0 15 1 0

S7 0 6 0 0 0 0 14 0

S8 6 0 1 0 0 0 0 16

Table 2. Confusion matrix for recogni-

tion experiment using HMMs adapted

to the two subjects.

S1 S2 S3 S4 S5 S6 S7 S8

S1 7 0 0 0 0 0 0 0

S2 0 8 0 0 0 0 0 0

S3 0 0 8 0 0 0 0 0

S4 1 0 0 8 0 2 0 0

S5 0 0 0 0 8 0 0 0

S6 0 0 0 0 0 4 0 0

S7 0 0 0 0 0 0 8 0

S8 0 0 0 0 0 2 0 8

Table 3. Results for the adaptation experiments. This shows the baseline percentage recognition

rate, the recognition rate when adapting with no constraints and the recognition rate after adapting

with entropy and likelihood ratio constraints.

Baseline Adapting with no constraints Adapting with constraints

Subject 1 81.2 84.4 90.6

Subject 2 81.2 87.5 93.7

5 Conclusions

We have presented a new vision based interaction technique for mobile phones. The

user operates the device through a series of finger movements. During these movements

the motion of the finger is recorded using a tracker based on comination of Kalman

filter and EM algorithms. Motion sequences obtained are recognized using HMMs. The

performance of the system is improved by using unsupervised MAP adaptation to tailor

the classification for a specific user. We demonstrated that the adaptation process could

be controlled by filtering incorrect sequences from the adaptation data based on entropy

and likelihood ratio. Experiments with a real motion sequences captured with a standard

mobile phone clearly show the promising performance of our method.
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